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SUMMARY 
This paper describes a framework that utilizes an adaptive network based fuzzy inference system (ANFIS) to perform user 
constrained pattern recognition on time series data. Using a customizable fuzzy logic grammar, the architecture allows an analyst 

to capture domain expertise in a context relevant manner. Fuzzy logic rules constructed by the analyst are used to perform feature 
extraction and influence the training of a neural network to perform pattern recognition. We demonstrate that the architecture is 
capable of performing noise tolerant searches across multiple features on large volumes of time series data. The experiments 
presented here are from the domain of stock analysis. We are able to automatically create simple rule sets to search a data 
warehouse of stocks to select stocks that exhibit desirable behaviors. 
 
 
 

1. INTRODUCTION 
 

Economists attempt to create all-encompassing mathematical models to represent the economy (Hendry and 

Clements 2002). Data miners have developed time series analysis algorithms to automate the models economists 

construct. Given the complex nature and seemingly random behavior of the economy, it is impossible to model it in 

a clean and concise mathematical model. Stock market data is also a fruitful area for data mining and time series 

analysis. In 1965, Fama proposed a strong argument that predicting the direction of the stock market is little more 

than a game of chance (Fama 1965). Forty-five years have passed since that seminal paper was published and stock 

market analysis is still a vibrant research area.   

In this paper we present architecture for transforming the economic analysis problem from a time series 

specification to one involving numerical analysis through soft computing. The software developed has been tested 

with stock market and time series data. The key features of our approach are as follows: 

1. Time series data that exhibit desirable characteristics are used to train the system. The training data are 
normalized through a series of customized transformations. The transformations are designed to extract a 

specific feature pattern from the data such as frequency information. 

2. The software provides a method for an analyst to construct a set of fuzzy logic rules. The rules map 

customized transformations to linguistic terms. 

3. A neural network is dynamically constructed using the fuzzy logic rule set. The fuzzy logic rules are 

integrated into the neural network at runtime. 

4. The training data is presented to the network. The network utilizes back-propagation in combination with the 

fuzzy logic rules to learn how to recognize the desirable features of the training data. 

5. The trained neural network is used to search a larger reservoir for time series data that satisfy the fuzzy logic 

rules and exhibit the desired characteristics. 

Our software aims to capture domain expertise in a set of semantic rules, and use the rules to influence the 
training of a neural network. The neural network is able to recognize similar patterns in large masses of data. We 



 

  
 

 
 
 
 
 
 

demonstrate that our architecture is capable of influencing the training of a standard back propagation network 

through fuzzy logic rules. In addition, the architecture is capable of using the network to perform noise tolerant 

searches on large volumes of time series data. This paper also shows that with a very basic rule set we are capable of 

searching for time series that contain desirable behaviors across multiple feature vectors. 

This paper is organized as follows. In Section 2 we review the literature regarding common modeling 
techniques and the state-of-the-art. Section 3 presents our proposed framework for utilizing domain expertise to 

search for stocks that exhibit desirable behaviors. Sections 4 and 5 describe the results of experiments performed 

including the fuzzy grammar and the rule sets constructed to perform the user constrained pattern recognition. 

Section 6 follows up with concluding remarks. 

 

 

2. ECONOMIC AND FINANCE TIME SERIES MODELING 

 

Modeling complex economies is stochastic and requires two key assumptions: “The model is a good representation 

of the economy, and the structure of the economy will remain relatively unchanged” (Hendry and Clements, 2002). 

Both of these are unattainable in the true sense. Financial modeling techniques typically transform a time series 
derived from stock data (i.e., moving averages, closing prices, or returns) into a new data series designed to either 

highlight unique features or dampen a feature’s effect in the time series. Transformations provide three benefits: 

stabilize the variance, make seasonal effect additive, and make the data normally distributed (Chatfield, 2004). 

Traditional methods to analyze time series include curve fitting, examining s-curves, piecewise linear fitting, 

autocorrelation, ARMA processes and filters. Traditional techniques for analysis and forecasting do not work well 

due to the nonlinearities in the dataset (Refenes et al. 1994).  Recent approaches include spectral analysis, Bayesian 

methods, and soft computing approaches such as Artificial Neural Networks, genetic algorithms and fuzzy logic.  

Spectral analysis allows examination of data across the frequency domain and is used to identify hidden 

periodicities (Chatfield, 2004). Analyzing in the frequency domain can help determine the importance of cycles in 

various frequencies (Hamilton, 1994). One common form of spectral analysis is the Fourier transform. Wavelets are 

also used to transform data from the time domain into a frequency domain (Percival and Walden, 2000). Wavelets 
have been used as a mathematical microscope into time series data (Hubbard, 1998). Wavelets can provide greater 

insight into the complex relationships of modern finance (Ramsey, 2002). Bayesian paradigms provide a framework 

for managing uncertainty in complex problems (West and Harrison, 1997). West proposes the use of dynamic 

Bayesian models for forecasting (West, 1998). A Bayesian approach is firmly grounded in the laws of probability. 

Second, this paradigm can take full advantage of multiple data sources. One significant disadvantage is that the 

states have to be known a-priori. In many occasions the variables that influence the system are latent and cannot be 

directly observed. 

Makridakis et al. (1982) discuss the application of many forecasting methods with more than 1,000 real 

time series. Artificial Neural networks performed well because of the ANN’s capability to model non-linear real 

world problems. Tang et al. (1994) present a study comparing the forecasts generated by the classic Box-Jenkins 

method and ANNs. They found the Box-Jenkins model outperformed the neural network for one-step ahead and six-

step ahead forecasts.  The ANN outperformed the Box-Jenkins for 12-step ahead and 24-step ahead forecasts. 
Neural networks have been used by many other authors for technical analysis and stock market prediction (e.g., 

Chenoweth et al. 1996, Enke and Thawornwong 2005, Kim and Han 2000, Kuo et al. 2004, Leigh et al. 2005).  

These days ANNs are usually used with other techniques for solving complex problems. Soft computing 

(Jang and Sun, 1997) brings together several artificial intelligence components, primarily neural networks, fuzzy 

logic (Zadeh, 1972), and genetic algorithms. Most approaches to time series modeling and forecasting use a variety 

of techniques together. Tsaih et al. (1998) use rules and ANN to predict daily directions of change for S&P stock 

futures. Experiments performed by Tsakonas and Dounia (2000) illustrate how neuro-fuzzy architectures can 

perform well against non-linear dynamic time series.  Kim and Han (2000) use ANN modified by GA to predict 

stock price index. Leigh et al. (2002) use ANNs and GAs to predict the change in the level of NYSE Composite 

Index after the trading day. Slim (2006) demonstrates how leveraging Kalman filtering on financial time series data 



 

  
 

 
 
 
 
 
 

can enhance the predictive qualities of the neural network while retaining the semantic benefits of fuzzy-logic.  

Chen et al. (2005) and Chen et al. (2006) use what are called Local Linear Wavelet Neural Network to forecast the 

stock market. Abdelmouez et al. (2007) use a feed-forward ANN to forecast stock sectors rather than individual 

stocks.  Hassan et al. (2007) implement a fusion model by combining Hidden Markov Models, ANNs and GAs to 

forecast financial market behavior. Kim and Shin (2007) use adaptive time delay neural networks and time delay 
neural networks along with genetic algorithms to detect temporal patterns for stock market prediction. Zhang et al. 

(2007) use Particle Swarm Optimization-based neural network ensemble to forecast stock indexes.  Chavarnakul and 

Enke (2008) use artificial neural networks to explore the profitability of stock trading with a regression neural 

network model using trading volume and movement of volume. Weckman et al. (2008) use Self Organizing ANNs 

along with Elliot’s Wave Theory to forecast turning points in the market. Chang and Liu (2008) use TSK type fuzzy 

rule based system to for stock market prediction.  (Zhu et al. 2008) use a component-based feed forward ANN (Phua 

et al. 2003) to explore the usefulness of volume information in predicting stock index returns. Chakravarty and Dash 

(2009) use Functional Link Neural Fuzzy networks to forecast stock market indices. Chang and Fan (2008) integrate 

wavelets and Takagi-Sugeno-Kang(TSK)-fuzzy rule-based systems for stock market prediction. Zarandi et al. 

(2009) develop a fuzzy rule based system for stock price analysis. They use type-2 fuzzy sets (Mendel and John 

2002) to minimize the effect of uncertainties in rule-based fuzzy logic system. Hsieh et al. (2011) use wavelet 
transforms, recurrent neural network and an algorithm based on artificial bee colony (Basturk et al. 2006).  

Our paper uses a soft computing architecture.  Specifically we leveraged the integration of neural networks, and 

fuzzy logic. Neural networks are good at dealing with raw data whereas fuzzy systems usually have better reasoning 

abilities through the use of linguistic variables. Researchers have devised many ways to merge neural networks with 

fuzzy systems: GARIC, ANFIS, NEFCON, etc. Among these, one method that stands out is adaptive neuro-fuzzy 

inference systems (ANFIS). In comparison with competing approaches, ANFIS trains faster, is simpler in structure 

and has better learning algorithms (e.g., Valishevsky 2002, Abraham and Nath 2000). In addition, ANFIS has faster 

convergence compared to the other models and provides better results s without any pre-training. During the past 

few years AFNISs have been used to solve various problems with great success. A lot of these approaches use 

wavelet transform (WT) as a preprocessor to obtain features and then use AFNIS for classification. Approaches that 

use WT and AFNIS include, Lou and Loparo (2004) to diagnose localized defects in ball bearings, Guler and Ubeyli 
(2005) to classify electro-encephalogram (EEG) signals, Mousa et al. (2005) for breast cancer diagnosis, Partal and 

Kisi (2007) for precipitation forecast, Sengur (2008) to classify color textures, Ubeyli (2008) to detect ophthalmic 

arterial discovery, and Rajaee (2010) to predict suspended sediment load. All these papers demonstrate that 

incorporating wavelets into the ANFIS architecture does indeed increase accuracy when compared to results from 

non-wavelets ANFIS. This surge in recent studies regarding the use of wavelet base ANFIS inference systems 

implies that this is a strong research area demonstrating intriguing results that warrant additional study. This paper 

aims to build upon these previous studies in two ways. First, we will demonstrate the results of leveraging multiple 

wavelets. Previous research had only focused on one transformation that was heavily integrated into the architecture. 

Chaining multiple wavelets provides a great deal of flexibility to customize ANFIS to a given problem set with 

transformations that are suitable for the problem. Second, we focus less on prediction and more on search.  If we are 

to listen to Fama, we understand that predicting a time series based on its own behavior is little more than luck. 

However, we postulate that we can increase our chances of success by revealing the subtle relationships that exists 
in a complex economy. Thus, this paper focuses less on prediction and more on pattern recognition in time series 

data. 

 

3. ANALYST-CONSTRAINED PATTERN RECOGNITION IN TIME SERIES DATA 

 

An analyst typically has insight into which combination of formulas, algorithms, and tools work well for identifying 

data that exhibit desirable behavior. This insight represents a set of constraints that an analyst has collected through 

years of experience and research. For example, given the massive quantity of data available today, it is nearly 

impossible for an analyst to perform a thorough search for desirable stocks. The same is true for economic data as 



 

  
 

 
 
 
 
 
 

well. The modern analyst needs a tool that allows one to express and apply their expertise semantically in a high 

dimensional search space.  

In this section, we discuss a neuro-fuzzy software architecture for economic and financial time series data 

that allows analysts to express constraints as a set of fuzzy logic rules. The rules specify data transformations and 

criteria for pattern recognition on the transformed data. The rules are used to train a neural network such that data 
sets that fit the criteria can be recognized and thus, exhibit desirable behavior. The combined fuzzy rule and neural 

network architecture allows an analyst to apply his or her unique expertise to large sets of data in an efficient and 

convenient manner.  

The neuro-fuzzy architecture we use is the ANFIS architecture (Adaptive Network Based Fuzzy Inference 

System) that provides the mechanism in which we can integrate semantic fuzzy rules into a system capable of 

searching for patterns efficiently (Jang, 1992). Parameters for fuzzy membership functions are determined through 

network training and error back-propagation. The ANFIS architecture shows with a quantifiable certainty that the 

data presented to the trained network fit the constraints expressed by the domain expert’s fuzzy rules.  

 

 

Figure 1:  Modified ANFIS Architecture 

 

Our implementation combines data transformations defined in a fuzzy grammar and ANFIS such that large sets 

of time series data can be analyzed efficiently using domain expertise. An analyst selects a time series that exhibits 

characteristics the analyst believes will result in profit. The time series is normalized into a family of data 

transformations. The analyst creates a set of fuzzy rules that evaluates test stocks against the characteristics of the 

training stock. The linguistic terms of the rules represent similarity measurements between two transformations for 
two time series data sets.  

To specify fuzzy logic rules, we need linguistic variables and primary terms. Examples of linguistic variables 

we use are: “Distance with high frequency noise removed’’, and ``Distance with low frequency noise removed”. As 

one can see, the linguistic variables we use are complex and they may specify transformation of the data. For 

example, the first variable we mention requires transformation of the data using a high frequency filter. We chose to 

use a wavelet-based Daubechie D4 filter for removing high frequency noise (Kaplan, 2005) in this rule. However, 

we can use any other wavelet transformation instead. The use of the linguistic variables in a rule automatically 

triggers the use of the Daubechie D4 filter. In addition, distance between one time series and another can be 



 

  
 

 
 
 
 
 
 

measured in several ways; we adopt a simple Euclidean measure of distance. Once again any distance measure can 

be used. An example of a fuzzy rule we use is:  

If (Distance with high frequency noise removed) is large  

      AND (Distance with low frequency noise removed) is NOT small  

THEN match 

Here, the analyst is looking for a time series where the underlying Daubechie D4 transformation exhibits “large” 

similarities and the underlying Daubechie Low Pass transformation (used to remove low frequency noise) does not 

exhibit “small” similarities to the training time series. This rule is searching for a time series that is very similar to 

both the smoothed version produced by the Daubachie D4 and the version where low frequency noise has been 

removed by Daubechie Low Pass.  

Below we describe the layers of the ANFIS architecture and how we use this architecture to solve the time 

series-matching problem. Our experiments attempt to demonstrate the capability to reason on specific time-series 

patterns, recognize those patterns in other series, as well as retain the transparency that fuzzy logic provides in a 

semantic format.  

Each node in the first layer (Figure 2) represents a primary term such as large or small, where a node’s 

activation function is the primary term’s membership function. The input into the membership function is the 
corresponding similarity measure stored in a similarity map. Recall that each primary term has a corresponding 

transformation similarity measure. Each node is an adaptive node where the adaptive parameters are a, b, and c for 

the generalized bell function.  During the back propagation phase of training a, b, and c are adjusted to generate a 

more reasonable curve according to the training data. Layer two represents the rule evaluation phase of fuzzy logic. 

This is a fully connected layer where each node is a rule constructed by the domain user. A simple example of 

calculating the fuzzy logic membership function is shown in Figure 3 where the product is calculated for every 

primary term that appears in the rule.  

 

 

Figure 2 Primary Term Adaptive Node 

 

Figure 3 Rule Evaluation 



 

  
 

 
 
 
 
 
 

 

Layer three is also fully connected. This layer normalizes each rule’s output with respect to the rest of the rule 

set. A simple example is shown in Figure 3. Normalization scales the rule’s output to a value between zero and one 

by dividing its output by the number of inputs. Layer four deviates from the original ANFIS architecture. The output 

layer sums the Takagi-Sugeno outputs from a previous layer (Jang, 1997). In our implementation this layer sums all 
normalized output. This value represents the network’s total response to the pattern. For testing purposes, our 

implementation adds a new node with a hard threshold. Figure 4 illustrates a simple example of this calculation.  

The user specifies a deviation value that represents what percentage of deviation from the test data is allowed to 

indicate a positive response. This hard threshold node is only used during testing. 

 

Figure 4 Normalization and Network Response 

Training the ANFIS network occurs in a backward pass. The membership function parameters are 

approximated via derivative-based optimization. Error back propagation can be done for each pattern or in one batch 

update after all patterns have been presented to the network.  The network error rate is measured for the first layer 

only using formula (1) where t and d are the target values and actual values from executing the membership 

functions for a given training data set.   

(Eqn 1) 

 
Steepest gradient descent is then used to minimize the error rate by adjusting the parameters for each membership 

function.  To locate the global error minima the partial derivative of the generalized bell formula (2) is calculated 

with respect to the three parameters: a, b, and c (Jang and Sun, 1997). Using the steepest descent update formula for 

a generic parameter ! (where ! is a, b, or c) delta values for the parameters of each primary term’s membership 

function are calculated.  The delta value for parameter ! is the product of the learning rate " and the partial 
derivative for the given input. The learning rate " is calculated using the formula shown in [3.3]. 



 

  
 

 
 
 
 
 
 

 

 

 

 

(Eqn 2) 

 

 

 

 

(Eqn 3) 

 
 

 

 

 

The variables a, b, and c that parameterize the definition of a specific primary term before training are shown in 

Figure 5 where the initial bell curve has a = 3, b = 1.53, and c = 4.54.  Figure 5 also shows the result of an example 

training session using test data. For the rule set and test data used the ANFIS network learned that the appropriate 

values for the parameters are a = 37.87, b = -31.09, and c = 36.33.   

 

 
Figure 5 Initial State and Trained State 

 

4. SINGLE VARIABLE SEARCH PARAMETERS 

 

This section and the next describe experiments that demonstrate the system works as designed and can be used to 
answer real questions. Although a large number of experiments have been performed, only two are discussed in 

detail in this paper due to lack of space. These two clearly demonstrate the power and usability of the system. The 

first example is a simple single variable search using Amazon.com as a training set. The second experiment uses 

Halliburton to demonstrate multi-variable search. Our test data is a database containing weekly stock data for 7,340 

stocks compiled from the New York Stock Exchange and Dow Jones Indices for the years 1997-2005. The 7,340 

stocks were selected as our test corpus for its volume, and contents, which contained a diverse array of behaviors.  

These also represent the largest set of data immediately available for this project. 

 

4.1 Amazom.com Experiment 

 

To validate the network with a trivial test case, the simple rule set shown in Figure 6 was used for the initial testing. 
Amazon.com (AMZN) for 2003 was chosen for the training data. The goal of this test case is to train the ANFIS 

core to recognize a time series where the behavior is similar relative to the adjusted closing price of the given 

training example and the constraints specified in the rule set. The transformations Daubechie Low Pass and 

Daubechie D4 are used with one rule for each primary term such that low frequency noise is removed (Daubechie 

Low Pass) and the overall behavior is smoothed (Daubechie D4). The conclusion MATCH represents the overall 



 

  
 

 
 
 
 
 
 

degree of membership determined by the output of the ANFIS network. After the ANFIS core has been trained with 

this rule set an analyst is able to search for time series where differences in behavior similarities is small compared 

to the training data. 

 

If (Distance with low frequency removed) for adjusted closing IS small THEN MATCH 

If (Distance with the overall behavior smoothed) for adjusted closing IS small THEN MATCH 

 

Figure 6 Training Parameters: Simple Test Case 

 

The illustration in Figure 7 shows the training epoch vs. error rate during training.  The error rate falls below 

the specified threshold on the 77th epoch where the error value is the fractional output of equation (1). Figure 7 

illustrates one of the biggest benefits of Jang’s ANFIS architecture in that it trains very quickly.  In addition to fast 

training, ANFIS is capable of avoiding local error minima as illustrated in Figure 8 from a different experiment. 

This behavior offers a higher probability of finding global minima. Unfortunately, this also means the error value 

that the training ends with may not be optimal. 

 

Figure 7 Epoch Error Values                                            Figure 8 Avoiding Local Error Minima 

 

4.2 Noisy Training Data 

  

An additional training data set was derived by creating noisy versions of the example Amazon.com stock. The 

original stock is shown in Figure 9 as well as four examples of the generated training data where the x-axis is the 

week and the y-axis is the closing price. Labels for the training data describe how much noise was added to the 

original training data to produce this noisy version. For example, the label “AMZN 0.16” tells us that this is a noisy 

version of AMZN where 16% random deviation was added to each point in the time series. The training data labeled 

“AMZN 0.16” illustrates a time series where the behavior is close to the original stock.  The training data labeled 

“AMZN 0.93” illustrates a time series where the behavior is significantly different from the original. Such perturbed 

training data was created since there is no other way to obtain appropriate training data. The generated test data has 
an adverse effect in training in that occasionally a bad training set is generated and the network cannot be trained. To 

compensate for this, a quick validation of the resulting pattern recognition capability is performed. The training data 

is subsequently presented to the trained ANFIS network. The resulting ANFIS response is compared to the expected 

output. The user specifies a hard threshold to determine if the ANFIS output is close enough to the expected output. 

If the difference between the target and actual output is below the user specified hard threshold the pattern 

recognition is counted as a success. For the test results in Figure 10 if the user specified a difference threshold of 0.2 

this test would result in 100% success in recognizing the training patterns.  This means that all patterns generated a 

network response within 0.2 deviation of the expected output.  

 Testing against noisy versions of the target pattern allows ANFIS to look for an imprecise pattern (though 

closely related). Since ANFIS operates on a model with pluggable coefficients this will not bias the system. The 

model is separate from the architecture. One can create numerous models from a variety of behavioral patterns and 



 

  
 

 
 
 
 
 
 

simply plug-n-play the models in the same architecture. In fact, it would be trivial to expand the architecture such 

that one searches for multiple diverse patterns concurrently. This has enormous value in that a user can maintain a 

library of cataloged patterns of interest. 

 
Figure 9 Noisy Versions of AMZN 2003                          Figure 10 Test Output 

 

4.3 Search Results 

 

After successfully training the network to recognize the Amazon.com stock with the given fuzzy logic rules, the 

network is used to search the entire database for similar stocks within the same year as the training data. The original 

intent of this project is to provide a capability to assist with identifying latent relationships between entities (i.e. 

companies). These relationships would be most apparent during the same temporal window. For example, a stock in 

1997 that illustrates the same behavior as a stock in 2006 would not likely be related. However, if the two behaviors 

were occurring concurrently then there would be high confidence that there is indeed a latent relationship worth 

further exploration.  

The top five results are shown in Figure 11. As expected, the Amazon.com stock (AMZN) is in the top five. 

The other four stocks illustrate overall similar behavior to Amazon.com. A closer look at the returned stocks reveals 
a few interesting relationships. In 1993, Microstrategy Inc. (MSTR) and Amazon.com (AMZN) both relied heavily 

on venture capital. Venture capital paid for half of Microstrategy’s operating expenses and one quarter of Amazon’s 

(Miano and Chapman, 2003). While Siliconix Inc. (SILI), and AVID Technologies (AVID) do not show a tight 

relationship with Amazon, it is still interesting that four of the five stocks are mid-sized companies in a high tech 

industry that were thriving, contrary to many dotcoms that were busting. 

 
Figure 11 Search Results for 2003 

Unfortunately, we cannot definitively state these results are conclusive without a more robust quantitative 

experiment. To perform a highly quantitative experiment would require a sufficiently large database of ground truth. 

A database of ground truth would contain samples of specific time series that have been pre-tagged to represent a 

specific behavioral pattern. This simply does not exist and we forced to use qualitative methods. 
 

 

5 MUTI-VARIABLE SEARCH PARAMETERS 

 



 

  
 

 
 
 
 
 
 

This section demonstrates the implementation’s capability to perform multi-variable searches.  Multiple 

transformations on multiple variables are used to analyze a time series.  This allows the analyst to perform 

simultaneous analyst across multiple feature vectors of the data.  

 

5.1 Halliburton Experiment 

 

On September 11 2001, the United States of America endured the most devastating domestic attack in its history. 

The attack struck the heart of America’s economic empire. The financial effects of the attack rippled through the 

New York Stock Exchange for months, perhaps years to come. Soon after the attacks, many billions of dollars in 

Department of Defense (DOD) contracts were awarded to select companies in preparation for the impending Iraq 

invasion. This temporal range provides a unique test bed in that while most companies felt negative effects of the 

attacks some companies profited. Both scenarios left a large behavior footprint in stock prices and trading volume.  

In an effort to demonstrate the multi-variable search capabilities, a company was selected that illustrated a 

unique behavior pattern post-9/11. Specifically, we wanted to discover companies that demonstrated characteristics 

similar to Halliburton Co. Halliburton Co. is one of the select companies that was awarded large defense contracts 

for the Iraq war. Prior to 9/11, Halliburton’s stock was beginning a slow decline from $33.29 on 01/02/2001 to a low 
of $9.59 on 12/31/2001 (Figure 12). Soon after 9/11, Brown and Root Consortium, a division of Halliburton, was 

awarded large contracts for transporting heavy equipment into Iraq and providing several logistics functions 

(Chatterjee, 2003). Despite Halliburton’s recently awarded contract their stock price continued in the range of $25 

for the next two years.   

 

 
Figure 12 Halliburton Stock (2001-2002) 

The interesting feature of Halliburton’s behavior lies in the trading volume. Several months after 9/11, 

Halliburton’s volume skyrocketed from 5,014,720 shares to a high of 21,359,300 shares (Figure 13). The contracts 

awarded to Brown and Root occurred on December 2001. Using Halliburton as a training pattern, we searched for 

other companies that had a large spike in volume months after 9/11. To demonstrate multi-variable search we also 
want to know from those companies with a large volume spike which ones also had stock prices similar to 

Halliburton. Companies returned from this search could indicate these companies either have a direct relationship to 

Halliburton (sub-contracting, vendors, etc.) or were somehow directly affected by 9/11 or the Iraq war. 
 

 



 

  
 

 
 
 
 
 
 

 
Figure 13 Halliburton’s volume (2001-2002) 

 One could use traditional techniques to simply identify the top performers of 2002. However, they would, 

by definition, filter the stocks that were not top performers. There could exist stocks that were not top performers, 

but did display the same upward behavioral pattern. An upward behavioral pattern by itself does not define a top 

performer. Often a company will have a good year, while their peers had a better year. Thus resulting in a steeper 

upward slope. This application would assist the analyst with finding those patterns that are similar to the training set 
based solely on its behavior and not the performance compared to its peers. 
 

 

5.2 Selected Transformation Models 

  

Two transformations were selected from this experiment: Daubechie low pass, and Daubechie high pass. Daubechie 

low pass was selected to transform the adjusted closing price for its ability to smooth a jagged time series by 

removing low frequency noise (Figure 14).  Daubechie high pass was selected to transform the volume for its ability 

to expose large disruptions in a time series by removing high frequency noise. Figure 14 illustrates how the 

downward slope of the stock is almost undetectable in the Daubechie high pass. However, places in the time series 

where there was a large decline/incline in volume are clearly exposed.  Figure 15 clearly illustrates the Dauchechie 
high pass is ideal for detecting large movements in the frequency spectrum.  The end result is the rule set shown in 

Figure 16 where the term “Distance with low frequency noise removed” is bound to the Daubechie low pass 

transformation and “Distance with high frequency noise removed” is bound to the Daubechie high pass 

transformation.  

 

Figure 14 Daubechie Low Pass of Halliburton Stock (2001-2002) 



 

  
 

 
 
 
 
 
 

 

Figure 15 Daubechie High Pass of Halliburton Volume (2001-2002) 

If (Distance with low frequency noise removed) IS small FOR adjusted close THEN MATCH 

If (Distance with high frequency noise removed) IS small FOR volume scaled by 1000 THEN MATCH 

 

Figure 16 Halliburton Rule Set 

5.3 Training Issues 

 

Training the network to recognize volume patterns became an issue because of the large quantities involved. Often 

trading volumes range in the 100,000’s shares a day. These large quantities caused problems when trying to 

establish a fuzzy membership function. Nodes in the network dedicated to learning volume patterns overwhelmed 

nodes dedicated to learning adjusted closing price.  To alleviate this issue volume data was scaled down 1000%.   
The volume data also caused problems with the similarity measurements.  Smaller companies trading 1,000’s 

of shares a day may exhibit the same trading behavior of a larger company who is trading 100,000’s shares a day. 

The similarity measure would report large difference though the pattern was identical.  This was corrected by 

increasing the expected output range of the fuzzy logic term “Distance with low frequency noise removed is small 

for volume scaled by 1000.”  The expected output of the term “is small for adjclose” is 0 to 0.4 while the 

“Daubechie High Pass is small for volume scaled by 1000” was set to 0 to 0.5.  This had the effect of pushing the 

membership function further right from zero allowing greater deviation in the similarity measure while still 

generating a strong response (Figure 18).  Increasing the expected output range of membership opens the range of 

possible similarity measures that will satisfy the term “Daubechie High Pass is small for volume scaled by 1000”.   

Figure 17 shows the membership curve for the linguistic term “Daubechie Low Pass is small for adjclose”.  

This curve specifies that similarity values between Daubechie low pass transformations on the adjusted closing price 
in the range of 0 to 150 generates network response of one.  Figure 18 is similar except that the similarity measure is 

for Daubechie high pass transformations on the volume scaled down by 1000.  The slope also dips slower allowing 

for degree of membership values between 0 and 1 for similarity measures between 250 and 375. 

 

Figure 17 Membership Function of Daubechie Low Pass is small for Adjusted Close 

Figure 18 Membership Function of Dauchie High Pass is small for Volume 1000 



 

  
 

 
 
 
 
 
 

5.4 Training Parameters 

 

The rules shown in Figure 16 will instruct the application to search for companies where there exists a large upward 

spike in volume soon after 9/11 and a stock price that hovers in the range of $10 - $20 from 9/11 to the end of 2002.  

Using 100 noisy training patterns the core ANFIS engine trains the network in 29 epochs (Figure 19). Initial testing 
with the original noisy training data resulted in 97.3% success with a hard deviation threshold of 21%. This tells us 

that 97.3% of the test cases reported a network response output within a 21% deviation of the expected output.  

 
 

Figure 19 Halliburton Training 

 

5.5 Stock Search 

 

After training has been accomplished these parameters and rules were used to search the database for stocks that 

exhibit the same volume and stock price behavior as Halliburton. The network reported many stocks that produced 

responses up to 0.50 meaning that one of the rules generated a strong response while the other produced a very low 

response.  Kroger Co. (KR), and Millennium Pharmaceuticals (MLNM) reported the highest response of 0.559, and 

0.569 respectively.  Despite the initial appearance that these stocks have no direct connection to Halliburton their 

temporal behavior is very similar for both volume and stock price (Figures 20 and 21). Though it is unknown if there 

is a relationship between these stocks it is known that the resulting feature vectors are similar. Thus, this experiment 

illustrates the algorithm’s capability to reason across multiple feature vectors (adjusted close and volume). 
 

 

Figure 20 Stock Prices HAL, KR, and MLMN (2001-2002) 



 

  
 

 
 
 
 
 
 

 

Figure 21 Volume Traded HAL, KR, and MLMN (2001-2002) 

 
5.6 Experiments Summary 

 

Though these test cases are far from exhaustive, they do yield interesting results. The single-variable experiment 

with Amazon demonstrated that we are capable of training the network to recognize variations of Amazon’s stock 

with significant noise present.  The multi-variable experiment with Halliburton demonstrated that we are now 

capable of incorporating domain expertise into the search process using multiple feature vectors (i.e., adjusted 

closing price and volume).  Using the basic tools of Euclidean distance, data transformations, and simple fuzzy logic 

rules we are able to extract stocks that exhibit the temporal behaviors of our training stocks.   

 

 

6 CONCLUSION 
 

This paper has proposed a soft computing architecture that uses the strengths of multiple time series analysis 

techniques.  Each architecture and modeling technique excels in its own unique ways while at the same time failing 

in others.  Analysts need the ability to construct diverse models using many different techniques, apply those models 

on large volumes of data, and express complex domain specific rules to reason on the results of those models. In its 

simplest terms, the neuro-fuzzy architecture is applying a series of data transformations in order to perform smarter 

filtering on complex features.   

 In the course of the research it was found that the ANFIS architecture is enormously complex. There are 

whole components and sub-components that additional research should be done. The impact of various 

normalizations methods and wavelets needs to be evaluated. Similarity measures are a large research area by 

themselves. Would ANFIS improve through the use of Eigen vectors versus the basic Euclidean similarly measure? 
Training samples deconstructed into multiple temporal windows is another larger research area. The capability to 

experiment with other complex strategies with in one ANFIS framework reflects the flexible and robustness of 

ANFIS.  

While this architecture is not a forecasting tool, it can help reveal latent relationships in disparate data sources. In 

order to provide accurate forecasting one must understand the complex relationships that compose the modern 

economic environment. The architecture is providing a smarter way to search and explore those latent relationships. 

Only by fully understanding those relationships can an analyst take full advantage of random events in the market 

place. This tool allows an analyst to concurrently explore multiple dimensions of the data, enable deeper 

understanding of the latent relationships, and finally apply knowledge gained to future transactions. 
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