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Abstract  

In this project I present a scalable, integrated text-based image retrieval system (search 

engine) and evaluate its effectiveness. The search engine crawls and indexes all the pages 

in given domains, retrieves images found on the pages along with all the relevant 

keywords that can be used to identify the images. The keywords are loaded into a 

database along with several statistics indicating the location of the keywords in the page. 

Thumbnail versions of the images are downloaded to the server to save disk space. 

Several heuristics and metrics are used for identifying the images and their relevance.  

 

1 Introduction   

A substantial amount of information on the Web is stored in multimedia content, 

especially images. There has been focus currently on image searching and there are three 

main approaches for image searching. TASI 1 (TASI 2004) contains an excellent review 

of the current Image Search Engines. 

1. Text Based Image Retrieval: A text-based retrieval system is one  that uses the 

text associated with the image such as the image file name and meta data used to 

describe the image that is embedded in the HTML document. A user's query is in 

the form of a keyword or a number of keywords. During the retrieval process, the 

query is compared with each text description and images whose text description is 

most similar to the user's query are retrieved. Thus, in essence, the text based 

image retrieval system uses conventional document retrieval techniques. This can 

also be called as query-by-text. Yahoo!2 and Google3 are the most popular and 

successful Image search engines today. Both these search engines use text based 

image searching. 

 
                                                
1 http://www.tasi.ac.uk/resources/searchengines.html 
2 http://images.search.yahoo.com/ 
3 http://images.google.com/ 
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2. Content Based Image Retrieval: (CBIR) It is based on image content or low 

level image features. These features include color, texture and shape contained in 

the image. One of these features or a combination of these features is used to 

index images in the image database. Queries are expressed using an example 

image. This can be called as query-by-example. Well publicised efforts have 

included Columbia University's WebSEEk4 and IBM's QBIC (Query by Image 

Content)5. The Institute for Image Data Research (IIDR) at Northumbria 

University6 is currently working on a number of content-based retrieval projects 

and has a good set of links to other research programs. 

 

 

3. Collection Based Image Retrieval: In addition to the above two a third category 

exists which are called Collection Based Image search engines. Collection-based 

engines draw on a smaller pool of catalogued images, usually from a database and 

usually indexed by humans. Large digital libraries and commercial photo or clip 

art providers are good examples of these collection-based search engines. Corbis7 

is an example of this category. 

 

                                                
4 http://persia.ee.columbia.edu:8008/ 
5  http://wwwqbic.almaden.ibm.com/ 
6 http://www.unn.ac.uk/iidr/ 
7 http://www.corbis.com/ 
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2 Background Research  

A number of research papers have been studied to find the current trends and approaches 

for image retrieval. Discovering image content has proven to be an extremely difficult 

problem. The earliest approach was a semi-automatic system where the images were 

manually annotated with relevant text and captions, and this was used to index and 

retrieve images. This was primarily used for closed databases like museums and art 

galleries and has the issue of scalabilty for a WWW system.   

A number of researchers have developed Web image search tools and the work can be 

classified into three major approaches: text based, content-based and a hybrid version that 

integrates both. The text based approaches (Tsymbalenko 2000, Shen 2000 and He 2004) 

have been adopted by some of the early commercial implementations such as Google, 

Alta Vista8 and  Picsearch9. The text based system’s primary assumption is that pictures 

are usually accompanied by descriptive text and it is also its major drawback. In 

(Tsymbalenko 2000), the metadata is examined in the context of how useful each one of 

them is. In (Shen 2000),  a weight chain net model is proposed that is based on the 

concept of lexical chain. (Bach 1996 and Chang 1997) use textual features such as 

keywords and annotations.    

Content based image search engines use the image content itself. The major drawback is 

that they are computationally very expensive and also not very effective. The TASI report 

on image search engines (TASI 2004) has the following about CBIR: “There have also 

been a number of attempts to build content-based search engines. Content-based image 

retrieval (CBIR) considers the characteristics of the image itself, for example its shapes 

and colours. To date, these attempts have been experimental and generally limited to 

individual collections. “ 

                                                
8 http://www.altavista.com/image/default 
9 http://www.picsearch.com/ 
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A hybrid system tries to use both the aspects. (Lu 1999, Srihari 2000 and Frankel 1996) 

use a hybrid approach. Some papers (Chang 1997) have suggested a further improvement 

in the form of relevance feedback to improve the query process by learning from the user. 

In one form of relevance feedback, the user selects an item from the list returned from a 

query and asks the system to retrieve more that are similar to it in some specified way. 

The similarity may be based upon visual features, such as colors, textures, spatial layout. 

In a second form of relevance feedback, the user selects the images and videos from the 

current results that are most and least typical of the ones desired. From these positive and 

negative examples, the system automatically reformulates the query to better match the 

user's instruction. In this sense, the system learns from the user what visual information is 

desired and converges to it through successive rounds of queries. 

A further variant of text-based image search engines can be found in (Lempel 2001 and 

Harmandas 1997).They use the underlying link structure of the documents containing the 

images and documents that link to the images to calculate the relevance and ranking of 

the images. (Huang 1999) discusses the different approaches and trends in image 

searching techniques.  

The text based approach has been selected as it has been fairly successful, easier to 

implement and also because it builds upon the traditional text based document search.  
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3 Project Design 

Due to the enormous number of documents on the Web, a Web crawler by its very nature,   

utilizes a lot of resources to traverse all the links. It can easily go into endless loops or hit 

Web servers with a lot of requests. Since we know nothing about the pages that it will 

visit, we cannot make any safe assumptions. For example, if a Website has a dynamically 

generated calendar and every month’s page has a link to the next month, the crawler 

would get into an infinite loop. This is called infinite URL spaces.  Keeping this in view, 

this project aims to design the software such that the crawler can easily be configured to 

keep the process in control. This project has implemented the following important design 

objectives.  

1. Scalability:  The search engine can be used to crawl and index any number of 

domains or the entire Web without changing the code. The crawler is designed to 

look for a list of domains that are considered valid and will retrieve and process 

all pages in the given list of domains. 

 

2. Configurability: All the  major parameters that are used to control the processing 

of the pages are input from a configuration file. This gives control in starting and 

stopping the crawler to the user without modifying any code. Several other 

parameters like database connection parameters and file names are also included 

in the configuration file. In this project the following parameters were added to 

the configuration file. 

1. Database connectivity arguments like userid, password and database. 

2. Number of URLs to crawl and parse. 

3. Number of images to retrieve. 

4. Minimum size of the image file that is acceptable. 

5. Number of words surrounding an image to be indexed as caption. 
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6. The file names for log files and image directory where the images are stored. 

7. The seed pages that are used to start the search. 

8. The domains that are considered valid for crawling. 

 

1. Restartability: As mentioned before, a crawler uses a lot of resources and it is 

very desirable that it is restartable. In this project, the crawler can be started any 

number of times and it will skip the pages it has already processed. This is done 

by comparing the URL to the database where we have already stored the URLs of 

pages that have been processed. This can be further modified to compare the 

crawled date against page modified date so that it can be recrawled if the page has 

been modified after it was last crawled. There is another advantage to this. The 

program uses a lot of memory resident arrays and variables, so as the number of 

pages visited increases, the program can eventually become very big and slow. As 

this search engine is restartable and keeps the state information in the database, 

the crawler can be stopped after certain number of pages and then restarted. This 

will initialize all the internal memory. 
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Figure 1: Software design 
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4 Software Architecture: 

The software used for this project is PERL10 , PHP11 and MySQL12. The LWP package in 

PERL is extensively used to crawl and parse the HTML structure of the documents. There 

are four different functional modules in this search engine. The first one is a crawler or 

spider that retrieves all the HTML pages that have images in them. The second part is the 

parser that parses the pages i.e., extracting the images and relevant keywords from the 

document and storing them for later use. The third part is an indexer which calculates the 

relevance of each keyword to an image by using locality information, i.e., where the 

keyword is found within the document. This relevance is given a score so that the images 

can then be ranked based on relevance. Thumbnail versions of the images themselves are 

downloaded to the server and the location is added to the database. Finally, the retrieval 

process contains a frontend where the user inputs the keywords for the search and the 

relevant images are formatted and presented. The logic and important features of each of 

these modules is described next. 

4.1  Crawler   

The specific task of the crawler is to process every page in the given domain reachable 

from the seed pages. To do this, the crawler starts with some seed URLs or starting pages 

and then considers all the links in the page. If the links are within the domain they are 

scheduled and processed to further get the pages that are linked to that page and so on. 

This is done in a breadth first recursive fashion until the number of pages or images to be 

retrieved, as specified in the configuration file is achieved. Several heuristics are used in 

the implementation of the crawler: 

1. To avoid the possibility of downloading huge binary files, the crawler checks the 

content-type in the HTTP header and schedules the page for processing only if it is 

text/html. 

                                                
10 http://www.perl.org/ 
11 http://www.php.net/ 
12 http://www.mysql.com/ 
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2. The canonical method in the URI package is used for comparing the URLs. It 

converts the URL to its most proper form, i.e., turning any capital letters in the 

hostname into lowercase, removing redundant :80 port etc. This ensures that we 

don’t treat links like http://uccs.edu, http://www.UCCS.edu and http://uccs.edu:80 as 

different. 

3. The crawler skips non-HTTP links like mailto and any invalid URLs like one that 

has space in its URL. 

4. The crawler makes sure that we don’t schedule a URL that we have scheduled 

before by using an internal hash to keep track of links visited before. 

5. HTTP URLs that have userinfo components are skipped. For example, 

http://john@example.com/file.zip These are typically FTP URLs. 

6. URLs that are too deep, i.e., have many paths are skipped by counting the 

number of directory paths in it. 

7. The crawler compares the current page’s URL against the URL of linked pages to 

make sure it does not link to itself causing endless loop. 

4.2 Parser  

The function of the parser is to extract the text and images found in the document.  The 

text from the following locations in the document is extracted and added to the database 

table KEYWORDS. It also stores the location and image to which the word is tied. All 

the commonly used words such as if, on, and the  which are called as stopwords are 

eliminated.  

1. Image file name: The file name of the image often gives a clue to what the image 

contains. All the path names are extracted and stored. For example if the image is 

in images/faculty/name.jpg, then images, faculty and name are separately stored as 

keywords for file name. 

2. Image ALT text: The image ALT tag in HTML usually is explicitly designed to be 

the textual alternative to the image. 
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3. Page Title: Since images are used for enhancing the Web page’s content and the 

title is usually designed to provide a high level description of the page, they are 

semantically related. 

4. Image caption: words that are found surrounding an image in the HTML 

document is extracted as caption for the image. It is usually in the same paragraph 

that the image is embedded in. The number of words that we want to associate 

with an image that surround the text is configurable.  

5. Anchor Text: Terms found in the anchor tags for referenced images are relevant. 

The images themselves are resized to a thumbnail version using ImageMagick13 and stored 

in the database. This saves disk space. In order to make sure that small gif images are not 

resized to a much bigger size, thus distorting the images, a check of file attributes such as 

size in bytes, height and width in pixels is done before making a thumbnail version. Since 

we store the location of the page from which an image has come, it can be linked to the 

original page and image in the results screen. Images that appear multiple times within a 

page are probably functional images like clipart and may not be relevant. A count of the 

number of times the same image is found in a page is kept so that they can be eliminated. 

Finally images that are smaller than a minimum size that is configurable, for example, 

1024 bytes are eliminated. This is because in all probability they are small functional 

images such as navigation buttons.  

4.3 Indexer  

The Indexer iterates over the keywords found for each image and creates statistics of how 

many times a word is found and the location they are found in. For each document, the TF 

(term frequency) is calculated. This in turn is weighted against the location of the term in 

the document so that the words found in different locations represent different values to 

the image. This weight is used to rank the images retrieved so that the most relevant 

image will be the first one to show.  Experiments with word vectors drawn from different 

spans of text associated with an image have been conducted to find the optimum 

performance. The calculation of weights for words and associated images is again 

                                                
13 www.imagemagick.org/ 
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determined by experimenting with different sets of values. For example an experimental 

set of values is given below. The idea is that the spread between the different locations 

should be such that the overall weight of a word best describes its relevance to the image. 

 The weights assigned to the different locations in one set of experiments is as follows 

1. Image URL (Filename) – 15 

2. Alt tag – 15 

3. Title – 5  

4. Caption – 7 

5. Anchor text – 10 

A problem with straightforward weight calculation is that excessive repetition of a 

term in the same location will distort the term weight. To solve this problem, a term 

that appears multiple times in a location gets the full points the first time and reduced 

points for the remaining times. This discourages efforts to rig the search engine. 
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4.4 Frontend 

The frontend consists of a user interface screen with a box for text input. When the user 

hits the search button the search program is executed that does the following. Actual 

screen shots are given in Figure 2 . 

Figure 2 

 

1. Parse the user input into keywords eliminating common stop words. 

2. For each keyword get the image and weight from the table FREQUENCY ordered 

by weight descending. 
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3. Add the weights for each of the keywords that match an image. This gives a 

higher overall weight to an image that is associated with all the words  than one 

that has only a few. 

4. Sort the results by total weight descending. 

5. Read the image table, get the image location, URL and frequency of the image 

6. Create a temporary table to store all these results. This helps in sorting and 

ordering the retrieved results.  

7. Discard  an image if it is found multiple times within the same page, since it is 

most likely an irrelevant image like navigation buttons. 

8. The retrieved images are prioritized based on their ranking and type. Small gif 

files are presented last. 

9. Format the Web page with the retrieved images and links to URLs.  
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Database design figure 3 
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The important entities for the project are as follows: 

1. Page 

2. Image 

3. Keyword 

Each of these entities  have the following attributes 

Page – Page ID, Page URL and Crawled Date 

Image – Image ID, Location, Image URL, frequency 

Keyword – word, location. 

 

The relationships between these entities is shown in  Figure 3. To normalize this and help 

in improving the performance for retrieval, a fourth table is designed that will hold a 

unique combination of word and image id. The different tables and their attributes are 

given below.  

 

Table: PAGE 

Primary Key – page_id 

Attributes 

1. page_id 

2. page_url 

3. crawled_date 

The PAGE table contains the URLs of all the pages that have been crawled, the date 

on which they were crawled and is identified by a unique identifier page_id. This 

table helps in keeping track of the pages hat have already been crawled and also to 

provide the link to the original page in the results screen. 

  

Table: IMAGE_TABLE 

 Primary key – image_id 

 Foreign Key -  page_id 
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Index – image_url 

Attributes 

1. image_id 

2. image_loc 

3. page_id 

4. image_url 

5. frequency 

The table IMAGE_TABLE has all the unique images. The attributes that are stored are 

image location, image URL, the page id of the page that the image was found in. page_id 

is a foreign key to this table and primary key  in the page table. The number of times an 

image is found in a page is stored so that images that are found multiple times can be 

eliminated. The table has a unique key called the image_id which is used to identify the 

images. 

 

Table: KEYWORDS 

Foreign Key – image_id 

Index – image_id 

Attributes 

1. word 

2. image_id 

3. location 

The KEYWORDS table contains all the words that have been extracted from the documents and 

their locations. This table also stores the image_id which is a foreign key and index to this table. 

The image_id associates the words with images. 

 

Table: FREQUENCY 

Foreign Key : image_id 

Index – word, image_id 

Attributes 

1. word 

2. image_id 
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3. title_freq 

4. alt_freq 

5. filename_freq 

6. caption_freq 

7. page_freq 

8. weight 

The FREQUENCY table contains all the unique words associated with each image. The 

entries in this table are generated by the indexer and has word, image_id, weight as the 

main attributes. The weight of a word is determined by the frequency of the word in 

different locations. The frontend program uses this table to find images that are relevant 

to the query and present the results. 

 
Table: QUERIES 
 
Attributes 
 
1. query 
2. ts (timestamp) 
 
This table holds all the queries that have been entered and the time when they were 

entered and is useful for recording historical information which can then be used to 

improve the performance. This is added for future work in this direction. 

 
Table: RESULTS 

 
Attributes 
1. id 
2. loc 
3. url 
4. weight 
 
This is a temporary table created in the frontend program and dropped after the results 

are formatted. This is used to store all the important attributes of images that are 

retrieved, to format the output screen,   
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5 Problems faced and Solutions 

Browsers are designed to be very flexible and will correctly format a page even if the 

HTML is not properly structured. An example that arises is the use of incomplete tags. 

Due to this, many HTML documents found have problems and several of them caused 

problems when crawling and parsing. As mentioned in earlier sections, several rules or 

heuristics were developed to make the programs work effectively. For example  

1. Sometimes the URL would end with a slash and sometimes they would not, but 

both of them represent the same URL. When we  match the URL to find if it has 

already been crawled, it would not match and cause the crawler to add them 

again. This was eliminated by always stripping the last character if it was a “/” 

before doing comparison. 

2. When words were being added to the database, sometimes it would fail if the 

words contained any quotation marks. Code was added to remove any quotation 

marks before adding to the database. 

3. Some HTML code like &nbsp was being causing junk characters to the database. 

Several rules were added to identify irrelevant characters before they are added to 

the database. 

4. All words were converted to lower case before being added to the database. 

Similarly all words in the query string are converted to lower case before 

matching. This makes the search case-insensitive. 

5. Image resizing was distorting some images that were very small. A check of file 

attributes was added to make sure a smaller image is not resized to a bigger 

image. 

6. Different images sometimes use the same names and since the code was using the 

original filename when downloading the thumbnail version, some of the images 

were being overwritten. A random number was generated and added to the 

filename to make it unique. 
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7. The same image when found on different pages was causing the results page to 

come up with several versions of the same image. A check was added to compare 

the original URL of the image to avoid downloading several versions of the same 

image. 

8. As the search engine was being scaled up, It was noticed that the precision was 

not good. This was due to the fact that images were retrieved that match each 

word in the query string. The code was changed to find images only if they were 

associated with every word in the query string.  

   
An example of the issues involving file names is as follows: 
 
Three different images use the filename “me.jpg” .  as follows 
 
+----------+---------------+---------+------------------------------------+-----------+ 
| image_id | image_loc     | page_id | image_url                          | page_freq | 
+----------+---------------+---------+------------------------------------+-----------+ 
|       17 | images/me.jpg |       2 | http://owl.uccs.edu/~mfa/me.jpg    |         1 | 
|      422 | images/me.jpg |     298 | http://cs.uccs.edu/~mfa/me.jpg     |         1 | 
|     1007 | images/me.jpg |     640 | http://cs.uccs.edu/~ampatwa/me.jpg |         1 | 
+----------+---------------+---------+------------------------------------+-----------+ 

 
The corresponding pages are as follows 
 
+---------+------------------------------------------------+--------------+ 
| page_id | page_url                                       | crawled_date | 
+---------+------------------------------------------------+--------------+ 
|       2 | http://owl.uccs.edu/~mfa                       | 2005-10-31   | 
|     298 | http://cs.uccs.edu/~mfa                        | 2005-10-31   | 
|     640 | http://cs.uccs.edu/~ampatwa/cs591/ampatwa.html | 2005-10-31   | 
+---------+------------------------------------------------+--------------+ 
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When the images are downloaded, the “me.jpg” file gets overwritten with the new image 

which is different. Figure 4 shows the results of the  query ‘Augusteijn’.The second 

image is actually of a different person that overwrote the original image.  

Figure 4 
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In order to solve this I added a random number to an image filename if it was found 

earlier.  
+----------+-----------------+---------+------------------------------------+-----------+ 

| image_id | image_loc       | page_id | image_url                          | page_freq | 

+----------+-----------------+---------+------------------------------------+-----------+ 

|       17 | images/me.jpg   |       2 | http://owl.uccs.edu/~mfa/me.jpg    |         1 | 

|      416 | images/me88.jpg |     298 | http://cs.uccs.edu/~mfa/me.jpg     |         1 | 

|      991 | images/me64.jpg |     635 | http://cs.uccs.edu/~ampatwa/me.jpg |         1 | 

+----------+-----------------+---------+------------------------------------+-----------+ 
 

Figure 5 shows how this eliminated the bad image.  

Figure 5 
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This caused a different kind of problem. Namely if there are several versions of the same 

image, now they all get unique names and the same image shows up in the results several 

times. Figure 6 shows how the solution created a new problem. A possible solution to this 

problem is to actually store the file attributes also, along with the filenames and URLs. 

This way  before downloading a file, we can check if the filename exists, if it exists then 

check if the file attributes like filesize is different. If it is different then download the 

image, otherwise use the original image id to index the words. 
+-------+--------------------+--------+-----------------------------------------------+ 
|img_id | image_loc          |page_id| image_url                                      | 
+-------+--------------------+-------+------------------------------------------------+ 
|     8 | images/chow.jpg    |      1| http://cs.eas.uccs.edu/fac/chow.jpg            | 
|    23 | images/chow97.jpg  |      6| http://www.cs.uccs.edu/~chow/chow.jpg          | 
|   247 | images/chow98.jpg  |    225| http://cs.uccs.edu/~chow/chow.jpg              | 
|   248 | images/chow86.jpg  |    227| http://owl.uccs.edu/~chow/chow.jpg             | 
|   282 | images/chow68.jpg  |    230| http://cs.uccs.edu/~cs591/images/F2005/chow.jpg| 
|   336 | images/chow60.jpg  |    259| http://cs.uccs.edu/~cs526/images/chow.jpg      | 
|   377 | images/chow9860.jpg|    270| http://cs.uccs.edu/~cs522/images/chow.jpg      | 
|   392 | images/chow100.jpg |    277| http://www.cs.uccs.edu/~cs401/images/chow.jpg  | 
+-------+--------------------+--------+-----------------------------------------------+ 

Figure 6 
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6 Testing and Evaluation of Results 

Different parameters are used to measure the efficiency and effectiveness of the Image 

Search Engine and evaluate the performance.  

1. Response time of the different programs in the search engine implementation, as 

it is scaled up to include more images. Crawling time, time taken to index and 

query response times are recorded. 

2. The performance of the search engine is evaluated with a small set of pages by 

varying the number of words around an image which are indexed and the 

distribution of weights. 

3. The standard information retrieval measures of precision and recall is computed 

to evaluate the results.  

 Precision is the proportion of images that the search engine retrieves for a keyword that 

are actually relevant to the query. It is computed by the formula 

Precision  =    Retrieved images that are relevant / Total retrieved images. 

Recall is the proportion of relevant images (out of the “complete” collection) that are 

retrieved and computed by the formula 

Recall =   Relevant images that were retrieved / Total relevant images in collection. 
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Table 1. shows the response time of the programs as we scale-up the search engine. The 

figures show that the program response time is linear and will scale up well to crawl a 

much larger number of images. 

Table 1 

Number of Images Crawler Time sec Indexer Time sec Average Query 
Response time sec 

100 20.41 1.49 0.02 
200 31.48 3.03 0.01 
400 50 5.37 0.011 
750 109.19 10.93 0.016 
1000 160.18 18.52 0.011 
1500 276.52 29.87 0.016 
2000 373.04 37.98 0.016 
3000 677.63 59.87 0.037 
5000 1147.62 91.6 0.075 
10000 1911.07 136.66 0.047 
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Table 2 shows Precision and Recall with different parameters. Ten words on either side, 

of an image are indexed as caption. Weights assigned to different locations are adjusted 

to show large difference. There are hundred images in the database. This  table shows 

that the precision and recall values are good with specific keywords that may not be 

found on many pages but not very good when the query string is very generic. The 

Average Precision is 72% and average Recall is 71%. 
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Table 2 

 
Query Time taken Num of 

Images found 

Precision Recall 

Jugal Kalita 0.0104 sec 1 100% 100% 

Computer 

Science Faculty 

0.886 sec 19 79% 75% 

UCCS 0.078 18 22% 50% 

House 0.023 sec 7 85% 75% 

Terrance Boult 0.012 2 100% 100% 

Engineering 

Building 

0.011 2 50% 33% 
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Table 3 shows Precision and recall for the same queries with 250 images in the database.. 

Average Precision is 71% and Average Recall is 72%. 

Table 3 
Query Time taken Num of 

Images found 

Precision Recall 

Jugal Kalita 0.009 1 100% 100% 

Computer 

Science Faculty 

0.062 21 72% 63% 

UCCS 0.213 84 10% 75% 

House 0.025 8 50% 67% 

Terrance Boult 0.017 4 67% 75% 

Engineering 

Building 

0.021 2 20% 50% 
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Table 4 shows the precision of this search engine with 1000 images, 2000 images  and 

compares it with two of the  most popular search engines Google and Yahoo. As can be 

seen from the table, text-based search engines have an inherent problem when searching 

for images with keywords that are common and found on many pages. For example, 

UCCS is a word that can be found on most pages created in this domain. A lot of images 

will be identified with that keyword. 25% of the images in the database were retrieved 

when the search word was UCCS. On the other hand specific words like names draw a 

very high precision as can be seen. It has to be noted that this search engine does show 

good performance as compared to the other commercial search engines but since the 

number of images in the database is very small, the values are not comparable.  

Table 4 

Precision at 1000 images, 2000 images and comparison with other search engines 

Query 1000 images 2000 images Google Yahoo 

 Num 

images 

Precision Num 

images 

Precision Num 

of 

Images 

Precision Num 

of 

Images 

Precision 

Jugal Kalita 1 100% 1 100% 6 67% 5 40% 

Terrance 

Boult 

3 100% 3 100% 5 100% 1 100% 

Computer 

Science 

Faculty 

15 87% 15 87% 14 72% 1 100% 

Engineering 

Building 

2 50% 6 50% 15 54% 183 <10% 

House 8 75% 8 75% 20 75% 392 70%  

UCCS 246 <10% 386 <10% 74600 <10% 1882 <10% 

Average 

Precision 

 70.3%  70.3%  63%  55% 
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Table 5 : 
 
Precision variation when the number of  words to index is changed with 2000 images in 
the database. It can be seen that Precision suffers when more and more words are 
associated with images. 
 
 10 words indexed 20 words indexed 100 words indexed 

Query Num 

images 

Precision Num 

images 

Precision Num 

images 

Precision 

Jugal Kalita 1 100% 3 33% 9 11% 

Terrance 

Boult 

3 100% 4 75% 4 75% 

Computer 

Science 

Faculty 

15 87% 16 87% 29 52% 

Engineering 6 50% 6 50% 19 26% 
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Building 

House 8 75% 11 55% 24 33% 

UCCS 386 <10% 380 <10% 513 <10% 

Average 

Precision 

 70.3%  52%  34.5% 


