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Abstract

Coiled Coils are simple quarternary protein struc-
tures that are used frequently in studies involving
protein folding and design. They are also one of
the most common olegomerization domains. It is
estimated that 5-10% of the sequences revealed by
genome projects encode coiled coil domains.
There are currently several online databases of pro-
tein sequences; however, no database exists online
specifically for proteins with coiled coil domains. In
this paper, we discuss a database designed specifically
for proteins with coiled coil domains, along with the
necessary application programs for stability and fre-
quency analyses.
Extracting proteins with purported coiled coil do-
mains manually from the ExPASy or any other pro-
tein database is a tedious process. Also, new entries
are added to the databases on a regular basis. We
programmatically extract the protein sequences that
contain coiled coils. The coiled coil parts of the pro-
tein sequences are also extracted. This data is loaded
into a database that can be queried online. The infor-
mation in the database can be updated to the latest
additons by running an update script.
The source of data for the database is Swiss-Prot
and EMBL. One source of data involves coiled coil
domains that were previously identified. The other
source of data is the full protein sequence database
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Figure 1: Heptad Positions in a Coiled Coil

from which we identified the coiled coil domains.

1 What are Coiled Coils

A coiled coil is a oligomerization domain that is
formed when two or more α-helices wrap around each
other in a left-handed super coil. Coiled coils are
found throughout nature, occuring in a wide vari-
ety of proteins and play an important role in biol-
ogy. Two examples are kinesin [5] and myosin [6].
Both proteins are mechanochemical proteins capable
of utilizing chemical energy from ATP hydrolysis to
generate mechanical force. The ability to perform
this is due in part to the coiled coil [1]. Coiled coils
are found to have hydrophobic amino acids spaced at
every third and then every fourth residue within its
sequence. A grouping of seven residues form a heptad
repeat, designated abcdefg where a and d positions are
occupied by hydrophobic amino acids. This pattern
can repeat, for example, 3 to 40 times depending on
the particular coiled coil. In a coiled coil, the two α-
helices bury their hydrophobic residues in the center
of the coiled coil resulting in a super coil. These are
depicted as positions a, a′, d and d′ in Figure 1. The
super coil nature of the coiled coil also gives rise to
interactions within the individual α-helices and be-
tween the α-helices in the super coil.
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2 Why Coiled Coils

In order to study and predict protein structures in
general, a first step may be to thoroughly understand
one of the simplest protein structures: the coiled coil
domain has only one type of secondary structure, the
α-helix, making interpretations of results less com-
plex. Once we have acquired significant knowledge
about coiled coils, the knowledge can be used to pre-
dict the relative stability and other features of previ-
ously unseen coiled coils and possibly more complex
proteins. In particular, there are a number of advan-
tages to studying the coiled coil domain:

• Abundant motif found in a variety of proteins
• There is only one type of secondary structure

present, i.e., the α-helix
• Only two interacting α-helices are required to

introduce tertiary and quaternary structure
• Diversity in length makes it an ideal system to

test predictions
• All the non-covalent interactions that stabilize

the three-dimensional structure of proteins are
found in coiled coils

• It is experimentally easy to analyze structure
and stability

Prior research has demonstrated that there are a
number of possible factors that determine the sta-
bility of a coiled coil [2, 4, 7, 8]. Using these stability
factors, a protein can be evaluated to find possible
coiled coil domains within it. Once these domains
are found, they can be further studied. Information
about the domain’s composition and other statistics
can be gathered and used to predict their presence in
newly sequenced proteins.

3 CoCoLysis: Coiled Coil
Database

Since we focus on the study of coiled coils, it is im-
perative to gather as many annotated sequences of
coiled coils as possible for a thorough computational
undertaking. A significant number of coiled coil se-
quences can be stored in a database allowing for prob-
ing queries to facilitate research in protein stability
and structure prediction.
We have designed a PostgreSQL database1 to store
a large number of coiled coil sub-sequences of pro-

1http://www.postgresql.com

teins. The requirements placed on the database are
simple, to start with. We want to allow searches in
various ways; such as the name of proteins, species
the protein is found in, the name of the gene that
encoded the protein, and synonyms for the protein
name. We also want to allow searches by amino acid
sequence. Given a sequence of amino acids, we want
to provide details about the closest matching coiled
coil subsequences found in various proteins if any.
The database keeps the structural and non-structural
parts separately, but allows searches that correlate
the two. The database also allows comparison of up
to three search results. It also allows to search for
clusters. A cluster is defined as starting and ending
with three or more consecutive hydrophobic amino
acids (Leu, Ile, Val, Met, Phe and Tyr) occupying the
hydrophobic core positions with no more than one of
these positions being occupied by anything else.

4 Source of Data

Designing a database involves deciding on the enti-
ties, the attributes of the entities, the relationships
and the integrity constraints associated with the en-
tities and relationships. We use PostgreSQL, an
object-relational database management system. We
use it in a pure relational manner. Hence, the next
step is to convert the entity-relationship diagrams
into relations or tables.
We use two sources of data which are related.

• Swiss-Prot: We decided to download all identi-
fied coiled coil subsequences from the Swiss-Prot
database via SWall on the European Bioinfor-
matics Institute (EBI) servers2. Here, we accept
the coiled coil identification made by the Swiss-
Prot Database.

• STPR: The second source of data is the en-
tire protein database found in Swiss-Prot and
TrEMBL3 database via the ExPaSY server4.
Since STPR data is a collection of all proteins,
a method for determining where in the proteins
coiled coil regions appear is necessary. We em-
ploy our own algorithm for coiled coil identifi-
cation. This algorithm is discussed later in the
paper.

2http://www.ebi.ac.uk/Information/index.html
3http://us.expasy.org/sprot/
4http://us.expasy.org/
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Both sets of data are pre-processed using our imple-
mentation of a program that considers factors that
lead to stability of coiled coils to identify stable
coiled coil regions. The data set derived from an-
notated coiled coils is referred to as the Swiss-Prot
database and the data set derived from the entire
Swiss-Prot TrEMBL database is referred to as the
STPR dataset.

5 Coiled Coil Retrieval

To obtain the Swiss-Prot data set as mentioned
above, we query the Swiss-Prot TrEMBL database
for the coiled coil domain. It is a three-step pro-
cess. First, a list of HTML links is extracted from
the 2600 protein entry results to the query. Second,
the HTML links are used to retrieve the Swiss-Prot
entry page for each of the proteins. The contents of
all the Swiss-Prot pages are parsed to find all the links
to the COILED COIL (POTENTIAL) link. The fi-
nal step uses the coiled coil linked pages to retrieve
the page that has only the details of the coiled coil
region. This process took over one hour and forty
minutes using high-speed Internet connection. Dur-
ing this process, there were a number of “server time-
out” errors. There were multiple attempts to get an
error free run. This was not possible. The results
from multiple entries had to be edited by hand in or-
der to obtain a complete listing of the 2600 proteins.

6 Stablecoil Processing

Before any analysis can begin, the specific coiled
coil regions of each sequence need to be determined.
Coiled coils can be composed of multiple α-helices
that wrap around each other. The individual coils are
not necessarily aligned on the same heptad registry.
To identify the coils on different heptad alignments,
we process using an implementation of the Stablecoil
algorithm5. Even though the Swiss-Prot data set has
already identified purported coiled coil regions, the
individual coils have not been identified. Using the
Stablecoil algorithm, both Swiss-Prot and SPTR
data sets can be processed to determine specific coiled
coil regions and the heptad registry offset in which
they exist. The Stablecoil algorithm predicts the loca-
tion and stability using alpha-helical propensity and

5http://biomol.uchsc.edu/researchFacilities/ Computa-
tionalCore/stablecoil/

stability coefficients as reported by [7, 8, 9]. By sum-
ming the residue scores over variable window widths
and comparing the total score assigned to each amino
acid to a known globular and cytoskeletal coiled coil
containing sequences, the algorithm displays the re-
gion and probability (in kcal/mol) that a particular
sequence will adopt a coiled coil conformation. Our
implementation of the algorithm uses a 42 amino acid
window width with a probability that the sequence is
a coiled coil region set to 38kcal/mol. Each sequence
is processed seven times; once for each reading frame.
Each amino acid has the combined helical propen-
sity and stability coefficient applied to it based on
its heptad registry position. The value of the amino
acid position assigned is determined by which heptad
position it occupies in the heptad alignment. The
amino acid position is set to one of three different
values whether the amino acid is in the a, d, or one
of the other five positions. After applying the values
to the sequence, windowing is applied to locate coiled
coil regions. This windowing process is repeated until
all necessary updating of values have been performed.
After the windowing process is complete, the regions
that have at least 3 heptads with a value of greater
than 38 are deemed to be coiled coil regions. These
regions are then extracted from the sequences and
saved along with the heptad registry positions with
which it was found. When preprocessing is complete,
all coiled coil regions in all the protein sequences are
identified and each coiled coil sequence has a start-
ing heptad offset assigned to it. These new sequences
are placed in one of two new datasets that are used
in this analysis. The first dataset, containing 2817
coiled coil sequences, is the Swiss-Prot data, having
originally come from the Swiss-Prot coiled coil anno-
tated database; the second dataset, containing 67358
coiled coil sequences, is the SPTR data, having been
derived from the entire SPTR database.

7 Navigational Aid

The database of coiled coils have a large number of
entries. Hence, it is necessary to provide navigational
aid to the users of the database. The database can
be searched by criteria such as ExPASy name of the
protein, ExPASy accession number, synonyms for the
protein, gene name, species the protein is found, and
a combination of these characteristics. However, a
large database becomes difficult to search since the
researcher using the system may not know what is
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actually in the database, and whether it is biased
in some ways. Hence, it is important to provide
navigational aids to the user apart from a simple
search form. Thus, we provide a way to navigate
the database contents in a hierarchical manner. The
user is able to navigate the database by species name
or by protein name. For example, if someone is nav-
igating by species, the user sees a list of species, in
alphabetical order, that are in the database, and he
can see how many proteins and how many coiled coil
domain sequences are there for each of the species in
our database. If the person wants to navigate by pro-
tein, the person sees the name of the proteins in an
alphabetical order and then the number of entries in
the database against each protein name in parenthe-
sis. This helps the user get a feel for the contents of
the database right away.
The system also allows one to compare the results
of up to three searches. The database is queried for
proteins matching each of several criteria as specified
above. The user can save the results of up to two
prior searches and compare results in various ways.

8 Stability Analysis

Once we have a protein or a coiled coil domain that
comes out as a result of a search, we may be inter-
ested in determining how stable it is. Being able
to determine protein stability is important because
a minimum threshold of stability is required to initi-
ate protein folding and stability is intimately involved
in conformational changes and function of proteins
[2, 3, 1]. To expedite this work, an analysis tool is
needed to calculate the stability of an amino acid se-
quence. Stable Input, which is a part of our repertoire
of analysis tools available with CoCoLysis was devel-
oped to help determine coiled coil stability over an
entire sequence.
An HTML graphical user interface is available to pro-
vide input to Stable Input. The tool allows the biol-
ogists or biochemist the opportunity to choose a se-
quence from search results, set parameters, and per-
form calculations based on custom or default param-
eter values. The results are provided in the form
of up to eight different graphs and a tab-delimited
text file of sequence values in kilo-calories per mole
(kcals/mol). The input from the HTML program is
parsed and a CGI program written in Perl calculates
the results. The calculations are based on either user
inputs or program defaults. The user settable inputs

Figure 2: Helical propensity for a specific amino acid
sequence as it changes over sequence position

are summarized below:

• Heptad Registry offset
• Window width
• Helical Propensity
• Hydrophobic core stability between a and d po-

sitions
• Intra-chain electrostatic interactions
• Inter-chain electrostatic interactions
• Hydrophobic Clusters

The details of the algorithms and formulas behind
Stablecoil are not discussed in this paper due to lack
of space. The Stablecoil tool is able to do the following
analyses and present graphs:

• Total stability of the protein
• Hydrophobic stability in a and d positions
• Helical propensity
• Electrostatic interaction in e and g positions
• Chain length

Here, we show two graphs that the Stablecoil tool pro-
duces for a specific sequence of amino acids. Figure 2
shows the helical propensity of the windowed values
for the individual amino acids. The graph shows re-
gions where coil formation is favored. Since a sin-
gle amino acid cannot form a protein, the windowing
of the helical propensity shows the propensity for a
region. The strongest region shown here is in the
region approximately between 60 and 120, but to a
lesser degree the entire protein shows a propensity to
form helical structures. Figure 3 windowed or not, is
one of the sparest graphs generated. The E/G inter-
actions are based on finding two oppositely charged
(Lys, Glu, Asp, Arg, or His) amino acids in the e or
g heptad positions.
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Figure 3: E/G Electrostatic interaction for a specific
amino acid sequence as it changes over sequence po-
sition

9 Statistical Analysis

The database has associated tools to perform detailed
statistical analysis of the two whole data sets: Swiss-
Prot and STPR. It can also perform statistical anal-
ysis on the results of any search or any entry in the
navigational hierarchy. We provide the appropriate
Web interface to ask statistical queries. Some of these
queries result in graphs that are produced by the
GNUplot software6. Analysis produced include the
following:

• Normalized length frequency over all coiled coils.
Most are in the 42-50 range

• Number of Amino Acids in the a and d posi-
tions considering 6 and 7 heptads in the SPTR
database

• Number of Amino Acids in the a and d positions
considering 6 and 7 heptads in the Swiss-Prot
database

• Normalized Amino Acid Distribution in Swiss-
Prot

• Normalized Amino Acid Distribution in SPTR

For example, the Swiss-Prot and STPR data sets
have a great variety of sequence lengths. A graph
depicting this variety in total sequence length as ob-
tained by our analysis tool is shown in Figure 4. We
can get a similar graph at any level of hierarchy dur-
ing the navigation of the contents of the database.
It is also possible to obtain frequencies of amino acids
at any level during the navigation of the database or
for the result of a search. For example, for the com-
plete SPTR database, Figure 5 shows the relative

6http://www.gnuplot.info/

Figure 4: Normalized Length Frequency

Figure 5: Normalized Amino Acid Distribution in
SPTR Data Set

frequency the amino acids appear in the a and d po-
sitions for both sets of data. The SPTR data shows
that the a position is dominated by Leu, Ile, Val, Phe,
Ala, and Tyr and in the d position Leu, Ile, Val, Ala,
Phe, Met, and Tyr. The SPTR dataset shows that
Ala competes with the hydrophobic amino acids in
occurrence frequency. Other studies [7, 8] have found
that Leu is most likely to be found in the a and d
positions followed by the other hydrophobic amino
acids with a strong showing of Ala in both the a and
d positions. The strongest disagreement was in the
frequency in which Met occurred. This study showed
it was consistently one of the least likely hydropho-
bic amino acid to occur in the a and d positions, but
in the other studies, Met was the third most likely
hydrophobic amino acid to appear in the a and d po-
sitions. The stabilizing effect that clusters have on
coiled coils has been proven experimentally.
Do long coiled coils have more clusters? If they, do
how are they characterized? To answer this question
the clusters found in all the sequences in both data
sets can be examined by our analysis tool. A min-
imum sequence length of 42 amino acids or 6 hep-
tads is examined and compared. The distribution
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Figure 6: Normalized Cluster by Heptad Length,
Cluster length is on X-axis and Normalized cluster
appearance is on Y-axis

of the normalized cluster length across all sequence
lengths is shown in Figure 6. This figure shows the
total number of clusters of length three or greater
that appear in the various length sequences. The
Swiss-Prot dataset has 5526 clusters and the SPTR
dataset had 102718. We can create similar graphs for
any search result or for any entry during navigation
of the database entries. We observe that the Swiss-
Prot dataset has a slight propensity for having fewer
clusters in shorter sequences than that of the SPTR
dataset. As the sequences get longer the cluster count
for both sets of data falls off, but the f

¯
SPTR data di-

minishes more rapidly than that of the f
¯
Swiss-Prot

data. While the SPTR dataset approaches no clus-
ters counted beyond 12 heptads in length there is a
relative consistency from length 12 through 19 hep-
tads. Since the Swiss-Prot data comes from the
coiled coil data set this data seems to suggest that
clusters are important in longer coiled coils.

10 Conclusion

We have created a database of coiled coil domains
of all proteins available at this time. We have two
ways to obtain the coiled coil data. Our program also
constantly monitors the Swiss-Prot and EMBL sites
and any time any additions or updates are made it is
reflected in our coiled coil database, keeping it up to
date. The system displays the summary information
that is current in the form of graphs and tables. The
database has been designed for flexibility and future
expansion.
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