
I N T R O D U C T I O N  

Genetic Algorithms 



SEARCH ALGORITHM 

“Genetic Algorithms are 
good at taking large, 

potentially huge search 
spaces and navigating 

them, looking for optimal 
combinations of things, 
solutions you might not 

otherwise find in a 
lifetime.” 

- Salvatore Mangano 

Computer Design, May 
1995 



WHY GENETIC ALGORITHMS? 

  Directed search algorithms based on the mechanics 
of biological evolution and biological reproduction 

  Developed by John Holland, University of Michigan 
(1970’s) 
  To understand the adaptive processes of natural systems 
  To design artificial systems software that retains the 

robustness of natural systems 
  Provide efficient, effective techniques for optimization and 

machine learning applications 
  Widely-used today in business, scientific and engineering 

circles 



DEFINITION OF GENETIC ALGORITHMS 

  The genetic algorithm is a probabilistic search 
algorithm that iteratively transforms a set (called a 
population) of mathematical objects (typically fixed-
length binary character strings), each with an 
associated fitness value, into a new population of 
offspring objects using the Darwinian principle of 
natural selection and using operations that are 
patterned after naturally occurring genetic 
operations, such as crossover (sexual recombination) 
and mutation. [Definition by John Koza, obtained 
from Powerpoint on a Web site] 



COMPONENTS OF A GENETIC ALGORITHM 

A problem to solve, and … 
  Encoding technique                    (gene, chromosome) 
  Initialization procedure             (creation) 
  Cost or Fitness function            (environment) 
  Selection of parents                (reproduction) 
  Genetic operators                       (mutation) 
  Parameter settings                     (practice and art) 



SIMPLE GENETIC ALGORITHM 

{ 
initialize population; 
evaluate population; 
while TerminationCriteriaNotSatisfied 
{ 

select parents for reproduction; 
perform recombination and mutation; 
evaluate population; 

} 

} 
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REPRESENTING A POPULATION 

  The population size depends on the problem, but population of 
hundreds or thousands is not uncommon. Small population size 
is efficient in time, but may not be able to solve a problem.  

  Each element of the population is a chromosome. 
  Chromosomes is an array of: 

  Bit strings                            (0101 ... 1100) 
  Real numbers                     (43.2 -33.1 ... 0.0 89.2)  
  Permutations of element  (E11 E3 E7 ... E1 E15) 
  Lists of rules                        (R1 R2 R3 ... R22 R23) 
  Program elements              (genetic programming) 
  ... any data structure .. 

  Each element of the chromosome is a gene 
  Each gene represents an optimization variable 
  We are performing optimization of a function of many variables.  



REPRESENTING A POPULATION: VARIABLES 

  The programmer must decide which variables of the problem are 
most important.  

  Some analysis may be required to determine which variables among 
identified ones should be represented.  

  Feature selection algorithms such as Principal Component Analysis 
(PCA) and others may be used to decide on importance of variables.  

  Most optimization problems also may have constraints on the values 
a variable may take. So, not every combination of values may be 
allowed to be in a chromosome.  

  Sometimes, it’s possible to convert a constrained variable to an 
unconstrained one.  

  Sometimes, variables can take values from only a finite set of values.  



REPRESENTING A POPULATION:  
DEPENDENCE AMONG VARIABLES 

  Some variables can be dependent on one another although the 
nature of the dependence can be difficult to get a handle on.  

  In literature, variable interaction is called epistasis (a 
biological term for gene interaction).  

  Conclusions from [Haupt and Haupt 2004] 
  When there is little to no epistasis, calculus-based minimum seeking 

algorithms work best. 
  Genetic algorithms shine when epistasis is medium to high. 
  Pure random search algorithms are best when epistasis is very high.  



REPRESENTING A POPULATION: VARIABLE ENCODING 

  In a binary genetic algorithm, we represent the variables in 
binary.  

  We must convert continuous variables into binary and vice 
versa.  

  Quantization samples a continuous range of values and 
categorizes the samples into non-overlapping sub-ranges.  

  The difference between the actual function value and the 
quantization level is known as the quantization error.  

  We must keep quantization error to a minimum.  
  Best: set a value to the mid-value in a quantization range 

[Haupt and Haupt 2004]. 



EVALUATION: FITNESS FUNCTION 

  The evaluator decodes a chromosome and assigns it a 
fitness measure. 

  The evaluator is the only link between a generic GA and 
the problem it is solving. 

  The fitness function may be a mathematical function we 
evaluate, an experiment a chromosome participates in, or 
even a game that two evolving individuals play. 

  The GA may work with binary encoding, but usually, the 
evaluation of the fitness function requires us to convert 
binary encoding to continuous numbers. 



DELETION: DISCARDING MEMBERS 
NATURAL SELECTION 

  The chromosomes are sorted by the value of the 
fitness function. 

  “Natural Selection” or Survival of the Fittest: Only 
the most fit are selected to reproduce; the rest are 
deleted.  

  In some algorithms, the children are evaluated for 
fitness as well; the ones that are fit above a certain 
threshold are used to replace members of the older 
generation. This is called thresholding.  

  Thresholding: At first only a few chromosomes 
survive, but in later generations, the percentage of 
survivors increases.  



DELETION: DISCARDING MEMBERS 
NATURAL SELECTION 

  In other algorithms, a specific fraction f of the 
original generation is allowed to mate 

 Deciding on how many chromosomes to keep so 
that they can mate is somewhat arbitrary. 

  Letting only a few chromosomes survive to the 
next generation limits the available genes in the 
offspring. 

 Keeping too many chromosomes allows bad 
performers a chance to contribute their traits to 
the next generation.   



REPRODUCTION: FINDING PARENTS 

 There are various ways to find partner 
chromosomes to mate: 
  Top to Bottom Pairing: Start at the top of the sorted (by 

fitness) list of chromosomes and pair the chromosomes two 
at a time, chromosome i and i+1 are paired. Simple, but 
doesn’t resemble nature. 

  Random Pairing: Use a uniform random number generator 
to select chromosomes to mate from the ones who qualify 
based on fitness.  



REPRODUCTION: FINDING PARENTS 

  There are various ways to find partner chromosomes to 
mate: 
  Roulette Wheel Pairing: Assign probabilities to the chromosomes 

in the mating pool proportional to their fitness (or inversely 
proportional to cost). A chromosome with the highest fitness has 
the highest probability of mating while the one with the lowest 
fitness has the lowest probability of mating.  
 Rank Weighting: Use the rank of the chromosome in the sorted list to 

determine its probability of mating. It’s easy to program. What should 
we do when a chromosome is chosen to mate with itself? A) Let it 
mate, B) Don’t allow it to mate, but randomly pick another one, C) 
Pick another chromosome with the same weighting technique.  

 Cost Weighting: Use the fitness of the chromosome to calculate its 
probability of mating.  



REPRODUCTION: FINDING PARENTS 

 There are various ways to find partner 
chromosomes to mate: 
  Tournament Selection: This closely mimics mating 

competition in nature. Randomly pick a small subset (2 or 
3, say) of chromosomes from the mating pool, and the 
chromosome with the highest fitness in this subset becomes 
a parent.  
 The tournament repeats for every parent. 
 Tournament selection works for large populations since sorting 

becomes expensive.  
  Roulette wheel and tournament selection are most common.  



REPRODUCTION: MATING  
CROSSOVER OR RECOMBINATION 

P1   (0 1 1 0 1 0 0 0)            (0 1  1 1  1 0 1 0)   C1 
P2   (1 1 0 1 1 0 1 0)             (1  1 0 0 1 0 0 0)   C2 

Crossover is a critical feature of genetic algorithms: 
  It greatly accelerates search early in evolution of a 

population. 
  It leads to (usually) effective combination of schemata 

(sub-solutions on different chromosomes). 
  The crossover point or kinetochore is chosen randomly.  
  The above uses a single-point crossover. We can have 

several crossover points in large chromosome 
populations.  



MUTATION: CHROMOSOME MODIFICATION 

 Random mutations are performed on a certain 
percentage of chromosomes. 

 Mutation is the second way, after recombination, 
that allows a GA to explore a fitness (or cost) 
surface. 

 Mutation can introduce traits that are not present 
in the original population.  

 Mutation keeps the GA for converging too fast 
before sampling the entire fitness (cost) surface. 



MUTATION: CHROMOSOME MODIFICATION 

  A single point mutation changes a 1 to a 0 and vice versa. 
  Before:     (1  0  1  1  0  1  1  0) 
  After:     (0  1  1  0  0  1  1  0) 

  Before:     (1.38   -69.4   326.44   0.1) 

  After:     (1.38   -67.5   326.44   0.1 
  Mutation points are randomly selected allowing random 

jumps over the fitness (cost) surface. They cause movement 
in the search space, local or global. 

  Restores lost information to the population.  



MUTATION: CHROMOSOME MODIFICATION 

  Increasing the number of mutations increases the 
algorithms freedom to search outside the current 
region of variable space. 

 High number of mutations may also distract the 
GA from converging onto a solution quickly.  

 Elitism: Generally we do not allow mutations on 
chromosomes that have high fitness. These are 
called elite solutions and are not modified. Why 
waste a perfectly good solution? 



CONVERGENCE 

  Repeat the selection, reproduction, mutation process for 
a number of generations. 

  Stop when an acceptable solution is reached or a certain 
number of iterations have been performed.  

  After a while, if we continue for long, all the 
chromosomes and associated fitnesses (costs) will 
become the same if it were not for mutations. At this 
point, we should stop. 

  Keep track of populations statistics such as mean and 
maximum fitness, possibly other statistics for large 
populations.  


