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Textbooks 

•  Main text: Fundamentals of Neural 
Networks: Architectures, Algorithms, and 
Applications, Laurene Fausett, Prentice-
Hall, 1994 

•  Supplementary Material: Class notes by 
Agusteijn, Moreland and Kalita, 2014 

•  Supplementary Material: Neural Networks: 
A Systematic Introduction by R. Rojas, 
Springer, 1996 

 
 



Biological Inspiration 
Idea : Computer programs are brittle, they break often, and they cannot solve  
many problems humans solve easily and reliably.  
We want to make the computer more robust, intelligent, and learn.  
One approach: Let’s model our computer software (and/or hardware) after 
 the brain 



Neurons in the Brain 
•  Although heterogeneous and 

composed of many complex 
components, at a low level the brain is 
composed of neurons 



The Brain is a Network of Neurons 

One single neuron and its connections. 
There are a 100 billion of neurons in a 
human brain.  



Natural Neural Networks 
•  Signals “move” via electrochemical pulses, combination of electrical 

signals and chemical signals working together.  
•  A neuron receives input from other neurons (maybe hundreds or 

even thousands) from its synapses. 
•  The synapses release a chemical transmitter – the sum of which can 

cause a threshold to be reached – causing the neuron to “fire”. 
•  In other words, inputs are approximately summed in by a neuron 

–  When the input exceeds a threshold the neuron sends an 
electrical spike that travels  from the body, down the axon, to the 
next neuron(s). 

•  Synapses or connections between neurons have different 
conduction strengths that modify the input values. In other words, 
the adding of synpases is weighted.  

•  Synapses can be inhibitory or excitatory. 



Comparison of Brains and 
Traditional Computers 

•  200 billion neurons, 32 
trillion synapses 

•  Element size: 10-6
 m 

•  Energy use: 25W 
•  Processing speed:  100 Hz 
•  Parallel, Distributed 
•  Fault Tolerant, our brain 

loses neurons as we age; 
an accident may destroy a 
number of neurons 

•  2 billion (giga) to 2 trillion (2 
tera byte)s  RAM but trillions of 
bytes on disk 

•  Element size: 10-9 m 
•  Energy watt: 30-90W (CPU) 
•  Processing speed: 109 Hz 
•  Serial, Centralized (Usually) 
•  Generally not Fault Tolerant 



Features 
•  Information processing is local in many simple computing 

elements called neurons. 
•  Memory is distributed: short term memory is in terms of 

signal strengths; long term memory is in terms of 
dendrite weights.  

•  I.e., a strong eletrochemical signal takes time to 
dissipate causing information to be stored for a little bit.  

•  The dendrite weights are learned through experience 
•  Neurons can generalize input stimuli to learn to handle 

unseen new stimuli.  
•  A collection of neurons is fault tolerant and can sustain 

damage and may still function reasonably well.  



Learning in the Brain 
•  Brains learn 

–  Altering strength between neurons 
–  Creating/deleting connections 

•  Hebb’s Postulate (Hebbian Learning) 
–  When an axon of cell A is near enough to excite a cell B and 

repeatedly or persistently takes part in firing it, some growth process 
or metabolic change takes place in one or both cells such that A's 
efficiency, as one of the cells firing B, is increased. In other words, 
firing of A leads to more consistent and stronger firing of B.  

•  Long Term Potentiation (LTP) 
–  Cellular basis for learning and memory 
–  LTP is the long-lasting strengthening of the connection between two 

nerve cells in response to stimulation. For example, if A leads to B’s 
firing over a long period of time, the connection is permanently 
strengthened.  

–  Discovered in many regions of the brain. 



Artificial Neural Networks 

•  McCulloch & Pitts (1943) are generally 
recognized as the designers of the first artificial 
neural network 

•  Many of their ideas still used today, e.g., 
– Many simple units, “neurons” combine to give 

increased computational power. 
– They introduced the idea  
of a threshold needed for  
activation of a neuron.  



Modelling a Neuron 

•  aj  :Activation value of unit j 
•  wj,i  :Weight on link from unit j to unit i 
•  ini  :Weighted sum of inputs to unit i 
•  ai  :Activation value of unit i 
•  g  :Activation function 

ini = Wjiaj
j∑



Characterizing an ANN 

•  Architecture – How are the neurons 
organized, how are they connected?  

•  Activation Function – Step, sign, sigmoid, 
etc. 

•  Learning Algorithm – How connection 
weights are changed/learned over time?  



Examples of Activation Functions 
 



Activation Functions 

•  Identity  
  f(x) = x 

•  Binary step: Binary means function values 
are between 0 and 1.    

  f(x) = 1 if x >= θ 
        = 0 otherwise  

•  Binary sigmoid or logistic 
   f(x) = 1 / (1 + e-σx) 



Activation Functions 

•  Bipolar sigmoid 
  f(x) = -1 + 2 / (1 + e-σx) 

•  Hyperbolic tangent 
  f(x) = (ex – e-x) / (ex + e-x) 



Architecture: A Simple Neural 
Network 

The input is weighted sum of the inputs 
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yin = x1w1 + x2w2 
 
Activation is f(yin) 



Architecture: Single Layer 
Feedforward NN 

Learning: Given a  
training set of inputs 
and outputs, find the 
weights on the links 
that optimizes the 
correlation between 
inputs and outputs.  



Architecture: Multilayer Neural Network 

•  The layers are usually named 
•  More powerful, but harder to train Learning: Given a  

training set of inputs 
and outputs, find the 
weights on the links 
that optimizes the 
correlation between 
inputs and outputs. 
Since we have three 
layers, the 
optimization problem 
becomes more 
complex.   



Architecture: Recurrent Neural Network 
•  Nodes in a layer may be connected to nodes below or at the same 

level. Because of recurrent relations, learning of optimized weights 
becomes more complex still.  



Architecture: Competitive Neural 
Network 

•  Nodes in a layer may be connected to each other so they compete 
•  Left: Competitive Layer, a sufficient number of iterations of 

examples allows only one winning node  
•  Right: Network with a competitive layer 



Architecture: Backpropagation 
•  There is feedback. It’s 

powerful.  
•  In other words, the network 

is shown a lot of (input, 
output) pairs.  

•  Initially the weights are 
random or heuristically 
obtained.  

•  When the output produced 
by the network doesn’t 
match the expected output, 
feedback is sent back to 
adjust the weights a little. 

•  With enough training 
examples, the weights arrive 
at optimized or close to 
optimized values.   



Learning: Setting the Weight 

•  Supervised: Classification, provide a bunch 
of pre-labeled or pre-classified examples.  

•  Unsupervised: No labeled examples. Group 
instances based on “inherent similarity” 

•  Fixed weight nets: Compute the weights by 
doing some prior calculations.  

•  Examples discussed earlier have been 
mostly supervised.  



Learning: Rules 
•  Whether in supervised or unsupervised learning, we 

need rules to update the weights so that with enough 
examples or iterations, they become (close to) optimal 
in mapping the input values to the corresponding 
output values.  

•  McCulloch-Pitts Learning: Obtain the weights by 
performing theoretical analysis of the problem Weights 
do not change.  

•  Hebb Learning: If two neurons are active 
simultaneously, increase the strength of connection 
between them. Do this repeatedly for all training 
examples.   



Learning: Rules 

•  Extended Hebb Rule: If two (neighbor) units are 
inactive simultaneously, reduce the strength of 
connection between them. This is in addition to 
the basic Hebb Rule.  

•  Perceptron Rule:  Compare the output of a unit 
with what it should be (target). If an error occurs 
for a particular training input pattern, change 
weights in a manner proportional to the product 
of the input and the output.  



Learning: Rules 

•  Delta Rule or Widrow-Hoff Rule: Compare 
the output of a unit with what it should be 
(target). If an error occurs for a particular 
training input pattern, change weights in a 
manner proportional to the error.  



Who is interested in ANN? 

•  Electrical Engineers – signal processing, 
control theory 

•  Computer Engineers – robotics 
•  Computer Scientists – artificial 

intelligence, pattern recognition 
•  Mathematicians – modelling tool when 

explicit relationships are unknown 



Problem Types ANNs solve well 

•  Function Approximation 
•  Storing and recalling patterns 
•  Classifying patterns 
•  Mapping inputs onto outputs 
•  Grouping similar patterns 
•  Finding solutions to constrained 

optimization problems 



Application: Function Approximation 
Learn to approximate: f(x)=0.02 (12+3x−3.5x2+7.2x3)[1+cos(4πx)]
[1+0.8sin(3πx)] given a few sampled function values.  
  

Function Approximation Learning Model 
(From Priddy and Keller, 2005)  
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Feedforward Neural Network for Function 
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Application: Function Approximation 
Learn to approximate: f(x)=0.02 (12+3x−3.5x2+7.2x3)[1+cos(4πx)]
[1+0.8sin(3πx)] given a few sampled function values.  
  

Performance of Feedforward Neural Network for Function 
Approximation (From Priddy and Keller, 2005)  



Application: Predicting Housing Price 
Learn to predict housing prices in the city of Boston. 
  

(From Priddy and Keller, 2005)  



Application: Predicting Housing Price 

CRIM: Crime Rate, ZN: Zoning, INDUS: Proportion of industrial land, CHAS: Is it on 
Charles River?,  NOX: Nitrous Oxide Concentration, RM: Rooms per dwelling, AGE: 
Housing age, DIS: Weighted distance to several employment center, RAD: Radial 

distance from highway, TAX: property tax rate, PTRATIO: Pupil-teacher ratio in local 
schools, B: an ethnic distribution factor, LSTAT: an economic status factor    (From 

Priddy and Keller, 2005)  



Application: Predicting Housing Price 



Application: Function Approximation—Cardiopulmonary 
Modeling---Approximating a time-varying parameter 

Setup to obtain data: A bicycle exercise test used to collect data 
(Priddy and Keller 2005)  



Application: Function Approximation—Cardiopulmonary 
Modeling---Approximating a time-varying parameter 

(Priddy and Keller 2005)  



Application: Function Approximation—Cardiopulmonary 
Modeling---Approximating a time-varying parameter 

 Neural network used to model time-varying parameters, ambient 
temperature and work load:  from  (Priddy and Keller 2005)  



Application: Function Approximation—Cardiopulmonary 
Modeling---Approximating a time-varying parameter 

 (Priddy and Keller 2005)  



Application: Function Approximation—Cardiopulmonary 
Modeling---Approximating a time-varying parameter 

 (Priddy and Keller 2005)  



Application: Handwritten Number Recognition 

 (Priddy and Keller 2005)  



Application: Handwritten Number Recognition 

 Samples (Priddy and Keller 2005)  



Application: Handwritten Number Recognition 

Confusion Matrix for Recognition (Priddy and Keller 2005)  



Application: Handwritten Number Recognition 

Confusion Matrix for Recognition (Priddy and Keller 2005)  



Application: Airport Scanner 

Data Collection from Cylindrical millimeter-wave scanner used to screen 
individuals for hidden weapons and explosives.  (Priddy and Keller 2005)  



Application: Airport Scanner 

Approach (Priddy and Keller 2005)  



Application: Airport Scanner 

A man with RDX explosive strapped to his back is shown on the left. The millimeter-
wave image is shown in the middle. Notice the speckle in the center of the back 

produced by the explosive. On the right is the final output image as the screener sees it.  
 (Priddy and Keller 2005)  



Application: Airport Scanner 


