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1. Introduction 
 

1.1 Disciplines using neural network technology 
 
An artificial neural network consists of a collection of interconnected neurons (also called 
units or processing elements) that together perform a task.  The neurons can be connected 
in many different ways forming the different architectures.  The network may be 
implemented in hardware or software, but this course will be concerned with software 
simulations.  Investigators in many different disciplines have shown an interest in neural 
network technology.  The main disciplines involved are psychology, engineering, in 
particular electrical engineering, computer science and mathematics. 
 
Psychologists use artificial neurons to model the biological neurons of the brain.  Artificial 
neural networks are biologically inspired.  The processing elements are interconnected in a 
manner reminiscent to the anatomy of the brain.  Many properties of these networks, in 
particular their ability to learn from examples, also bear similarity to the functionality of 
the brain.  But we need to keep in mind that there are vast differences between the current 
implementations of artificial neural networks and their biological counterparts.  Even the 
largest networks are tiny compared to the human brain, which consists of approximately 
1011 neurons and 1015 interconnections (Wasserman, 1989).  Nevertheless, neural network 
simulations have provided important insights into certain psychological processes. 
 
Eventually, the majority of neural networks is expected to be implemented in hardware.  
The processors will be transistors on a chip.  Among other applications, these networks 
may be used to give robots a brain.  The design of these chips is a task for electrical 
engineers.  Engineers are also interested in many applications suitable for neural network 
technology, like signal processing, pattern recognition and control. 
 
Computer scientists are interested in the design and implementation of software 
simulations: the programming of neural networks.  There are many practical and 
theoretical aspects that require further study.  Which architecture is most suitable for which 
kind of problem?  Which training algorithm should be applied, if any?  Does training 
converge to a solution?  What is the complexity of the training algorithm, and how can 
training be speeded up?  These questions are of interest to mathematicians and computer 
scientists alike. 
 
Although the human brain is multi-functional and is used for almost any task of which 
humans are capable, this is not the case for an artificial neural network.  Neural networks 
have been used for a large variety of problems, but there are also applications that are not 
suitable for this methodology.  For example, neural networks should not be used when 
exact calculations are required.  It is not useful to have a neural network compute your tax 
return or the orbit of a satellite.  They should not be asked to compute the solution to a 
system of differential equations.  They generally do not compete with numerical methods 
that are suitable for these applications.  Even in cases where neural networks can be used, 
there are alternative techniques.  For example, neural networks can be applied to solve a 
variety of pattern recognition problems, but statistical techniques are suitable in these cases 
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as well.  Given a problem, the first task is to determine an appropriate method for solving 
the problem.  In many situations, techniques other than neural networks may be preferred. 
 
1.2 Artificial neural networks and the brain 
 
There are several aspects in which neural networks resemble the brain.  First there is the 
external appearance.  The biological neuron has many input channels, the dendrites, but 
only a single output channel, the axon.  Likewise, the artificial neuron has an arbitrary 
number of input connections and a single output signal.  This output signal can be 
distributed to many other neurons. 
 

 
Figure 1.  Illustration of the biological neuron 

 
Another similarity is the microscopic functionality of the neurons.  The connections 
between the neurons in the brain have different conduction strengths that modify the input 
values.  The cell body builds a potential from these modified input values, and if this 
potential exceeds a certain threshold value the neuron will “fire”; that is, produce an output 
signal that will travel down its axon.  However, not all input signals increase the cell’s 
potential.  There are inhibitory inputs that attempt to keep the neuron from firing, while the 
excitatory inputs enable its firing.  Likewise, each input channel to an artificial neuron is 
also associated with a signal strength, represented by a real value and implemented as a 
weight value to be multiplied with the input value.  The sum of these modified input values 
is called the net input to the unit, and the output value depends on this net input, as 
determined by its activation function.  Different types of artificial neurons have different 
kinds of activation functions.  One possibility is a hard threshold function: the neuron 
generates an output value as soon as the net input exceeds a predetermined threshold.  This 
is similar to the functionality of a biological neuron, but other activation functions are also 
used. 
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Finally, there is a similarity in microscopic functionality.  Like their biological 
counterparts many artificial networks are able to learn from experience, generalize from 
previous examples and extract essential characteristics from a group of similar examples.  
The learning mechanism also bears great resemblance to what we know happens in the 
human brain.  We will use a very pragmatic definition of learning and say that learning has 
taken place when an entity modifies its behavior as a result of an input signal.  For 
example, the burning of a child’s hand when touching an oven may result in the child 
avoiding contact with the oven.  Studies of the brain have indicated that the physiological 
process of learning involves a change in connection strength between its neurons.  
Likewise, learning in neural networks is accomplished through a modification of the 
weight values associated with the connections between neurons. 
 
Not all artificial neural networks learn, some have fixed weight values that were 
determined when the network was designed.  The ones that do learn; that is, change their 
weight values generally by means of an iterative procedure fall in two classes: those that 
use supervised learning and those in which the learning is non-supervised.  Both types of 
learning require the existence of a training set, a set of patterns that guide the modification 
of the weight values.  If learning is supervised we also need the availability of the desired 
output value of each training pattern.  This kind of learning is sometimes said to make use 
of a ‘teacher’.  The teacher provides the appropriate output values that are used to calculate 
the weight updates.  Unsupervised learning does not use a teacher.  In this case the network 
is said to be self-organizing, and the changes to the weight values are determined based 
only on the input patterns.   
 
Artificial neural networks are relatively insensitive to minor variations in the data.  This 
characteristic is called generalization.  In many applications the data set contains noise, and 
a network’s ability to ignore the noise while processing the data content makes neural 
networks particularly suitable for these applications.  They are better suited to deal with an 
imperfect world than conventional computer algorithms that often suffer from literal 
mindedness.  However, generalization is an inherent feature of neural network processing, 
not something that is enabled by the network designer and not something that can be 
turned off.  In exact calculations this generalization property is not desired, and for this 
reason neural network technology is unsuitable when this type of calculation is required.   
 
Abstraction is the ability of a system to extract the main characteristics from a set of 
examples.  It is the ability to build a prototype from these examples to be used in the 
classification of new ones.  People are good at extracting prototypes.  For example, a 
young child will form the concept “dog” from being shown various examples that an older 
person has labeled “dog”.  Soon the child will begin to recognize dogs belonging to breeds 
not shown during this “training phase”.  Other concepts will be acquired in a similar way.  
It appears that a trained neural network also stores prototypes in the form of its weight 
values and uses these prototypes in the classification of similar items. 
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1.3 Examples of applications of neural network technology 
 
Artificial neural networks have been used to solve a large variety of problems as evidenced 
by the conference proceedings of the many neural network conferences that are being held 
around the world on an annual basis.  The following is a small sample of this large variety. 
 
Pattern recognition is an important application domain.  There is ongoing research in the 
area of handwritten character recognition.  The United States Postal Service has a keen 
interest in automated reading of zip codes, and significant advances have been obtained in 
the recognition of handwritten digits using neural networks (for example, see Le Cun et al., 
1990).  Keyword search in handwritten documents is also an important area of 
investigation.  A less known application is the identification of typewriter fonts, as 
described by Augusteijn and Warrender ****.  This application can be used in a business 
environment when a person presents an example business card to a print shop with the 
request to have his business cards designed using the same fonts.  The customer does not 
know the name of the fonts, and because of the large variety of existing fonts, the shop 
employee might benefit from an automated recognition system.  There are forensic 
applications as well.  For example, take the case of a threatening letter produced by a 
typewriter.  Once the contents of the letter has been associated with a character font the 
type of typewriter can generally be determined, and if a typewriter of the identified brand 
is found at a suspect’s home this can serve as evidence in court.  As typewriters become 
more outdated and computers are increasingly capable of designing any kind of character 
this application may disappear, but at this time it is still of importance. 
 
Pattern recognition techniques are also frequently used to interpret digital imagery.  Both 
object recognition and texture identification are important applications.  Various ground 
covers in satellite and aerial imagery can be detected through their textures Augusteijn et 
al., ****).  For example, these techniques can be used to determine the annual loss of 
tropical rain forest in Central and South America or to find the extent of an insect 
infestation or crop disease.  Neural networks have also been used for the very important 
problem of face recognition, although with limited success (REF***).  A certain amount of 
success has been obtained in a controlled environment with respect to lighting conditions 
and face positioning, but the general problem of face recognition has by no means been 
solved. 
 
Control is a different area of interest in which neural networks have successfully been 
used.  A classic problem is that of broomstick balancing: a broomstick is put on its end, 
generally on top of a movable cart and must be kept balanced through appropriate 
movements of the cart.  A neural network can be used to find the movements necessary for 
balancing, and this has been one of the early applications of the perceptron networks.  
Robot control is seen as one of the most important uses of neural networks in this area.  
Researchers want to give robots a brain, and an artificial network modeled after a 
biological brain (although much smaller and simpler) would be a logical choice.  A much 
simpler control problem is that of finding the appropriate sequence of steering signals to 
successfully back up a truck-trailer combination to a dock, which has been solved with 
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neural network technology as well as with other methods (see, for example, Miller et al., 
1990). 
 
Neural networks are used to suppress noise on a telephone line and to interpret radar 
signals.  An interesting application has been developed by Ford Motor Co., where a neural 
network has been trained to rate the paint quality of cars rolling of the assembly line 
(Freeman and Skapura, 1991).  The paint quality is assessed through the reflection of a 
laser beam bouncing off the painted surface.  The amount of dispersion of this beam 
determines the quality rating as judged by a human expert.  It was found that a neural 
network was also capable of this task through the analysis of imagery taken of the reflected 
beam. 
 
A very important function is the recognition and production of human speech.  Instead of 
typing, we would like to give oral commands to a computer.  It would also be helpful if we 
could give oral commands to a robot.  Lippmann (1989) has summarized the 
characteristics of several types of networks used for speech recognition.  Speech 
production would allow us to receive spoken messages from written text from our 
computer.  This kind of technology would be most helpful to blind people.  A well-known 
example is NETtalk, which was trained on the 1000 most common words in English after 
which it could read new words with few errors (Sejnowski and Rosenberg, 1986).  Another 
application involving both speech recognition and speech production is automated 
translation.  The specific domain used by the researchers is that of conference registration 
in a different country using a different language.  For example, take the case of an 
American researcher wanting to register for a conference in Berlin, Germany.  This person 
states his request by telephone in English, but his sentences are heard in German by the 
person on the other side of the line.  This application has been successful in this rather 
limited domain. 
 
A slightly different application is that of predicting the next item in a time sequence.  An 
academic example is the prediction of the number of sunspots in a specific year given the 
sequence of sunspots in previous years (REF).  More practical is the capability of 
predicting the price of a stock in the Stock Market.  Here, neural networks are competing 
with statistical methods.  Neither method can reliable predict the stock market, but neural 
network predictions have often outperformed those obtained by statistical techniques. 
 
1.4 Some drawbacks of neural network technology 
 
Given an appropriate problem there are still many difficulties to be solved before a neural 
network solution will be obtained.  There are many different architectures and a useful one 
must be selected.  It will generally not be the case that only one architecture will work on a 
given application, but it is still true that some architectures are better suited than others for 
certain problems, and some architectures will be unsuitable.  Many researchers also prefer 
to design their own architecture adding to the already sizable list of possibilities.  There is 
no formal theory to guide us here; the selection of architecture is largely a matter of 
experience.  Depending on the choice of architecture, there may be many details to be 
determined.  For example, if the choice is a back-propagation network, the researcher must 



 6 

determine the number of layers in the network, the number of units in each layer and 
several learning parameters.  Although a vast literature is available, this is still largely a 
matter of experience.  Unfortunately, poor choices can keep the researcher from finding a 
solution with the possibility of causing frustration and rejection of the methodology. 
 
The neural networks that learn generally do so by means of an iterative procedure.  Many 
iterative procedures are slow and their convergence to a solution may be uncertain.  In 
addition, solutions are often difficult to interpret.  A back-propagation network, for 
example, essentially works as a black box.  Input signals enter the box and output signals 
are being generated, but the network is unable to explain how the problem was solved.  
This is particularly frustration if the solution is suspected to be inaccurate or downright 
wrong.  For some applications, especially in the medical world with respect to disease 
diagnosis, neural network technology may be rejected because of this lack of analysis 
tools.  There is ongoing research to alleviate this problem (for example, see Augusteijn and 
Shaw, ****). 
 
Neural network research is highly experimental in nature. 
 
1.5 Some history of neural network research 
 
There is a long-standing interest in the functionality of the human brain.  Early models for 
brain functionality were developed in the forties.  One such model is a learning law 
proposed by Hebb (1961).  This law was among the first to be used in neural network 
training. 
 
The first artificial neural networks were produced in the fifties and sixties.  They were 
initially implemented as electronic circuits.  Early successes produced a burst of activity 
and optimism.  Single layer networks of artificial neurons (called perceptrons) were 
developed by Marvin Minsky, Frank Rosenblatt and Bernard Widrow.  They were applied 
to a variety of problems, for example the broomstick balancing problem, and people felt 
that the “key to intelligence” had been found. 
 
But it was soon discovered that the perceptron networks failed to solve relatively simple 
problems.  A famous example is the failure of this type of network to solve the XOR 
problem.  Marvin Minsky and Seymore Papert (1969) carefully studied the processing of 
perceptron networks and formulated an impressive mathematical analysis of what these 
networks could and could not do.  Their conclusion was that a single layer of perceptrons 
could not solve problems that are not linearly separable.  Since many interesting problems 
are not linearly separable, it was concluded that these network could not do much, and 
many researchers lost interest during the seventies.  Even in those days it was known that 
multi-layer perceptron networks would not have this problem, but there was no training 
algorithm for this type of network. 
 
A breakthrough occurred when David Rumelhart and his collaborators formulated the 
back-propagation learning law for multi-layer networks in the mid eighties (Rumelhart et 
al., 1986).  Suddenly, a large variety of problems could be solved using neural networks, 
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and an explosion of activity resulted.  For a while there was again the possibility that the 
technology might be oversold.  Today, investigators realize that this technology is far from 
the “key to intelligence”, but that many useful neural network applications exist.  The 
technology has found its place among the many methods available to people working in 
the field. 
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2. General Features of Neural Networks 
 
2.1 The neural unit or processing element 
 
Every neural network consists of a collection of interconnected neurons, also called units 
or processing elements (PE).  There are many network architectures.  The architecture 
refers to the specific way in which the units are connected and to the processing functions 
used for this network.  This chapter will discuss some general features of the technology 
that are valid for a large variety of architectures. 
 
An artificial neuron has arbitrary many input channels that may come from the outside 
world or from other neurons.  Each one of these channels is associated with a value, 
called a weight value, which may be positive, negative or zero.  If the weight value is 
positive the connection is called excitatory because a positive input value will increase 
the excitation of the neuron.  Likewise, if the weight value is negative the connection is 
called inhibitory.  The magnitude of the weight values is also of importance in single 
layer networks.  A large value means that the associated input is important to the 
solution, while a smaller value indicates a lesser importance.  If the weight value is zero 
the associated input plays no role in the solution; practically speaking the connection is 
not there. 
 
Each neural unit calculates a net input value for a specific pattern using the pattern 
components and weight values.  In the majority of architectures, this net input is 
calculated as: 

 

where n is the number of components, the wj’s are the weight values and the xj’s are the 
component values. 
 

 
 

Figure 2.1 Schematic illustration of a neural unit 
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Each neural unit has a function that calculates an output value given the net input value.  
This function is generally called the activation function.  It calculates the activation level 
of the unit, which is the same as its output value.  There are two types of activation 
functions.  In the simplest case the output value, oi, is completely determined by the net 
input value: 
 

 
 
In the more complicated case this output value is also determined by the previous output 
of the neural unit: 
 

 
 
In this case the unit is called recurrent, and the output values form a time sequence. 
 
Some common activation functions are: 
 
The identity function: 
 

 
 
The binary step function with threshold θ: 
 

 

 
In this case, the unit "fires" (produces an output value different from 0) if the net input 
value is equal or larger than a certain threshold value. 
 

 
Figure 2.2 The binary step function 

 
 
This function is also called a hard threshold function because its output value shows a 
discontinuous jump at the threshold value.  This function is not differentiable and is an 
idealization of what happens in nature and also in hardware implementations.  The actual 
function is a soft threshold, also called a sigmoid function or S-shaped curve.  Its 
mathematical representation is the logistic function: 
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with shows a soft transition from 0 to 1.  Both these values serve as asymptotes, and σ is 
a steepness parameter.  The function will be steeper for larger values of σ. 

Figure 2.3 The logistic function 
 
It is sometimes advantageous to use a function that ranges from –1 to 1 instead of from 0 
to 1.  Mathematically, we have a hyperbolic tangent given by the formula: 
 

 

 
It is again possible to introduce a steepness parameter to change the slope of this 
function.  Sometimes, we desire an arbitrary range [a, b], a < b for the function.  In this 
case we use the formula: 
 

 

 
There are other activation functions, as we will see later when discussing more advanced 
neural network architectures. 
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3. Simple Neural Networks for Pattern Classification 
 
3.1 Introduction 
 
Before we can discuss pattern classification, we need to know what is a pattern and what is 
meant by the classification of a pattern.  Generally speaking, a pattern is a collection of 
values.  Examples are: 
 
0  1  1  0  0  1  0  0  1   a binary pattern 
-1  1  1  -1  -1  -1  1  -1  a bipolar pattern 
2  5  -7  1  -12  9  16   a pattern of integer values 
0.50  -0.34  0.12  0.67  -0.28  a pattern of real values 
red  white  green blue   a pattern of symbolic values 
2  female  3.45  -1  0   an arbitrary pattern 
 
It is seen that a great variety of different pattern types exist.  Sometimes, a pattern is treated as 
if it were a vector in mathematical manipulations.  It is not!  Vectors have special properties.  
For example, a 3D velocity may be represented by the vector (0.5, -0.7, 0.9) in which all three 
components have the same dimension m/sec.  All vector components always have the same 
dimension. 
 
Neural networks can only deal with numerical patterns.  When patterns contain symbolic 
values some preprocessing is required.  Often, people use a mapping from symbolic values to 
integers, for example: 
 
red → 1 
white → 2 
green → 3 
blue → 4 
 
This will work, but has a significant disadvantage.  Integers are ordered while symbolic 
values generally are not meant to exhibit this ordering.  In the above example green is larger 
than white and blue has a larger distance from red than it has from green.  When symbolic 
values are used and two patterns are given, the important issue often is if these values are 
equal or unequal, not in which way the patterns are unequal.  Special distance measures can 
take this into account. 
 
There is an alternative approach.  Generally, when designing a neural network, one uses one 
input unit for every pattern component.  Thus, the input layer of the network has as many 
units as there are components in the patterns to be processed.  But if one of these components 
takes on symbolic values, say 4 different colors as in the example above then that component 
can be represented by 4 input units, and the color representation will be as follows: 
 
red → 1 0 0 0 
white → 0 1 0 0 
green → 0 0 1 0 
blue → 0 0 0 1 
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This eliminates the distance problem, but enlarges the neural network.  It is generally 
preferred to keep networks small; therefore, this representation is not often used. 
 
Different components of the same pattern may also have vastly different value ranges.  For 
example, when representing a student profile both age and average GPA maybe components 
of the student pattern.  While age can take on many values in the range 10 – 80, a GPA is 
usually bounded by 0 and 4.0.  It is advantageous for neural network processing to scale 
values into the same range, often in the range [0, 1] or in the range [-1, 1].  Additionally, if the 
values of the different components approximate normal distributions they may be given the 
same standard deviation, generally scaled to 1. 
 
In pattern classification, each pattern is associated with a category.  In the simplest case there 
is a single category, and the pattern does or does not belong.  For example, a neural network 
may be designed to diagnose a certain disease given a pattern of symptoms.  The outcome 
would take the form of “yes” (the symptoms are indicative of the disease) or “no” (the 
symptoms indicate that the disease is not present in the patient).  However, in most 
classification tasks there are many different categories, and each pattern is believed to belong 
to only one of them (categories are mutually exclusive). 
 
We will first design a neural network for a problem that has a single category.  To be explicit, 
we will assume that our problem is one of disease diagnosis in which n symptoms 
(measurements) are available for each patient.  In this case the network will consist of n or 
n+1 input components and can be designed using a single neural unit.  The input units do not 
provide any processing; they simply propagate the values they receive and are not considered 
neural units.  The additional input unit is called a bias unit and is optional.  If present, it 
always receives the input value 1 and is connected through a weighted connection just like the 
other input units. 

 
Figure 3.1 A simple neural network 

 
In this architecture, a value 1 may be used to indicate the presence of the disease and a value 0 
(binary representation) or –1 (bipolar representation) would signal the absence of the disease.  
We will also assume that the activation function of the neuron is a hard threshold, and neural 
processing in bipolar representation will be as follows: 
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    (3.1) 

 
Note that it is somewhat arbitrary if the equality sign is included in the “firing” or in the “not 
firing” behavior of the neuron.  Because the summation starts at 0 a bias input is assumed, and 
the threshold value is set at 0. 
 
If no bias is used the threshold value becomes another parameter, often symbolized by θ, and 
the activation function becomes: 
 

    (3.2) 

 
It is now seen that the boundary between patterns that belong and patterns that do not belong 
in the case of a bias input is given by the equation: 
 

       (3.3) 

 
and when no bias is used this equation becomes: 
 

       (3.4) 

 
Comparing these expressions, and taking into account that the bias input value is always 1, it 
will be evident that the relation 
 

       (3.5) 
 
holds; the bias weight plays the role of a threshold.  Since weight values are generally 
determined by means of a learning algorithm in this kind of network, and threshold values 
must be provided by the user, there is a definite advantage of using a bias input. 
 
If for a given patient all symptoms are unknown, and if unknown components are given the 
value 0 then the bias input alone determines the outcome of the classification.  It is now seen 
that the bias weight value represents a prior probability of the classification, the probability of 
the outcome in the absence of any data associated with the specific item.  Indeed, if the 
network is trained with more negative than positive examples, it is seen that the bias weight 
will assume a negative value, while if positive examples formed the majority, a positive value 
will be found for this weight. 
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3.2 Linear separability 
 
A classification problem may be linearly separable or not linearly separable.  In order to find 
out, plot all n-dimensional patterns in their pattern space, and determine if hyper-planes exist 
that separate the classes.  The existence of such hyper-planes makes the problem linearly 
separable.  Actual plotting is of course only possible if the patterns are 2D or possibly 3D, but 
the idea generalizes to an arbitrary number of dimensions. 
 
The figure below shows the case of 2D patterns that belong to either one of two classes.  
Because a linear separator exists between the classes this problem is linearly separable. 

 
Figure 3.2 A linearly separable pattern set 

 
We return to the neural unit with a hard threshold activation function and a bias input 
discussed previously.  As shown in equation (3), the decision boundary in this case is given 
by  

 

 
In the 2D case this becomes: 
 

 

 
which is the equation of a straight line.  It is now seen that the decision boundary, as 
implemented by the neural activation function and the separator of a linearly separable 
problem are the same thing.  Therefore, if a classification problem is linearly separable then a 
set of weights exists that can be used in a neural network to solve the problem.  If the patterns 
are 2D the coefficients of the separator will provide us with a set of weights (since there may 
be many separators, there is generally no unique set of weights), but in problems of higher 
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dimensions finding appropriate sets of weight values is more difficult.  The question of 
finding these values is one of network training.  Several training algorithms have been 
developed to accomplish this goal. 
 
If a classification problem is not linearly separable then a set of weights that provide a neural 
network solution does not exist and no training algorithm will succeed. 
 
If a classification problem has m classes then a neural network solution is generally 
implemented using m neural units, one for each class.  The output values now form a pattern, 
also called the output vector.  In most cases the classes are mutually exclusive, and the ideal 
output pattern has a value1 in the position of the class of the given pattern and values 0 
(binary representation) or –1 (bipolar representation) in all other positions.  For example, if 
the problem has 4 classes and the given pattern belongs to the 2nd class then the ideal output 
pattern in binary representation would be (0  1  0  0). 

 
Figure 3.3 A network for a classification problem with m categories 

 
A problem having m classes is linearly separable if the patterns belonging to each class can be 
separated from all other patterns by means of hyper-planes.  Except in the simplest cases, it is 
not possible to know in advance if a problem is linearly separable or not.  To find the answer 
try to train a single layer neural network.  If training succeeds the problem is linearly 
separable, but if training does not succeed it is not necessarily the case that the problem is not 
linearly separable. 
 
Three well-known examples are the AND, OR and XOR problems.  They are generally not 
considered to be classification problems, but since the desired output value is 1 or –1 (in 
bipolar representation) they fall into the same category.  Patterns and classes are shown in 
Table 1.1.   Each pattern set can be represented by a 2D drawing.  It is seen in Figure 3.4 that 
the first two problems have a separator, while the third one does not.  Thus, it is possible to 
solve the first two problems using a neural network, while no single-layer neural network 
solution exists for the XOR problem. 
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Table 1.1  Patterns and classes for the AND, OR and XOR problems 
 

AND OR XOR 
pattern class pattern class pattern class 

-1 -1 -1 -1 -1 -1 -1 -1 -1 
-1 1 -1 -1 1 1 -1 1 1 
1 -1 -1 1 -1 1 1 -1 1 
1 1 1 1 1 1 1 1 -1 

 
 

 
 

Figure 3.4 Three well-known example problems 
 
We can use the equations of the separators (as shown in the drawing below) for the first two 
problems to find the network weights.  When comparing these equations with the general 
form:  the values of these weights follow, as shown in Figure 3.5. 
 

 
Figure 3.5 Networks that solve two of the problems 
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3.3 Neural Network Training 
 
The oldest training algorithm has been attributed to Hebb, and is based on Hebb’s statement:  
If two neurons that are located near each other are both firing then the connection between 
them is strengthening. 

 
Figure 3.6 Two neurons, located near each other, that are both firing 

 
Mathematically, the change in weight is proportional to the output values, o, of the neurons: 
 

       (3.6) 
 
in which α is a proportionality constant, called the learning rate.  This law was originally 
formulated for biological neurons with output values 0 or 1.  Any value of 0 would keep the 
connections emanating from this neuron from strengthening.  But the artificial neurons often 
use bipolar representation of the data in which 0 is replaced by –1.  In this case, the 
connection strengths are always changing, strengthening when the attached neurons show the 
same behavior and weakening if their behaviors are different.  It was found that the Hebb 
learning law was still useful in this case; it was found to be even more powerful, and this is 
called the extended Hebb rule (although the rule itself is still the same). 
 
As equation (3.6) shows, this rule does not contain a target value, and is used for unsupervised 
training.  A slightly revised version is used for supervised training: 
 

       (3.7) 

 
Figure 3.7 A neural unit with one input unit 

 
In this case x is an input value (possibly, but not necessarily the output value of another 
neuron) and t is the target (the desired output value) of the receiving neuron. 
 
Later, a slightly different rule, the Delta rule, was formulated.  In this rule, the weight change 
is proportional to the difference between the target and the current output value, instead of 
merely being proportional to the target.  Mathematically, the weight change takes the 
following form: 

      (3.8) 
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These two rules show some significantly different behavior.  When using the Delta rule 
learning stops when the neural unit’s output value reaches its target.  This is not the case when 
Hebb learning is used; the neuron may show the desired behavior, but its weights are still 
changing.  Because of this the current output value should be checked first, and a change 
should only be made if this value is still different from its target. 
 
Although these training rules do not specify an activation function, the forms of equations 
(3.7) and (3.8) are generally used combined with a hard threshold.  Thus, the neural outputs 
take on values 1 and 0 (or –1), and output values can match targets exactly.  Training usually 
continues until all training patterns show the correct output values. 
 
Artificial neurons using hard thresholds are often called perceptrons.  In 1962, Rosenblatt 
formulated an interesting learning algorithm that does not make use of target values.  Using a 
binary representation of output and target values and initializing all weight values to 0 the 
algorithm is the following: 
 
Repeat 
 For each training pattern do 
  Present the pattern to the neurons and calculate the output values 
  For each neuron do 
   If output = target do nothing 
   Else if output = 0 (and should be 1) 
    Add each input value to the corresponding weight value 
    If output = 1 (and should be 0) 
    Subtract each input value from the corresponding weight value 
 Until all output values are correct 
 
As an example, we will follow the training of a neuron learning to represent the AND 
function using this algorithm.  We will first use a binary representation of the data.  They take 
the form as specified in Table 3.2.  Note that X0 is the bias value, which always equals 1.   
 
Table 3.2  Patterns and targets of the AND function with a bias input in binary representation 
 

Pattern number Pattern values Target value 
 X0 X1 X2 T 

1 1 0 0 0 
2 1 0 1 0 
3 1 1 0 0 
4 1 1 1 1 

  
The formula: 

 

 
is used to calculate the net input into the neural unit.  Because the initial weight values are 0 
the net input resulting from the first three patterns will also be 0, and the output values will 
match the targets.  The first three patterns will not cause any changes in weight values.  But 
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the output of the fourth pattern will not match its target, and summation of the pattern 
components will result in weight values (1  1  1). 
 
We have now completed the first epoch, but in the majority of the cases training will require 
many epochs.  It is indeed easily verified that not all patterns give the correct output values 
when using the current weights. 
 
The 2nd epoch proceeds as follows: 
 
1: Output  = 1   Target = 0   Weight changes = -(1 0 0)   Weights = (0 1 1) 
2: Output  = 1   Target = 0   Weight changes = -(1 0 1)   Weights = (-1 1 0) 
3: Output  = 0  Target = 0  
4: Output  = 0   Target = 1   Weight changes = (1 1 1)   Weights = (0 2 1) 
 
and the 3rd iteration: 
 
1: Output  = 0   Target = 0    
2: Output  = 1   Target = 0   Weight changes = -(1 0 1)   Weights = (-1 2 0) 
3: Output  = 1  Target = 0  Weight changes = -(1 1 0) Weights = (-2 1 0) 
4: Output  = 0   Target = 1   Weight changes = (1 1 1)   Weights = (-1 2 1) 
 
etc. 
 
This process must be continued until all patterns produce the correct output values.  We now 
change to a bipolar representation, but leave the target values unchanged since the algorithm 
does not use the explicit values.  The data take the form shown in Table 3.3. 
 
Table 3.3  Patterns and targets of the AND function with a bias input in bipolar representation 
 

Pattern number Pattern values Target value 
 X0 X1 X2 T 

1 1 -1 -1 0 
2 1 -1 1 0 
3 1 1 -1 0 
4 1 1 1 1 

 
The first epoch produces exactly the same result, because only the 4th pattern changes the 
weight values, and this pattern has not changed.  Therefore, the weight values at the end of the 
first epoch are once more (1  1  1). 
 
The second epoch proceeds as follows: 
1: Output  = 0   Target = 0    
2: Output  = 1   Target = 0   Weight changes = -(1 -1 1)   Weights = (0 2 0) 
3: Output  = 1  Target = 0  Weight changes = -(1 1 -1) Weights = (-1 1 1) 
4: Output  = 1   Target = 1    
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It is easily verified that the third epoch does not show any incorrect output values; therefore, 
training terminates after the third epoch (and the correct weight values were found after the 
second epoch). 
 
It is seen that the bipolar patterns led to much faster training than the binary patterns.  This is 
generally the case.  The binary representation has the disadvantage that the 0 values cannot 
change the weights.  Thus, approximately half of the input values are incapable of improving 
the result.  In bipolar representation, on the other hand, each input value can cause changes to 
the weights, leading to much faster progress. 
 
Also note that even though the target values do not influence the result when the Rosenblatt 
algorithm is used, they are very important for the Hebb rule.  It is seen that target values of 0 
cannot lead to changes using this rule; therefore, the Hebb rule requires bipolar target values.  
The Delta rule will work with both binary and bipolar target values, but bipolar patterns will 
lead to faster learning. 
 
 
3.4 An application: A simple neural network for character recognition 
 
Fausett, 1994, describes the following application.  A neural network is trained to distinguish 
between the characters: 
 

A  B  C  D  E  J  K 
 
The training set consists of characters printed in three fonts and thus will contain 21 patterns, 
as shown in Figure 3.8.  Although it is generally not advised to use the actual pixel values of 
the imagery as input data to the network, but to use features extracted from these data instead, 
pixel data will be used in this very simple example.  The first task is to translate the symbolic 
data shown in Figure 3.8 to numeric values.  We will use the value 1 for pixels that belong to 
the characters and the value –1 for background pixels. 
 
Since the images are 7 x 9 pixels in size and belong to 7 classes, the network will contain 64 
(= 7 x 9 + 1 for the bias) input units and 7 neural units.  We will also use a bipolar 
representation for the classes; therefore, the target for the letter A, for example, will be: 
 

1 -1  -1  -1  -1  -1  -1 
 
and the target for the letter D is: 
 

-1  -1  -1  1  -1  -1  -1 
 
The neural units will have hard threshold functions: 
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Figure 3.8  The training set for the character recognition problem 
 
The network can be trained by any of the aforementioned training algorithms.  The success of 
these algorithms shows that the data set is linearly separable, something that is not evident 
from just looking at the data.  After training, the network must be tested with a different data 
set; an example test set is shown in Figure 3.9. 
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Figure 3.9  A possible test set for the character recognition problem 
 
Figure 3.9 shows a possible outcome of the test procedure.  There are different kinds of errors.  
One possibility is that all output values for a specific input pattern are –1, no class is chosen 
by the network.  Another type of error occurs when two (or more) output values show +1; the 
network may indicate the correct class, but another class (or other classes) is also selected.  
Since the correct class is not known during the application phase, this is also an error.  A third 
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kind of error occurs when only a single +1 occurs in the output pattern, but it is located in the 
wrong position.  Figure 3.9 shows all the different error types.  All together 5 of the 21 
patterns are misclassified in this example; thus, there are 16 correct classifications and the 
performance of the network on this particular set is 16/21 = 0.762 or 76.2% 
 
 
3.5 The extended Delta rule 
 
The goal of neural network training is to minimize the error of the network given a set of 
patterns.  This error is defined as the difference between a neural unit’s output value and its 
target value summed over all output units and all patterns of the set. 
 
First we will assume a network having a single output unit.  Given a specific pattern, the 
squared error will be: 

       (3.9) 
 
The error is always squared, because in the case of several output units and more patterns the 
difference between target and output values can be positive or negative, and we do not want 
errors of different signs to cancel. 
 
E is a function of the weight values, because the output value depends on them.  If we denote 
the neural activation function by f then Eq. (3.9) takes the form: 
 

      (3.10) 

 
The task is now to find a set of values wi that minimizes this expression.  To simplify this 
task, we will assume that the activation function is linear: .  Eq. (3.10) then becomes: 
 

      (3.11) 

 
Note that in the linear case the error function is a hyper-paraboloid and therefore has a unique 
minimum.  Thus, there exists a unique set of weight values that can be found by setting the 
partial derivatives of the error function equal to 0: 
 

 

 
in which k is the number of weights of the network.  This set of equations will be linear, and 
thus a solution can be found using any one of a variety of numerical methods that deal with 
sets of linear equations. 
 
However, in general the activation function will not be linear, and a set of complicated non-
linear equations will result.  A more general minimization method is that of steepest descent. 
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Consider the hyper-surface .  Each set of values corresponds to a point on 
this surface.  Searching for a (local) minimum using the steepest descent method works in the 
following way.  Starting at an initial point on the error surface E we take a step in the local 
direction of steepest descent.  Since this direction varies from point to point it has to be 
recalculated after every step.  This method will lead us to the local minimum closest to our 
starting point. 
 
Mathematicians have shown that given a surface, , the direction of steepest descent 
is given as: 
 

 

 
We now return to Eq. (3.11) and calculate the derivative along the Ith axis of weight space: 
 

     (3.12) 

 
According to the steepest descent method, the change of weight in the Ith direction will be 
proportional to the negative of this derivative.  Using the proportionality constant α the 
weight change formula becomes: 
 

    (3.13) 

 
This learning rule is really the same as the Delta rule discussed before in the case of a linear 
activation function. 
 
If there are m output units then the total error will be the sum of all unit errors.  The error 
formula then becomes: 
 

     (3.14) 

 
and the steepest descent direction is given by: 
 

     (3.15) 

 
which leads to the learning law: 

    (3.16) 
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For many problems, linear output functions will not be appropriate.  In the general case of 
neural activation function f the total error will take the following form: 
 

     (3.17) 

 
To find the update for a specific weight wIJ in this case, we must differentiate Eq. (3.17): 
 

    (3.18) 

 
It is seen that the activation function now must be differentiable; a hard threshold cannot be 
used.  Recall from Chapter 2 that there are two functions, both soft thresholds that are often 
used for this type of problem.  One is the sigmoidal function: 
 

 

 
with derivative:      
 
and the other one is the tangent hyperbolic function: 
 

 

 
with derivative     
 
Also recall that σ is a steepness parameter that is generally set equal to 1. 
 
When a soft threshold function is used the termination condition also changes.  Target values 
of 1, 0 or –1 now become asymptotes that cannot be reached.  Thus, the error will not become 
zero, but could reach an arbitrarily small positive value.  We will need an error threshold, and 
training will be terminated when the total error falls below this threshold.  If k is the number 
of iterations executed so far then a typical behavior of the error, E(k), as a function of this 
number of iterations is shown in Figure 3.10. 
 
During a training session, the weight values will generally be updated after every presentation 
of a training pattern.  This is called pattern update of the weight values.  Sometimes, different 
patterns will pull the weights in opposite directions, and the weight values will show a lot of 
oscillations.  In that case it may be advantageous to collect the weight updates over an entire 
epoch, and only change the weights at the end of the epoch using values averaged over the 
collected updates.  This is called batch update.  Batch update is generally slower, but leads to 
more stable behavior of the training process. 
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Figure 3.10 The error as a function of the number of iterations 

 
 
Example calculation 
 
Given is the AND function in bipolar form: 
 

Pattern Target 
X0 X1 X2  
1 -1 -1 -1 
1 1 -1 -1 
1 -1 1 -1 
1 1 1 1 

 
The neural unit will have the activation function: 
 

 

 
therefore, the weight update formula will take the form: 
 

 with α = 0.5 
 
The initial values of the weights (w1, w2, w3) are (0,  0,  0), and we will now process the 
patterns one at a time: 
 

1. net = 0,   
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 = (-0.5, 0.5, 0.5) 

 
 
2. net = -0.5 + 0.5 – 0.5 = -0.5 

 

       

 

       

       
     = (-0.8549, 0.1451, 0.8549) 
 
 

3. net = -0.8549 – 0.1451 + 0.8549 = -0.1451 
 

       

 

       

       
     = (-1.3163,  0.6065,  0.3935) 
 
       

4. net =  -0.3163 
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After the first iteration we have the weight values: 
       
     = (-0.7521,  1.1707,  0.9577) 
 
We now calculate the new error: 
 
1:    net1 = -0.7521 – 1.1707 – 0.9577 = -2.8805  y = -0.8937  (t – y)2 = 0.0113 
2:    net2 = -0.7521 + 1.1707 – 0.9577 = -0.5391  y = -0.2632  (t – y)2 = 0.5429 
3:    net3 = -0.7521 – 1.1707 + 0.9577 = -0.9651  y = -0.4483  (t – y)2 = 0.3044 
4:    net4 = -0.7521 + 1.1707 + 0.9577 = 1.3763   y =   0.5968  (t – y)2 = 0.1626 
 
and we find that this error is:  1.0212 
 
We need to continue the training process until this error falls below the threshold. 
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4. Pattern Association 
 
4.1       Introduction 
 
Association is a common ability of humans.  We associate a face with a person, a smell 
with a person, or a piece of music with a certain event, among other things.  Neural 
networks can also be used for pattern association. 
 
There are two kinds of association: auto-association and hetero-association.  In auto-
association a pattern is associated with itself or with a perfect version of itself.  
Applications are: 
 

1. Determining if a given pattern belongs to a specific group of patterns 
2. Removing the noise from a noisy version of a pattern 
3. Restoring a pattern after some components have been lost 
 

In hetero-association two different patterns are linked.  These patterns may have the same 
or different dimensionality. 
 
There are also two types of networks that can be used for these applications: feed-forward 
networks and recurrent networks.  Thus, there are four different combinations between 
the network types and the types of applications. 
 
4.2 Feed-forward networks for pattern association 
 
The network will have an input layer and one layer of neural units.  One pattern is given 
to the input units, and the network must produce the associated pattern on the output 
layer.  Thus, the network can perform the association only in one direction.  For example, 
if the network has been trained to associate a face with a person’s name the network can 
be given face features to produce the associated name, but the same network cannot be 
given the name to produce the face features.  Training of the network again requires a set 
of known patterns, known associations in this case, but there are significant differences 
between associations and the classification problems discussed in Chapter 3.  In 
association, each combination is unique, we do not have a collection of similar patterns 
that all belong to the same class.  Therefore, the network can only recall those patterns 
with which it has been trained. 
 
The training rules themselves do not need to be different.  Given the target values, the 
same rules can be used to move the output values to the targets as were also used to train 
the classification networks.  However, there is a different method; the weight values can 
also be constructed.  A construction does not use an iterative procedure, but determines 
the weight values through a calculation from the training samples.  The advantages are 
that the values can always be found; there is no converge problem.  Also, the method is 
generally faster because iterative procedures can be extremely slow.  In order to 
understand this construction, we will first review the mathematical entity called “the 
linear associator”. 
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The Linear Associator 
 
A linear associator performs the following task.  Given L vector associations: 

 construct a matrix such that , i = 1….L. 
 
In order to accomplish this, we must form the outer product of associated vectors: 
 

 

 
Call this matrix Mi and form another matrix according to: 
 

 

 
If the vectors x form an orthonormal set: 
 

 if  
 

 
then: 
 

 
 

Therefore, if we construct a neural network such that: 
 

   (the ijth element of matrix M) 
 
then an input pattern xi of an orthonormal set will generate the associated pattern yi. 
If the input patterns are not orthonormal then the output pattern will be a mixture of the 
target patterns, and this mixture will be more severe as the input patterns are further 
removed from orthogonality.  This phenomenon is called crosstalk. 
 
Note that if a network implements a linear associator the neural activation functions must 
be identity functions.  In many cases, the patterns that are used in these applications are 
binary or bipolar, and it makes sense to use a hard threshold function as the activation 
function: 
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(if the patterns are bipolar).  This thresholding can prevent a certain amount of mild 
crosstalk. 
 
The network architecture, as presented is general and will work for both hetero- and auto-
association.  The auto-association is a special case, in which, at least during training the 
input pattern and its target are the same.  During the application phase, mildly distorted 
versions of the stored patterns will be associated with the original forms. 
 
A special application of auto-association is the recognition of a pattern as a member of a 
known set.  Suppose that a limited number of people have access to a certain room.  Each 
person has been assigned an access code, and an auto-associative neural network has 
been trained on these codes.  Then, a person requesting access can give his code to the 
network, and if the code is recognized that person is allowed access. 
 
There is the question of storage capacity.  For example, if we have four different codes 
then how large should the network be to store these codes?  The expectation is that four 
neural units combined with four input units should be sufficient, but let us explore this 
situation by means of an example.  Suppose we want to store the four orthogonal 
patterns: (1  1  1  -1), (1  1  -1  1), (1  -1  1  1) and (-1  1  1  1); we will try to use the four 
unit architecture. 
 
First we will store the pattern (1  1  1  -1) using the weight construction method 
introduced previously.  Thus, we need to calculate the external product of the pattern with 
itself, which results in the following matrix: 
 

 

 
We can then verify that the pattern is indeed recognized: 
 

 

 
Note that we need to use a threshold function to obtain the correct result. 
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We next store the pattern (1 1 –1 1).  We must form the external product using this 
pattern and then add the resulting matrix to the one obtained previously: 
 

 

 
We now verify the recognition of both patterns: 
 

    and 

 

      

 
The third vector to be stored is: (1 –1 1 1).  We form the external product and add the 
vector to the matrix to find: 
 

 

 
Finally, we want to add the vector: (-1 1 1 1) 
 

 

 
This matrix is equivalent to the identity matrix.  It will restore any pattern that is given to 
it; the power of the distributed representation is lost.  Thus, we can only store 3 patterns 
in the four-unit network.  Quite in general, when patterns have n components, only n-1 
distinct patterns can be stored. 
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Since the diagonal elements do not contribute to the recognition process, it is customary 
to set these elements equal to zero. 
 
4.3 Iterative auto-associative networks 
 
When an associative network is given a distorted version of one of its stored pattern, the 
network output may show an improved, but not completely restored pattern.  The logical 
solution is to submit the new pattern in the expectation that more restoration will take 
place the second time around.  This procedure can be repeated until the pattern is fully 
restored.  This is the idea of an iterative auto-associative network. 
 
The network is constructed in the following manner: 

 
Figure 4.1 An iterative auto-associative network 

 
Note that the connections now are bi-directional.  This kind of network does not have an 
input layer; both layers consist of neural units associated with an activation function.  In 
fact, the network cam be collapsed into a single layer architecture, but for clarity we will 
keep two layers and pass the patterns back and forth between them.   
 
Patterns may be stored as before by means of the construction of a weight matrix by 
adding the matrices resulting from the external products of each pattern with itself.  The 
resulting matrix will be symmetrical: and the values of the diagonal are 
commonly set to 0.  The activation function of the neural units is again a hard threshold 
function, where the threshold is denoted by θ or θi if not all neurons use the same 
threshold value, but in many cases the threshold value is set at 0. 
 
The processing algorithm is now as follows: 
 

1. Calculate the weight matrix using the patterns to be stored.  The network is now 
ready for processing. 

2. Choose one of the two layers as the current input layer, and present the values of 
the pattern to be processed to this layer. 

3. While the termination condition has not been reached, do: 
a. Calculate the net input to each neuron of the other layer. 
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b. Calculate the output value of each neuron according to the following 
formula: 

 

 

 
c. Evaluate the termination condition. 

 
 
There are three possible termination conditions: 
 

1. The output pattern of the network is equal to one of the stored patterns.  The 
processing terminates successfully with one of the patterns being recognized. 

2. The output pattern of the network is equal to a pattern produced before in the 
same sequence.  The network has entered into a circle, and further processing 
will not result in a solution.  The processing terminates unsuccessfully. 

3. A maximum number of iterations has been surpassed, and the network is 
assumed not to be able to produce a solution. 

 
Since the second condition is difficult to discover, because it requires all previous 
patterns produced in an iteration to be stored and compared with the current one, people 
generally only implement the third condition.  This maximum number must be carefully 
chosen so that processing is not prematurely terminated. 
 
Examples 
 
The following matrix stores the single pattern:  (1, 1, 1, -1) 
 

 

 
Now consider the pattern (1, 0, 0, 0) in which the zero values indicate components for 
which the value is unknown.  Apply the weight matrix to this pattern, and calculate the 
output values: 
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The result is still not the stored vector; therefore, repeat the procedure using this result as 
the input pattern.   

 

 
After the output values are thresholded (using a threshold of 0), the original pattern is 
restored. 
 
 
Another example: start with the initial vector (0, 0, 0, -1); the zero elements again denote 
unknown components. 
 

 

 
Once more: 
 

 

 
 
A final example: (1, 1, -1, 1): 
 

 

 
Note that the multiplication has only changed the sign of the vector.  Apply the procedure 
once more: 
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It is seen that a cycle has occurred, and the original pattern will not be restored by further 
processing.  This always happens when the input vector is perpendicular to the stored 
vectors, as is the case in this example. 
 
Note also that this kind of network cannot distinguish between a vector and its negation.  
If a vector is stored in the network, and therefore: 
 

 
 
then also: 
 

 
 
 
4.4 Hetero-associative recurrent networks 
 
The recurrent network designed by Kosko is often called the Bi-directional Associative 
Memory or BAM.  This architecture also does not have an input layer, but two neural 
layers are required.  The associated patterns may have different dimensions, and the 
number of neurons in each layer equals the dimensionality of each pattern type.  The 
figure below illustrates the network architecture. 

 
Figure 4.2 A hetero-associative recurrent network 

 
The patterns can be binary or bipolar, and the activation function is generally a hard 
threshold.  Continuous patterns are also possible, but we will not discuss examples that 
use continuous patterns here. 
 
As in the auto-associative recurrent network the connections are bi-directional, but the 
weight matrix is not symmetrical (or even square if the associated patterns have different 
dimensionality).  But note that if the associated patterns are denoted by and the 
matrix W is used to propagate patterns from the to the  layer then the transposed 
matrix WT will propagate patterns in the opposite direction. 
 
For binary and bipolar patterns the weight matrix is calculated as before, but if the 
patterns are binary their bipolar equivalent is used to find the elements of this matrix. 
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To illustrate the matrix construction, assume that we are dealing with the following 
association:  ,  p = 1,....., P. 
 

with     

 
The matrix is then formed in the following way: 
 

 

 
This formula can also be expressed in terms of the matrix elements: 
 

 

 
We will again use a threshold activation function that in the bipolar case takes the form: 
 

 

 
in which the threshold θ may be different for different neural units, but is most cases this 
value will be 0 for all units.  Note that W is the matrix to be applied to patterns of type t, 
while its transpose will be applied to patterns of type s.  
 
 
The processing algorithm is as follows: 

 
1. Call the given associations  and calculate the elements of the weight 

matrix from them. 
 
2. Given a new associated pair , start from one of the patterns of this 

pair, say , select the appropriate form of the weight matrix (W or WT), 
and proceed as follows 

 
a. Give the pattern  to the layer currently functioning as the input layer 

and give  to the other layer. 
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b. While the termination condition is false, do 
i. Calculate the net input values into the y-layer by applying the 

weight matrix to these values 
ii. Apply the activation function of the y-layer (generally hard 

threshold) to these input values; the results are the output 
values of the y-layer and also the input values for the next 
propagation of values toward the x-layer by applying the 
transpose of the matrix used previously. 

iii. Calculate the net input values into the x-layer 
iv. Apply the activation function of the x-layer to these input 

values; the results are the output values of the x-layer. 
 

c. Evaluate the termination condition. 
 
The termination conditions are the same as those used in the auto-associative case. 
 
 
An example 
 
Given are the following two associations: 
 

 

 
Calculate the weight matrix as follows: 
 

 

and note that we have constructed a matrix to be applied to patterns of type y: 
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Now consider a third association, defined as: 
 

 

 
and calculate: 

 

in which the choice was made to begin with the x-pattern, and therefore the transposed 
matrix had to be used.  To complete the iteration, we will propagate the result to obtain: 
 

 

 
It is seen that the processing converged to the pattern . 
 
Is it possible to know in advance which patterns will be found given an initial pair for 
processing?  The answer is yes; we converge to the pattern closest to and of the same 
type as the initial pattern, where close is defined using the Hamming distance. 
 
The Hamming distance for bipolar patterns 
 
Given two bipolar patterns, count the number of components that are different.  By 
definition, that value is the Hamming distance between those patterns.   
 
Example: 
 
Pattern 1:  (1  -1  -1  1  1  -1) 
Pattern 2:  (1   1  -1  -1  1  1) 
 
Three components are different, and therefore the Hamming distance between these 
patterns is 3.  There is also an average Hamming distance, defined as: 
 

. 
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In our example the average distance is ½. 
 
In the previous example, the first pattern that was processed is x3.  This pattern has a 
distance 3 with respect to the pattern x1 and a distance 1 from x2.  Therefore, the patterns 
(x3, y3) converge to the stored set (x2, y2). 
 
 
More examples: 
 
Suppose that a network has stored the following pairs; note that the associated vectors 
have the same dimension: 
 

 

 
Calculate the weight matrix as: 
 

 

 
and note that this matrix uses y as the current input pattern. 
 
 
Now the network is presented with the pair: 
 

 

The processing is as follows: 
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The network converges to the pair (x2, y2), which was to be expected because x3 is closer 
to x2 than x1. 
 
We now change this pair a little bit; note that only the vector y is different: 
 

 

 
In this case, the processing gives us: 
 

 

 
 

 

 
 
and we have obtained a circle.  The reason is again because the new vector y is 
orthogonal to the vectors y that are stored in the network. 
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The following is a famous example, taken from Kosko’s article: 
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5.              The Hopfield network 
 
5.1      The architecture 
 
The Hopfield network is a special case of an associative network (Hopfield, 1982, 1984).  
It consists of a single layer of neurons that are all interconnected, but do not have self-
connections.  Therefore, the weight matrix, which is symmetrical like for all auto-
associative networks, has zero-elements on the diagonal.  Figure 5.1 shows the 
architecture.  
 

 
Figure 5.1  The Hopfield architecture 

 
This architecture has two important differences when compared with other auto-
associative networks:   
 

1. Each neural unit receives external input values during each iteration.  Other 
auto-associative networks receive their inputs only once, when the algorithm 
begins its processing.  

2. Only one neural unit updates its activation value at a time, and this new value 
is used to calculate the net input of the next unit.  In other auto-associative 
networks all units calculate their net input value simultaneously, and all 
activation values are changed at the same time. 

 
This second difference is very important with respect to the processing of new patterns.  
Before, it was possible that the processing in an auto-associative network would lead to a 
circular appearance of the same patterns, and convergence would not be achieved.  We 
will show that the separate update of neural unit activation will guarantee convergence 
behavior. 
 
Before proving convergence behavior we will first demonstrate this by means of an 
example.  We will return to the pattern (1, 1, 1, -1) that previously has led to circular 
behavior of an auto-associative network, and we will show that with separate updates 
convergence will occur.  After storing only this pattern in the network we have the 
following weight matrix (with zero elements on the diagonal): 
 

 



 2 

 
We again consider the pattern (1, 1, -1, 1) that is orthogonal to the stored pattern and that 
previously caused problems. 
 
It is not important in which order the activations are updated.  We will begin with the first 
element.  We only show this element in the calculation below, emphasizing that the other 
values have remained the same.   
 

 

 
Next, we update the second element: 
 

 

 
And the third: 
 

 

 
Finally, the fourth element is changed: 
 

 

 
At this point we have recovered the negated version of the stored pattern, and since the 
network cannot distinguish between a pattern and its negation, we have obtained a 
solution.   
 
Hopfield originally designed this network for binary patterns, but used their bipolar 
counterparts to calculate the elements of the weight matrix.  However, the network can 
also be used for bipolar patterns, and a slightly revised version exists for continuous 
patterns (Hopfield and Tank, 1985).  As before, the networks that process binary or 
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bipolar patterns use hard threshold activation functions.  Each neural unit may use a 
different threshold value. 
 
The convergence proof for this type of network is based on the concept of a Lyapunov 
function, also used in the theory of dynamical systems.  A dynamical system is a system 
characterized by a state, where a state is simply a collection of values.  This state changes 
in time, and these changes are governed by rules.  Thus, a Hopfield network is an 
example of a dynamical system; the set of neural activation values form its state, and the 
activation function serves as the rule according to which state changes occur.  Some, but 
not all dynamical systems, are associated with a so-called Lyapunov function.  The 
Lyapunov function, sometimes called an energy function, is a function of the state 
variables that satisfies two specific conditions: 
 

1. Every change in state of the dynamical system causes a finite decrease in the 
value of the Lyapunov function. 

2. The function has a lower bound. 
 
It will be evident that under these circumstances the dynamical system must reach a final 
state; thus, showing convergence.  Note the difference between a lower bound and a 
minimum value of a function.  A function that has a lower bound cannot attain values 
lower than this bound, but does not have to attain this bound, while a minimum value is 
always attained for a specific set of parameter values.   
 
Given a dynamical system the task is to find a Lyapunov function for this system and 
thus showing convergence to a final state (which need not be a useful solution; it is 
merely a final state of the processing).  Unfortunately, no algorithm exists that allows us 
to construct a Lyapunov function for a given dynamical system.  Such a function may not 
even exist.  We can only propose a candidate function, and then we have to show that this 
function has the two properties mentioned above.  The procedure requires experience and 
creativity.     
 
We will consider a Hopfield network with state variables (the network outputs) y, an 
input pattern x, and a set of unit thresholds θ .  Note that all three entities may be 
considered vectors and will be treated as vectors in the following formulas. 
 
Assuming binary patterns, recall that the activation function, which governs the change of 
state of the network, takes the following form: 
 

 

 
The function posed as the Lyapunov function for this problem has the following form: 
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We now must prove that this function satisfies the two conditions. 
 

1. Assume that neural i changes its state, denote the magnitude of this change by 
 

 
Consider the terms in the Lyapunov function E that are affected by this 
change: 
 
The first terms:   will cause a change:  

The second term:   will cause a change:  
The third term:   will cause a change:  
 
Therefore, the total change in value is: 
 

 

 
There are two cases: The activation of the neural unit may change from 0 to 1 
or this value may change from 1 to 0. 
 
  0  ⇒ 1     1  ⇒  0 
  Δyi > 0     Δyi < 0 
                        

  ΔE < 0     ΔE < 0 
 
Evaluating these two cases shows that the function value decreases in both 
situations.  Since these are the only two possibilities, the value of E will 
decrease following any finite change of state of the network. 
 
 

2. Because the values yi are binary or bipolar the value E has a lower bound 
equal to: 

 

 
 

Therefore the function E is indeed a Lyapunov function and the Hopfield network will 
always converge to a final state. 
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5.2 Applications of Hopfield Networks 
 
This section will discuss two examples.  The first one is very simple and doesn’t require a 
neural network solution.  Its only purpose is to show the general approach.  The other one 
is the well-known traveling salesman problem. 
 
5.2.1 Analog to Digital converter 
 
Hopfield and Tank (1986) have described the task of converting an analog signal (a 
voltage between 0 and 15 V.) to a digital representation (a 4 bit digital output).  For 
example, this application will convert 7.2 to 0111 and 11.8 to 1100.  In order to 
accomplish this, the Hopfield network must have 4 binary units.  The network is 
implemented in hardware, as shown in Figure 5.2.  The neural units are represented by 
transistors, associated with steep threshold gain functions, with output values between 0 
and 1.  The network weights are implemented by means of resistors, but note that 
resistors always have positive values while negative weights may also be required.  In 
order to obtain these negative values, the output values of the transistors must be 
invertible.  Therefore, the transistors are shown with two output lines, one carrying the 
unaltered output value and the other one having an inverted value, but only one of the 
lines is used in the final design.  Each neural unit is connected to all other units, but not to 
itself.  Figure 5.2 shows this connectivity as well as the use of the resistors. 
 

 
 

Figure 5.2 The circuitry that implements the Hopfield network  
for the analog-to-digital converter. 
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We will need to design a Lyapunov function for this network such that its desired output 
values correspond to a minimum value of this function.  Consider the following form: 

where V is the input voltage and y denotes an output value of the network.  It is seen that 
the summation in the first term converts a bit pattern to an integer value, and that this 
term will be minimized if this integer is the rounded value corresponding to the input 
voltage.  The expression in square brackets in the second term will be zero if the neural 
output would equal one of the values 0 or 1; in other words if the neural output is binary.  
Since the values 0 and 1 are asymptotes of the activation function, the second term will 
always be positive, but could be arbitrarily small.  The role of the power of two in this 
term will become clear later.  Thus, the binary representation of the integer closest to the 
value of the input voltage will indeed minimize E. 
 
We will now perform some algebra and convert this expression to a slightly different 
form. 

In order to establish the fact that E is indeed a Lyapunov function, we will compare it 
with the general form of the Lyapunov function for a Hopfield network, as established 
previously.  This form is: 
 
 
 
 
Equating these two functions term by term gives us the following values for the 
parameters: 
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With these parameter values, the network is guaranteed to converge to the solution.  Note 
that the power of 2 in the second term of E has caused that the diagonal elements in the 
weight matrix will be zero. 
 
5.2.2  The traveling salesman problem (TSP) 
 
Problem Statement:  A salesman must make a circular tour through a given number of 
cities, visiting each one only once, while minimizing the distance. 
 
Constraints in TSP: 
 
Find a sequence of cities such that: 
 - each city appears in the sequence 
 - each city appears just once 
 - the salesman returns to his starting point 
 
The cost function to be minimized is the total distance traveled. 
 
This problem can be solved by exhaustive search, but this type of search is very time 
consuming.  For n cities there are n! paths (not all distinct).  For 5 cities there are 12 
distinct tours, for 10 cities 181440 distinct tours, a 30-city tour has over 4 x 1030 distinct 
orderings.  The problem is NP-complete; if an exhaustive search is not attempted, only 
approximate solutions can be found.  There are many algorithms that will find such 
solutions.  The Hopfield approach is just one possibility (Hopfield and Tank, 1985). 
 
An important advantage of a Hopfield network is its rapid minimization of the associated 
energy function.  However, the network does not necessarily find the lowest minimum.  It 
is likely to find a good solution quickly, not necessarily the best solution. 
 
The Hopfield architecture for the TSP 
 
If there are n cities in a tour then the network can consist of n groups of n elements.  The 
representation is binary.  Each group of n elements can represent the position of a city by 
means of a 1 at the appropriate location.  For example, the sequence 01000 for city A 
indicates that A is in second place.  A possible solution for 5 cities can be written as: 
 

 
 

1 2 3 4 5  
0 1 0 0 0 A 
1 0 0 0 0 B 
0 0 0 1 0 C 
0 0 0 0 1 D 
0 0 1 0 0 E 
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To construct an energy function for this problem, we will represent the output (state) 
variables by yxi where x refers to the city and i to the position of this city in the tour. 
 
We will construct an energy function such that 
 
1)  Energy minima favor states that include each city only once 
2)  Energy minima favor states that include each tour position only once 
3)  Energy minima favor states that include all n cities 
4)  Energy minima favor states with the shortest total distance 
 
An energy function that satisfies these conditions is given by: 
 
 
 
 
 
 
 
 
The constants A, B, C, and D must be positive.  Then E is non-negative. 
 
Term 1 - Two different positions of the same city are multiplied.  This term will vanish if 
the city occupies a single position. 
 
Term 2 - Two different cities in the same position are multiplied.  This term will vanish if 
a position is occupied by a singe city. 
 
Term 3 - This is a summation of all n2 output values.  This term vanishes if there are n 
values of 1 present in the output of the network. 
 
Term 4 - This term calculates the total distance traveled.  It takes two cities in 
consecutive positions i and i+1 and sums their distance to a running total.  This term 
requires that yx0 = yxn and yx1 = yx(n+1). 
 
Thus, a solution satisfying all constraints will minimize the energy function. 
 
The next task is to construct a weight matrix that corresponds to this energy function so 
that the network will compute proper solutions.  The simple approach of comparing the 
energy function for this problem with the general form does not work in this case.  The 
weights will be determined by a plausible argument instead. 
 
Recall: a solution corresponds to a single 1 per row and a single 1 per column.  This can 
be accomplished through inhibitory connections between the neural units. 
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The inhibitory action of a neuron is proportional to its activation.  Consider the following 
set of neural activations (note that the connecting weights must all be negative): 

Figure 5.3  A set of neural units that inhibit each other 
 
The middle neuron with the larger activation will cause the other neurons to approach 
zero with the result that only one neuron will remain that still has a positive activation.  
This is what we want to accomplish in each row and in each column of the matrix 
representing the neural architecture. 
 
The connection matrix of this problem has n2 by n2 entities and will be denoted by Txi,zj 
where x and z are cities and i and j are positions in the tour. 
 
The first term in the energy function favors a single 1 in each row.  In order to place 
inhibitory connections between elements in the same row, create the connections: 
 

 
 

Here, the delta function equals 1 for equal indices and zero otherwise.  In the same row x 
= z.  The last factor is needed to prevent that a unit inhibits itself.  All units have an 
inhibitory connection strength -A between them and all other units in the same row. 
 
Units in the same column should also inhibit each other.  This is accomplished by the 
connections: 

The third term involves the sum of all outputs.  A global inhibition -C is added so that all 
units inhibit each other. 
 
The fourth term represents the distance traveled.  Inhibit the selection of adjacent cities 
proportionally to their distance.  Cities at large distances inhibit each other more.  This is 
accomplished by the term: 

The entire matrix is now specified by: 
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Hopfield and Tank experimented with this network for a 10-city tour.  They report that 16 
out of 20 trials converged to valid solutions and about 50% of the solutions were among 
the shortest found by exhaustive search.  Convergence appeared to be highly dependent 
on the values of the coefficients A, B, C and D (which were determined by trial and 
error). 
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6. Networks based on competition 
 
Competition takes place between neural units in the same layer.  There are several 
architectures in this group.  Some of them use fixed weights, and they will be discussed 
first.  Others, particularly the Kohonen network, which is the most well-known 
architecture in this class, modify their weights based on a collection of training patterns. 
 
6.1 Maxnet 
 
The architecture called Maxnet was proposed by Lippman in 1987.  The network 
implements activation decay; the output values of all units decay to zero except for the 
largest of these values.  All values decrease, and in the end there will be one unit that still 
has a non-zero output. 
 
In order to understand the use of this network, we will consider a simple classification 
problem.  Suppose the problem categorizes its patterns into 4 classes, and a single layer 
network has been designed with 4 neural units that use soft threshold functions varying 
from 0 to 1.  Ideally, when the trained network is given a pattern, one neural unit will 
show an output value very close to 1, while the others have values very close to 0.  In 
practice this generally does not happen.  One neuron will show a larger output value than 
the others, and this neuron is assumed to indicate the class in which the network has 
classified the pattern.  Note that the actual output values are not important here; the 
important issue is determining the neuron with the highest activation, interpreting this 
activation as a 1 and interpreting all other values as 0’s.  In a software implementation of 
the network there will be a procedure that determines the position of the “winning” 
neuron through a comparison of all output values.  However, if the network is 
implemented in hardware then this comparison is not a simple matter.  Maxnet is a 
hardware implementation of a procedure to find the unit with the highest output after a 
pattern has been presented to a classification network. 
 

 
Figure 6.1  The Maxnet architecture 
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Maxnet consists of a single layer of neural units; its architecture is shown in Figure 6.1.  
All units are interconnected by connections that carry a weight -ε in which ε is a small 
positive value.  The units also have self-connections weighted by values 1.  The 
following activation function is used: 
 

 

 
in which x is the current net input value of the unit.  Thus, as long as the net input is 
positive the function will act as the identity function, but as soon as the net input falls 
below zero (including equality) the output value will be zero. 
 
Network processing will be as follows.  Network activations will be initialized with the 
output values of the classification network, which will all lie between 0 and 1.  The 
network will then iterate, updating all activations during every iteration until only one 
unit will show an activation value different from 0.  When this state is reached no further 
changes can take place.  It is easily verified using the architecture and activation function 
that the output value of each unit j can be calculated from the following formula: 
 

 

 
The following example shows the change in activation values given a network with 4 
units, initial activation values x1(0) = 0.2, x2(0) = 0.4, x3(0) = 0.6 and x4(0) = 0.8 and       
ε = 0.2. 
 

Iteration counter X1 X2 X3 X4 
0 0.2 0.4 0.6 0.8 
1 0.0 0.08 0.32 0.56 
2 0.0 0.0 0.192 0.48 
3 0.0 0.0 0.096 0.442 
4 0.0 0.0 0.008 0.422 
5 0.0 0.0 0.0 0.421 

 
The value of ε is a parameter to be set by the network designer, but should be chosen 
within the limits  in which m is the number of units in the layer.  If ε is larger 
than the upper bound in this formula the external inhibition of a unit will be larger than 
the unit’s self activation, and all units will approach 0. 
 
6.2 The Mexican Hat architecture 
 
The Mexican Hat network (Kohonen, 1989) also consists of a single layer of neural units.  
The main feature of the architecture is the following.  Each neural unit is surrounded by a 
neighborhood in which the neurons have an excitatory effect on this unit and also by a 
neighborhood at somewhat larger distance in which the units have an inhibitory effect.  
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Neurons at an even larger distance do not influence this unit.  Figure 6.2 shows these 
various neighborhoods in one dimension.  However, the units are often arranged in a two-
dimensional structure as illustrated in Figure 6.3.   

 
Figure 6.2  Excitatory and inhibitory neighborhoods in a one-dimensional organization. 

 
Figure 6.3  Excitatory and inhibitory neighborhoods in a two-dimensional organization. 
 
All weights are fixed in this architecture.  Units also have excitatory self-connections.  
All positive weights have the same value C1 > 0, and all negative weights are also equal 
to each other and have the value C2 < 0 (C1 and C2 are generally different in absolute 
value). 
 
The network units will be given initial activation values and the network will then iterate 
a preset number of times.  The activation function of the units is the identity function, and 
it is easily verified that new activations are calculated using the formula: 
 

 

 
in which D1 denotes the excitatory neighborhood (which includes the unit itself) and D2 is 
the inhibitory neighborhood. 
 
The result of the processing is activation enhancement as illustrated in Figure 6.4.  It is 
believed that this process takes place in the retina of the eye, where it serves as an edge 
sharpener. 
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Figure 6.4   Activation enhancement achieved by the Mexican Hat network 
 
 
6.3 The Hamming network 
 
The Hamming network (Lippmann, 1987) is used to store a collection of bipolar patterns.  
It can then determine which stored pattern is closest to a new pattern according to the 
Hamming distance. 
 
If and are two bipolar patterns of dimension n then the following equations hold: 
 

 

 
For arbitrary bipolar vectors, we have: 
 

 
 
in which a denotes the number of components that are the same between the two vectors, 
while d is the number of components that are different.  We can now derive the following 
equation for a: 

 

 
This relation will be helpful in interpreting the Hamming network output values. 
 
The architecture of the network consists of an input layer and a single layer of neural 
units.  The number of neural units equals the number of patterns to be stored.  The two 
layers are completely connected, and the connections have fixed weights.  Each neural 
unit has a bias input with weight n/2 (recall that n is the dimensionality of the patterns).  
Other weights equal ½ times the pattern components to be stored. 
 



 5 

As an example, suppose a Hamming network must store the patterns (1  -1  -1  -1) and    
(-1  -1  -1  1).  The network will have four input units, matching the dimensionality of the 
patterns and two neural units.  Figure 6.5 shows the units and their weights. 

 
Figure 6.5  A Hamming network storing the two given patterns 

 
The network is now given a new pattern (1  1  -1  -1).  The output values calculated by 
the network are as follows: 

 

Because the first unit has the larger output value it follows that the new pattern is closer 
in Hamming distance to the pattern (1  -1  -1  -1) than it is to the pattern (-1  -1  -1  1).  
But the output values themselves also have meaning in this case.  The actual values of the 
neural units tell us that the new pattern has 3 components that are equal to the first stored 
pattern, while there is only 1 component in common with the second stored pattern. 
 
It is generally true that the output value of neural unit j in a Hamming network equals aj, 
the number of components that are the same between the pattern that is processed and the 
pattern stored at that unit, as the following calculation shows: 
 

 

 
Thus the Hamming network implements a counting procedure.  It counts the number of 
components that a given pattern has in common with each one of a collection of stored 
patterns. 
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6.4 The Kohonen network 
 
The Kohonen network (Kohonen, 1989), also called the Self-Organizing Map (SOM) or 
Kohonen Feature Map is the best-known example of a neural network employing 
unsupervised training.  The architecture is based on the two-dimensional organization of 
the cerebral cortex in the brain that has regions of activity for thought, speech, vision, 
hearing and motor functions, among others.  It is known that the input signals into the 
brain generally are of high dimensionality and are somehow mapped onto this two-
dimensional structure.  The Kohonen network is a model of how this mapping may occur 
naturally, in an unsupervised manner. 
 
The Kohonen architecture consists of two layers, an input layer containing a number of 
units equal to the dimensionality of the input patterns and a layer of competitive neural 
units.  The number of neural units is not determined by the problem, but will be decided 
by the person designing the network.  Both layers are completely connected. 
 
The network implements a projection of an n-dimensional input vector to an m-
dimensional organization of neural units.  The neural units model the cerebral cortex, and 
these units are therefore most often organized in a two-dimensional arrangement.  For 
some problems, a one-dimensional arrangement is used.  Figure 6.6 shows an example of 
a two-dimensional arrangement, but note that it is not necessary that this arrangement is 
square. 

 
 

Figure 6.6  The Kohonen architecture 
 
The objective of a Kohonen network is to find a suitable clustering of the input patterns.  
Clustering will be based on the Euclidean distance between these patterns.  Patterns that 
are close together, according to this distance, are considered to be similar and are likely 
to be mapped onto the same neural unit.  However, clustering takes place in this 
architecture on two levels.  Not only are patterns mapped onto the same unit similar, but 
patterns mapped onto nearby units also show greater similarity than patterns mapped onto 
units that are further away in the organization.  Thus, the physical distance between two 
neural units in their geometrical organization is a measure of the amount of similarity of 
the clustered patterns that are mapped onto those units.  This kind of organization is 
called a topology-preserving map. 
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The training algorithm that accomplishes this topology-preserving organization has the 
following features.  First, the weights must be initialized.  It is important that the initial 
weights are not all the same.  Initialization by means of random values is appropriate, but 
the range of these values should not be arbitrary.  As we will see, the weights of the 
trained network will become representatives of the clustered patterns, and the values of 
these pattern components generally fall into well-defined ranges.  So the first task is to 
find the subspace of pattern space that contains the patterns of interest to the problem.  
The initial weights can then be randomly distributed throughout this subspace.  
Alternatively, the center of this subspace can be determined, and the initial weights can 
form a cluster about this center.  Both initialization methods are used and work equally 
well.  The last mentioned has some visual advantages, as will be shown. 
 
The essence of the training algorithm is the determination of a “winning” unit, and the 
adjustment of the weights of this winning unit and the weights of those units that lie in its 
geometrical neighborhood.  Given an input pattern, the “winning” unit for this pattern is 
the neural unit whose current weight vector is most similar (closest in Euclidean space) to 
this input pattern.  Suppose the input pattern is represented by the vector: 
 

 
 
We must then calculate the Euclidean distance of this vector to each one of the weight 
vectors wj according to: 
 

 
 
and then determine the unit J such that D(J) is the minimum value of those calculated 
from the above equation.  All units in the geometrical neighborhood of J will have their 
weights adjusted. 
 
The geometry of the neighborhood reflects the geometry of the organization of the neural 
units.  If the neural units are organized in a plane the neighborhood will also be two-
dimensional, but if these units form a line, the neighborhood will be one-dimensional.  
The initial size of this neighborhood is a parameter of the learning algorithm determined 
by the user, but this size always decreases during training.  As a rule of thumb, it is good 
if the initial size contains at least half of the number of neurons of the network in order to 
accomplish an initial organization of the weight values.  For example, if the network 
contains 100 neural units organized as a 10x10 grid then the initial neighborhood could 
be of size 7x7, containing 49 neurons.  A larger network of 12x12 neurons would start at 
an initial neighborhood of 9x9.  Note that the neighborhood size is always an odd value, 
because the neighborhood surrounds the “winning” unit and extends equally in all four 
(or two) directions. 
 
All neural units in the neighborhood of the “winning” unit have their weights adjusted in 
the sense that after this adjustment the weight will be more similar to the pattern that 
caused the adjustment.  In a sense the weight value is pulled towards the current pattern; 
mathematically, the formula that accomplishes this is: 
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Here, α(t) is the learning rate that determines the magnitude of the change.  The training 
process is iterative with the number of iterations determined in advance by the user.  The 
learning rate changes during training; it starts at a relatively large value (typically 
between 0.1 and 0.9, but never larger than 1.0) and decreases during training in a linear 
fashion.  Therefore, if T denotes the total number of iterations, t is the current iteration 
and αinit is the initial value of the learning rate then the current rate will be calculated 
using: 

 

 
The size of the neighborhood of the units to be trained also follows a linear decline, but 
the value must be an odd integer.  For example, if the initial size is 7x7 then the training 
will consist of four phases, each one containing the same number of iterations.  The 
neighborhood will change in this case in the following way: 7x7, 5x5, 3x3, 1x1.  During 
the final phase only the ”winning” unit will receive weight adjustments.  This kind of 
training will cause a rough initial organization of the units, followed by a lengthy phase 
of fine adjustment. 
 
The training algorithm is now formulated in the following way: 
 

1. Initialize the weight vectors 
2. Initialize the learning parameter and topological neighborhood parameter 
3. For a preset number of iterations do 

a. Present an input pattern to the network 
b. Determine the unit with the weight vector most similar to the input 

pattern, call it the winning unit 
c. Collect all units in the current neighborhood of the winning unit 
d. Update the weights of the collected units by pulling them towards the 

input pattern 
e. Decrease the learning parameter and the neighborhood parameter if 

appropriate 
 
The result of this training is the formation of a topological map in which the patterns are 
represented by the weight vectors of the neural units.  The weight vectors have acquired a 
central position within the cluster of patterns that all map onto the same unit.  The values 
of these weight vectors also reflect the topological organization of the network.  The 
weights associated with units that are geometrically close will be more similar than the 
weights of units that are situated further apart.  Figure 6.7 shows an example of a training 
iteration involving 16 neurons in a 4x4 configurations.  Figure 6.7a shows the 
geometrical locations of the neural units in the network.  Each one is denoted by a 
number.  The adjacent table in Figure 6.7b shows the weights of the neurons in the 
corresponding slots.  Figure 6.7c shows a drawing of these weights in a two-dimensional 
space.  Each weight is displayed as a dot marked with the number of the associated neural 
unit.  Suppose an input pattern (0.2,0.8) is given to this network.  This value is marked by 
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a square in the figure.  The figure shows that neural unit 6 will be the winner.  If we 
assume a neighborhood of 3x3 then 9 units will have their weights updated.  Figure 6.7c 
shows the approximate new locations of the weights for a learning rate 0.2.  The new 
locations are denoted by crosses in the figure. 
 

1 2 3 4 
5 6 7 8 
9 10 11 12 
13 14 15 1     16 

   
a                       b 

 
      c 

 
Figure 6.7  An example of the movement of the weights during training 

0.1,0.1 0.3,0.5 0.8,0.2 0.7,0.5 
0.4,0.2 0.1,0.9 0.5,0.6 0.8,0.4 
0.7,0.2 0.6,0.8 0.1,0.6 0.2,0.4 
0.6,0.1 0.9,0.7 0.5,0.5        0.3,0.1 
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Two-dimensional map formation is illustrated by the following (artificial) problem, 
shown in Figure 6.8 (see also Freeman and Skapura, 1991).  In this problem, the pattern 
space consists of two-dimensional patterns for which the component values are randomly 
drawn from the range [0, 1].  The network has 64 neural units in an 8x8 organization.  
Note that in this case both the space of the neural units and the weight-space are two-
dimensional; there is a mapping, but no true projection.  The network is trained for 
20,000 iterations with an initial learning parameter of 0.2 and an initial neighborhood size 
of 9x9.  The first figure shows the initial weights of the network, clustered together about 
the center of the pattern subspace.  Next to it is the initial organization in weight space 
that was accomplished after 1000 iterations.  Note that the essence of the grid is already 
present in this figure.  The following figure shows the weight positions after 6000 
iterations, and the next one shows the final organization.  Note that these final positions 
are still rather far removed from the edge of the pattern space.  This is caused by the fact 
that there are no patterns outside this subspace that could pull the weights closer to the 
edge. 

 
 

 
Figure 6.8  Development of the weight vectors in a simple example 
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The training phase is generally followed by an application phase.  During the application 
of this network, random patterns with component values from the [0, 1] range are 
presented to the network and the responding unit is noted.  Figure 6.9 shows this, but the 
application is not useful is this case.  The value of this example is to show map 
formation, and to acquire an understanding of how this procedure works. 

 
Figure 6.9  The application of the trained network 

 
If the distribution of the input patterns in the unit square is non-uniform then this 
distribution is reflected in the position of the weights of the trained network, as shown in 
Figure 6.10.  In this example, 40% of the patterns are found in the shaded area. 

 
 

Figure 6.10  A non-uniform pattern distribution and its trained network 
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It is also possible to map a two-dimensional pattern space onto a one-dimensional 
geometry of neural units.  The architecture shown in Figure 6.11 shows 40 neural units 
arranged in a linear structure, and the training patterns are again randomly drawn from 
the 1x1 unit square.  The network was trained for 60,000 iterations, and each iteration 
used a different randomly drawn pattern.  The final state of the network shows a chainlike 
organization of the weights.  As before, weights corresponding to neurons that are 
neighbors are connected by lines.  Note that even though the initial state of this network 
is very similar to that shown in Figure 6.8, the final states are quite different.  This 
difference is caused by the different shape of the neighborhood of the units selected for 
training in the two cases. 
 

 
 
 

Figure 6.11  A network with a linear arrangement of neural units and the development of 
its weights when trained with two-dimensional patterns drawn from a random distribution 
of values in the interval [0,1] 
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In order to obtain a better understanding of how map formation takes place, we will study 
the simplest example of a one-dimensional network that will be trained by patterns with 
also just one dimension.  The network is shown in Figure 6.12; it consists of a single 
input unit and eight neural units organized along a line.  The patterns used to train the 
network are again randomly drawn from the interval [0,1]. 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 6.12  A network architecture for one-dimensional patterns 
 
The network is initialized with values that are small random offsets from the center of the 
interval.  The topological ordering requires that the trained network will have weight 
values that are either monotonically increasing or decreasing along the linear 
arrangements of the neural units.  Figure 6.13 shows possible initial weight values on the 
left and a possible end state of the weights for a trained network on the right (an 
increasing sequence of values in this particular case). 

 
Figure 6.13  Initial and final weights for the one-dimensional network 

 
We can now use the weight values to define a degree of disorder by means of the 
following formula: 
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It is easily verified that when the weight values along the neural units are either 
monotonically increasing or decreasing then D = 0, while in all other cases D will have 
some positive value.  Thus, the initial value of D will be positive, and if we could show 
that every iteration of the training algorithm will result in the decrease of this value then 
the formation of the topological ordering would have been proved.  We will see though 
that this is not the case using the following example. 
 
The example will consider a winning unit near the center of the network and a current 
neighborhood size of 1.  Thus, 3 neural units will have their weight value updated, and 5 
units may have their weight ordering affected by this update.  Table 1.1 shows all 
possible combinations of weight ordering between the winning unit uc, its two neighbors 
uc-1 and uc+1, and the two neighbors of these units, uc-2 and uc+2. 
 

Table 1.1  The possible combinations of weight ordering 
 

 
Consider the situation shown in Figure 6.14; the original weight values in this figure are 
connected by a solid line, and this arrangement corresponds to item 11 in the table.  The 
figure then shows how the three affected weight values change after an input value that is 
close to the middle weight value is presented to the network.  The dashed lines show the 
changed values, and it is seen that in both cases, the input value being larger than the 
weight as depicted in the figure on the left and the input value being slightly smaller than 
this weight as shown on the right in Figure 6.14, the value of D decreases as a result of 
the training. 
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Figure 6.14  The change of weight values after input e is presented to the network for an 
arrangement corresponding to item 11 of the table 
 
A different situation though is illustrated in Figure 6.15; the relative weight values in this 
figure correspond to item 13 in the table.  Here, an input value larger than the central 
weight leads to an increase of D. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 6.15  The change of weight values after input e is presented to the network for an 
arrangement corresponding to item 13 of the table 
 
It has been shown that when all cases, listed in the table, are analyzed, it is found that a 
decrease of D occurs in more than half of them.  Thus, a new input value is more likely to 
decrease the value of D than to increase it.  Since a decrease of D means that the system 
becomes more ordered, the topological ordering, as described, will eventually take place.  
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Although the above argument is by no means a proof it does help in understanding how a 
Kohonen network acquires its topological ordering.  It should be noted that the formation 
of this ordering crucially depends on the existence of a neighborhood of units to be 
trained.  If the neighborhood requirement is omitted from the training algorithm and only 
the winning unit has its weight updated then similar patterns will still cluster onto the 
same unit, but the similarity of neighboring clusters (the topological ordering) will not be 
found anymore. 
 
A famous example of the use of this architecture is the phoneme map as implemented by 
Kohonen.  Phonemes are the basic units of speech and their classification is important for 
speech recognition.  Kohonen used a network configured with 15 input units and 96 
neural units.  Figure 6.16 shows the trained network that was able to recognize 90% of 
the incoming sounds. 

 
Figure 6.16  A trained Kohonen network for phoneme recognition. 

 
The network displayed in Figure 6.16 shows a typical way in which this architecture is 
used.  The task is pattern classification, and a collection of training patterns with their 
correct category is available.  However, when the network is trained this class 
information is not used.  After the training has been completed the patterns are once more 
presented to the network, but this time the task is to associate each pattern with a neural 
unit (the winning unit of the competition) without performing any change in weight 
values.  The winning unit during this phase gets labeled with the class of its associated 
pattern.  After all training patterns have been processed in this manner we have a labeled 
network that can now be used for the classification of new patterns.  Ideally, each neural 
unit will be assigned a single label, but as Figure 6.16 shows this is generally not the 
case.  Several units in this figure have received more than one label and some other units 
have not received a single label.  The advantage of this architecture over the network 
discussed in Chapter 3 is that here we may have several units with the same label 
available for classification.  If the patterns belonging to the same class are not very 
similar then the availability of more than one unit is likely to be useful.  The network can 
also show which classes are similar, a characteristic not available in the previously 
discussed architecture. 
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6.5 Learning Vector Quantization (LVQ) 
 
6.5.1    Basic architecture 
 
The LVQ architecture was also designed by Kohonen (Kohonen, 1989; Kohonen 1990); 
it is the supervised learning counter part of the network discussed in section 6.4.  In this 
architecture, every unit is associated with a category from the outset.  Network training 
requires a set of patterns with categories.  This architecture also consists of an input layer 
and a single layer of neural units, but there are generally more neural units in this layer 
than there are classes in the problem.  As in the Kohonen network, the two layers are 
completely connected. 
 
The network weights could be initialized by means of random values in the pattern space, 
but because units are labeled before training it is possible that a unit is initialized with 
values that are very inappropriate for that class.  This will slow down learning and may 
lead to a network that is incapable of correct classification.  A better initialization 
procedure is to use a subset of the training patterns, one pattern of the corresponding class 
for each unit, and use the component values of these patterns as initial weight values. 
 
As in the Kohonen network, the training algorithm of LVQ uses a fixed number of 
iterations and the learning rate α(t) decreases linearly as a function of the iteration 
counter.  The learning procedure again finds a “winning” unit as the unit whose weight 
vector is closest to the input pattern according to the Euclidean distance.  However, the 
algorithm does not employ a neighborhood parameter, only the weights associated with 
the winning unit change during an iteration.  Because both neural units and input patterns 
have associated classes, the algorithm distinguishes two cases: The case in which the two 
categories are the same and the case in which they are different.  When the class 
associated with the winning neuron agrees with the class of the current input pattern the 
neuron’s weight is pulled toward the pattern, but in case of disagreement the weight is 
pushed away from the pattern. 
 
The training algorithm is as follows: 
 

1. Determine the network architecture (the number of units per class and the 
initial learning parameter) 

2. Initialize the weight values using a subset of the training patterns 
3. For each training pattern with target T do 

a. Determine unit J such that  is a minimum; note the class CJ of 
unit J 

b. Update  according to: 
i. If T = CJ then {move towards } 

 
         ii. If T ≠ CJ then {move away from } 
    

4. Reduce the learning parameter and return to 3. 
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The weights of the trained network become representatives of the classes associated with 
their neural units.  These weights are often called codebook vectors, and the codebook 
becomes a representation of the problem. 
 
The following example illustrates the learning procedure (Fausett, 1994).  The problem 
consists of patterns belonging to four classes; the classes and the symbols used for them 
are shown in the table below. 
 

 Values of the initial weights 
Class 1  (+) 0 0 
Class 2  (*) 1 0 
Class 3  (0) 0 1 
Class 4  (#) 1 1 

 
The patterns are equally distributed over the unit square, as shown in the first drawing of 
Figure 6.17.  This figure shows snapshots of the training algorithm as well as the final 
classification of the network. 
 

 
 

Figure 6.17  An example of LVQ training 
 
Note that the first drawing in this figure has a different meaning; it displays the training 
patterns with their correct classification.  The other drawings show the classification 
result of the network in various stages of training.  The last one shows the final 
classification result, and comparison of this result with the correct classification shows 
that the network makes many errors on this training set.  This is caused by the fact that 
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LVQ groups patterns based on Euclidean distance, but the example of Figure 6.17 shows 
some classes that are elliptical in shape.  The different classes also show a different 
spread.  Thus, several patterns are geometrically closer to the weight vector of a different 
class instead of the one belonging to their own class, and will therefore be misclassified.  
Also note that in some cases the weight vector is situated outside its cluster.  This is 
caused by patterns of other classes, located near this weight vector, that have pushed it 
outside of its region. 
 
Network performance on the problem shown in Figure 6.17 could be improved by adding 
more neurons.  The problem is that the geometrical shape of the pattern distributions is 
generally not known, and it is not easy to determine how many units will be necessary to 
represent each class. 
 
We will discuss another example showing the calculations involved in this architecture.  
Consider the following five vectors that belong to two classes: 
 
Vector   Class 
(1, 1, 0, 0)  1 
(0, 0, 0, 1)  2 
(0, 0, 1, 1)  2 
(1, 0, 0, 0)  1 
(0, 1, 1, 0)  2 
 
The network will have two neural units, and we will use the first two patterns to initialize 
the weights of these units.  We will denote the two classes by C1 and C2 and their targets 
by T1 and T2.  We will use the other three patterns to calculate updates to the appropriate 
weights. 
 

1. The initial values of the weight vectors are: 
 

W1 = (1, 1, 0, 0) 
W2 = (0, 0, 0, 1) 

 
The initial value for the learning parameter is:  α = 0.1 

 
2. First iteration 

 
Present the pattern (0, 0, 1, 1) with objective T2.  Compare this pattern with 
the weight vectors and note that W2 is the closest one.  The class of W2 is the 
same as the objective of the pattern, and therefore W2 is changed in the 
following way: 
 
W2 = (0, 0, 0, 1) + 0.1 x [(0, 0, 1, 1) – (0, 0, 0, 1)] = (0, 0, 0.1, 1) 
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Next, present the pattern (1, 0, 0, 0) with target T1.  In this case W2 is the 
weight vector closest to the pattern.  Again, the class of the neural unit and 
that of the pattern are the same, and the value of W1 becomes: 
 
W1 = (1, 1, 0, 0) + 0.1 x [(1, 0, 0, 0) – (1, 1, 0, 0)] = (1, 0.9, 0, 0) 
 
 
Lastly, present the pattern (0, 1, 1, 0) with target T2.  Observe that W1 is the 
closest weight, but now the classes of the unit and that of the pattern are not 
the same.  W1 is changed according to a different formula: 
 
W1 = (1, 0.9, 0, 0) – 0.1 x [(0, 1, 1, 0) – (1, 0.9, 0, 0)] = (1.1, 0.89, -0.1, 0) 
 

This is the end of the first iteration; reduce the learning rate and evaluate the termination 
condition.   
 
If the termination condition is not satisfied then begin the second iteration (in which all 
five patterns may be used). 
 
 
6.5.2  LVQ variations 
 
A disadvantage of the LVQ architecture is that only a single neural unit is trained during 
each iteration.  Kohonen has formulated several variations of this architecture in which 
potentially two neural units will be trained in the same iteration.  In each one of these 
variations the two best units (those closest to the current training pattern) are determined.  
We will discuss the variations LVQ2, LVQ2.1 and LVQ3 (Kohonen, 1990). 
 
6.5.2.1 LVQ2 
 
An LVQ2 network determines a winning unit and a runner-up.  Depending on the 
categorization of these units and their distances to the input pattern, the algorithm 
distinguishes three, mutually exclusive, cases: 
 

1. The runner-up is much further from the input pattern than the winning unit 
2. The winner and runner-up represent the same class 
3. The winner and runner-up represent different classes 

 
In the first case there is no true runner up, and this situation is excluded from 
consideration.  This is achieved by means of a window in which the input pattern must be 
found.  Suppose that is the current input pattern, denotes the winning unit for this 
pattern with distance to the input pattern and denotes the runner-up with distance 

.  The window is now defined as: 
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 and  

 
in which ε is a constant selected by the user (0.35 is a useful value). 
 
The weights of the winning unit and the runner-up are updated if all of the following 
three conditions are satisfied: 
 

1.  lies within the window 
2.  and  belong to different classes 
3.  and  belong to the same class 

 
It is seen that the update takes place only if the runner-up has the class that matches the 
class of the input pattern. 
 
The following update formulas are used for the two weights: 
 

    
    
 
6.5.2.2 LVQ2.1 
 
The LVQ2.1 network does not distinguish a winning unit and a runner-up; it simply finds 
the two units with the closest weights:  and .  We again use a window for the input 
pattern, but because we do not know which unit is closest its definition is slightly 
different: 
 

 

 

 

 
The weights of the two closest units are updated only if the input pattern is within the 
window, and only one of these units has the same class as the pattern.  The update 
formulas are the same as used in the algorithm of LVQ2; the unit having the same class 
as the pattern is pulled toward the pattern and the other unit is pushed away. 
 
6.5.2.3 LVQ3 
 
The LVQ3 network also finds the two units with the closest weight vectors, but has a 
slightly different window than the previous variations.  Its window definition is: 
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If the input pattern and only one of the units are of the same class then update as before 
(provided the input pattern also is within the window), but if all three vectors belong to 
the same class then the weights are updated according to the following formula: 
 

 
 
in which β is smaller than α.  The two parameters are generally related in the following 
way: 
 

β(t) = constant x α(t)  0.1 < constant < 0.5 
 
This variations applies in more cases and therefore appears to work better than the other 
two. 
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Self-Organizing Maps

December 11, 2011

1 Introduction

In this chapter we discuss self-organizing maps, or SOMs. The most
well-known type of SOM is theKohonen SOM, developed by Kohonen
in 1989 [1]. These are unsupervised networks that structure the input
space in a spatial way. That is, certain neurons are grouped into
sub-regions of the network and each group of neurons specializes on
di�erent regions of the input space [2 Rojas]. This type of neural
network was designed to mimic topological-preserving maps found
in the brain in which neurons in speci�c regions of the brain are
dedicated to performing a speci�c task or function. Closely located

neurons learn to react to closely related inputs.

The architecture is based on the two-dimensional organization of the
cerebral cortex in the brain that has regions of activity for thought,
speech, vision, hearing and motor functions, among others. It is
known that the input signals into the brain generally are of high
dimensionality and are somehow mapped onto this two-dimensional
structure. As an example, the visual cortex in the brain maps the
complex input signals from the retina to the cortex in a two-dimensional
projection. As shown in the picture below, the adjacent regions of
the cortex are used to process signals in adjacent regions of the eye.
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2 Network Learning

The Kohonen architecture consists of two layers, an input layer con-
taining a number of units equal to the dimensionality of the input
patterns and a layer of competitive neural units. The number of neu-
ral units is not determined by the problem, but will be decided by the
person designing the network. Both layers are completely connected.

The objective of a Kohonen network is to �nd a suitable clustering
of the input patterns. Clustering will be based on the Euclidean
distance between these patterns. Patterns that are close together,
according to this distance, are considered to be similar and are likely
to be mapped onto the same neural unit. However, clustering takes
place in this architecture on two levels. Not only are patterns mapped
onto the same unit similar, but patterns mapped onto nearby units
also show greater similarity than patterns mapped onto units that are
further away in the organization. Thus, the physical distance between
two neural units in their geometrical organization is a measure of the
amount of similarity of the clustered patterns that are mapped onto
those units.
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2.1 Network Architecture

2.1.1 Linear Architecture

We �rst begin with a simple linear mapping from an n-dimensional
input space to a one-dimensional lattice of m computing units. This
one-dimensional lattice is illustrated in the image below.

The radius of the neighborhood (equal to 1 in the above example)
is determined by the network designer. When the weight of neuron
2 is updated, then the weights of neurons 1 and 3 are also updated
according to some function ϕ. We will discuss more on this updating
function shortly. In applications, some adjustments of this radius
parameter is necessary to �nd the optimal neighborhood size.

2.1.2 Nonlinear Architecture

This network architecture implements a projection of an n-dimensional
input vector to an m-dimensional organization of neural units. The
neural units model the cerebral cortex, and these units are therefore
most often organized in a two-dimensional arrangement. For some
problems, a one-dimensional arrangement is used. The following �g-
ure shows an example of a two-dimensional arrangement, but note
that it is not necessary that this arrangement is square.
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During training, each computing unit becomes the n-dimensional in-
put vector x so that each computing unit is also n-dimensional. The
weight vector for each computing unit, wi, is therefore n-dimensional
as well. Each computing unit computes the excitation for correspond-
ing input vector x. The goal of the learning process is when an input
vector from a particular region is presented to the network, the cor-
responding unit should compute the maximum excitation [2].

2.2 Weight Initialization

The training algorithm that accomplishes this topology-preserving
organization has the following features. First, the weights must be
initialized. It is important that the initial weights are not all the same.
Initialization by means of random values is appropriate, but the range
of these values should not be arbitrary. As we will see, the weights
of the trained network will become representatives of the clustered
patterns, and the values of these pattern components generally fall
into well-de�ned ranges. So the �rst task is to �nd the subspace of
pattern space that contains the patterns of interest to the problem.
The initial weights can then be randomly distributed throughout this
subspace. Alternatively, the center of this subspace can be deter-
mined, and the initial weights can form a cluster about this center.
Both initialization methods are used and work equally well. The last
mentioned has some visual advantages, as will be shown.
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2.3 Excitation Calculation

The essence of the training algorithm is the determination of a �win-
ning� unit, and the adjustment of the weights of this winning unit
and the weights of those units that lie in its geometrical neighbor-
hood. Given an input pattern, the �winning� unit for this pattern is
the neural unit whose current weight vector is most similar (closest
in Euclidean space) to this input pattern.In the Kohonen network,
each computing unit �nds the Euclidean distance between its weight
vector and the input vector x. The unit with the maximum excitation
is the unit with the minimum distance calculation.

distance =

√√√√ n∑
i=1

(wij − xi)2 (1)

2.4 Weight Updating Function

The geometry of the neighborhood re�ects the geometry of the or-
ganization of the neural units. If the neural units are organized in
a plane the neighborhood will also be two-dimensional, but if these
units form a line, the neighborhood will be one-dimensional. The
initial size of this neighborhood is a parameter of the learning algo-
rithm determined by the user, but this size always decreases during
training. As a rule of thumb, it is good if the initial size contains at
least half of the number of neurons of the network in order to accom-
plish an initial organization of the weight values. For example, if the
network contains 100 neural units organized as a 10x10 grid then the
initial neighborhood could be of size 7x7, containing 49 neurons. A
larger network of 12x12 neurons would start at an initial neighbor-
hood of 9x9. Note that the neighborhood size is always an odd value,
because the neighborhood surrounds the �winning� unit and extends
equally in all four (or two) directions.

The neighborhood function ϕ(i, k) is used to update the weights of
each computing unit i belonging to the neighborhood of radius r of
unit k. The simplest form of this function is the following function:

ϕ(i, k) =

{
1 , i in neighborhood of k

0 , i outside neighborhood of k
(2)

Another possible update function is the following:

ϕ(i, k) =


1 , i = k

1/2 , i = k ± r
0 otherwise

(3)
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This function produces the highest weight around the center unit k
and smaller weights for the units in the neighborhood of k. Other
functions are possible, too, as we shall see in Section 2.7.

2.5 Learning Algorithm

The following steps outline the Kohonen learning algorithm:

Step 0: Initialization

• Initialize the n-dimensional weight vectors of the

computing units to small random values

• Select an initial radius r

• Select learning rate η (typically between 0.1 and

0.9, but never larger than 1.0)

• Select neighborhood function ϕ

• Start with a graph or matrix of the computing unit

positions. For instance, see part (a) of the figure

for example 2.6

For a specified number of iterations, do 1-6:

Step 1: Select input vector x
Step 2: Compute Euclidean distance for each computing unit

Step 3: Select the unit with the minimum distance (maximum excitation)

Step 4: Update weight vectors according to the following rule

wi = wi + ηϕ(i, k)(x− wi) for all i=1,...,m

Step 5: Linearly decrease the learning rate according to the following

function, where T is the total number of iterations, t is the current

iteration number, and η0 is the initial learning rate.

η(t) = η0[1− t
T ]

Step 6: Decrease the size of the neighborhood in a linear fashion

Note that the graph of the computing unit positions (as described in
Step 0) is used to determine which weights to update. For instance,
when using a 3x3 neighborhood in Example 2.6, the computing units
within the 3x3 matrix surrounding the winning unit 6 are updated.
This is depicted in the image below and also further illustrated in
part (c) of Example 2.6.
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As training progresses, the weight vectors of the computing units mi-
grate towards the input vectors. These weight vectors are representa-
tive of their corresponding computing unit positions in weight-space,
but this is di�erent than physical locations of these units (as shown
in the matrix above). These positions do not change during training.
That is, neural unit 2 will always be the neighbor to unit 6. This is
sometimes a di�cult concept to grasp in Kohonen SOMs.

Both the learning parameter and the size of the neighborhood de-
crease linearly over time. The size of the neighborhood must be
an odd integer. For example, in a two-dimensional set of comput-
ing units, if the initial size is 7x7 then the training will consist of
four phases, each one containing the same number of iterations. The
neighborhood will change in this case in the following way: 7x7, 5x5,
3x3, 1x1. During the �nal phase only the �winning� unit will re-
ceive weight adjustments. This kind of training will cause a rough
initial organization of the units, followed by a lengthy phase of �ne
adjustment.

The result of this training is the formation of a topological map in
which the patterns are represented by the weight vectors of the neural
units. The weight vectors have acquired a central position within the
cluster of patterns that all map onto the same unit. The values of
these weight vectors also re�ect the topological organization of the
network. The weights associated with units that are geometrically
close will be more similar than the weights of units that are situated
further apart.

2.6 Example

The following �gure shows an example of a training iteration involving
16 neurons in a 4x4 con�gurations. Part (a) of the �gure shows the
geometrical locations of the neural units in the network. Each one
is denoted by a number. The adjacent table in part (b) shows the
weights of the neurons in the corresponding slots. Part (c) shows a
drawing of these weights in a two-dimensional space. Each weight is
displayed as a dot marked with the number of the associated neural
unit. Suppose an input pattern (0.2,0.8) is given to this network.
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This value is marked by 9 a square in the �gure. The �gure shows
that neural unit 6 will be the winner. If we assume a neighborhood
of 3x3 then 9 units will have their weights updated. Part (c) shows
the approximate new locations of the weights for a learning rate 0.2.
The new locations are denoted by crosses in the �gure.
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2.7 Grid Neighborhood Example

Kohonen networks can also be arranged in multidimensional grids as
shown in the following �gure (see [2]). The neighborhood is de�ned
in terms of a grid. That is, all units within r units to the right or left,
and r units up or down from unit k are in the neighborhood of k. In
this problem, the pattern space consists of two-dimensional patterns
for which the component values are randomly drawn from the range
[0, 1]. The network has 64 neural units in an 8x8 organization.

The network is trained for 20,000 iterations with an initial learning
parameter of 0.2 and an initial neighborhood size of 9x9. The �rst
�gure shows the initial weights of the network, clustered together
about the center of the pattern subspace. Next to it is the initial
organization in weight space that was accomplished after 1000 iter-
ations. Note that the essence of the grid is already present in this
�gure. The following �gure shows the weight positions after 6000
iterations, and the next one shows the �nal organization. Note that
these �nal positions are still rather far removed from the edge of the
pattern space. This is caused by the fact that there are no patterns
outside this subspace that could pull the weights closer to the edge.
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The training phase is generally followed by an application phase. Dur-
ing the application of this network, random patterns with component
values from the [0, 1] range are presented to the network and the
responding unit is noted. The following �gure shows this, but the
application is not useful is this case. The value of this example is to
show map formation, and to acquire an understanding of how this
procedure works.

11



If the distribution of the input patterns in the unit square is non-
uniform then this distribution is re�ected in the position of the weights
of the trained network, as shown in the following �gure. In this ex-
ample, 40% of the patterns are found in the shaded area.
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2.8 Dimension Reduction Example

Kohonen SOMs can also be used to map high-dimensional input vec-
tors onto a two-dimensional map. This is illustrated by mapping a
two-dimensional input space onto a one-dimensional array of com-
puting neural units. The architecture shown in the following �gure
shows 40 neural units arranged in a linear structure, and the training
patterns are again randomly drawn from the 1x1 unit square. The
network was trained for 60,000 iterations, and each iteration used
a di�erent randomly drawn pattern. The �nal state of the network
shows a chain-like organization of the weights. As before, weights
corresponding to neurons that are neighbors are connected by lines.
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Note that even though the initial state of this network is very similar
to that shown in Example 2.7, the �nal states are quite di�erent. This
di�erence is caused by the di�erent shape of the neighborhood of the
units selected for training in the two cases.

In order to obtain a better understanding of how map formation
takes place, we will study the simplest example of a one-dimensional
network that will be trained by patterns with also just one dimension.
The network is shown in the following �gure; it consists of a single
input unit and eight neural units organized along a line. The patterns
used to train the network are again randomly drawn from the interval
[0,1].
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The network is initialized with values that are small random o�sets
from the center of the interval. The topological ordering requires that
the trained network will have weight values that are either monoton-
ically increasing or decreasing along the linear arrangements of the
neural units. The following �gure shows possible initial weight values
on the left and a possible end state of the weights for a trained net-
work on the right (an increasing sequence of values in this particular
case).

We can now use the weight values to de�ne a degree of disorder by
means of the following formula:

D =
m∑
i=2

|wi − wi−1| − |wm − w1| (4)
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It is easily veri�ed that when the weight values along the neural units
are either monotonically increasing or decreasing then D = 0, while in
all other cases D will have some positive value. Thus, the initial value
of D will be positive, and if we could show that every iteration of the
training algorithm will result in the decrease of this value then the
formation of the topological ordering would have been proved. We
will see though that this is not the case using the following example.

The example will consider a winning unit near the center of the net-
work and a current neighborhood size of 1. Thus, 3 neural units will
have their weight value updated, and 5 units may have their weight
ordering a�ected by this update. The following table shows all pos-
sible combinations of weight ordering between the winning unit uc,
its two neighbors uc−1 and uc+1, and the two neighbors of these units,
uc−2 and uc+2.

Consider the situation shown in the following �gure; the original
weight values in this �gure are connected by a solid line, and this
arrangement corresponds to item 11 in the table. The �gure then
shows how the three a�ected weight values change after an input
value that is close to the middle weight value is presented to the
network. The dashed lines show the changed values, and it is seen
that in both cases, the input value being larger than the weight as
depicted in the �gure on the left and the input value being slightly
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smaller than this weight as shown on the right in the following �gure,
the value of D decreases as a result of the training.

A di�erent situation though is illustrated in the �gure below; the
relative weight values in this �gure correspond to item 13 in the
table. Here, an input value larger than the central weight leads to an
increase of D.
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It has been shown that when all cases, listed in the table, are analyzed,
it is found that a decrease of D occurs in more than half of them.
Thus, a new input value is more likely to decrease the value of D
than to increase it. Since a decrease of D means that the system
becomes more ordered, the topological ordering, as described, will
eventually take place.

Although the above argument is by no means a proof it does help
in understanding how a Kohonen network acquires its topological
ordering. It should be noted that the formation of this ordering
crucially depends on the existence of a neighborhood of units to be
trained. If the neighborhood requirement is omitted from the training
algorithm and only the winning unit has its weight updated then
similar patterns will still cluster onto the same unit, but the similarity
of neighboring clusters (the topological ordering) will not be found
anymore.

2.9 Phoneme Application

A famous example of the use of this architecture is the phoneme map
as implemented by Kohonen. Phonemes are the basic units of speech
and their classi�cation is important for speech recognition. Kohonen
used a network con�gured with 15 input units and 96 neural units.
The �gure below shows the trained network that was able to recognize
90% of the incoming sounds.

The network displayed above shows a typical way in which this ar-
chitecture is used. The task is pattern classi�cation, and a collection
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of training patterns with their correct category is available. How-
ever, when the network is trained this class information is not used.
After the training has been completed the patterns are once more
presented to the network, but this time the task is to associate each
pattern with a neural unit (the winning unit of the competition) with-
out performing any change in weight values. The winning unit during
this phase gets labeled with the class of its associated pattern. After
all training patterns have been processed in this manner we have a
labeled network that can now be used for the classi�cation of new
patterns. Ideally, each neural unit will be assigned a single label, but
as Figure 6.16 shows this is generally not the case. Several units in
this �gure have received more than one label and some other units
have not received a single label. One advantage of using the SOM in
this example is we may have several units with the same label avail-
able for classi�cation. If the patterns belonging to the same class are
not very similar then the availability of more than one unit is likely
to be useful. The network can also show which classes are similar, a
characteristic not available in the previously discussed architecture.

3 MATLAB Example

In MATLAB there is a built-in function in the Neural Network
Toolbox for creating and training SOMs. In this example, we will
generate 1000 random points in an x-y plane, and try to classify
their locations. The network learns to represent the regions where
the input patterns are located using a grid layout of computing
neural units. The following code is used to create the random input
vectors.

P = rands(2,1000);

The following is a plot of the input data. To create this plot, use the
following code:

plot(P(1,:),P(2,:),'+r')
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To create the network, we use the following code.

net = newsom([0 1; 0 1],[5 6]);

The weight vectors are initialized to random values around the center
of the input space, like in Example 2.7. The following plot illustrates
this arrangement.

20



To create the above graph, use the following MATLAB code:

plotsom(net.iw{1,1},net.layers{1}.distances)

For the computing neural units, a 5 by 6 layout of 30 neurons is
created. (*** add image).

To train the network, we use the 'learnsom' method. We also plot
the weights to see the change in their positions.

net.trainParam.epochs = 1;

net = train(net,P);

plotsom(net.iw{1,1},net.layers{1}.distances)

The following training tool UI appears. From here you can view plots
of the weights, topology of the computing units, and other helpful
plots.
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Even after one epoch, we can see the rectangular grid of the weights
take shape.

3.1 Comparison with Kohonen Learning

The SOM network created in the above MATLAB example learns
very quickly, much faster than the Kohonen learning rule. The reason
is that when using the default SOM, the distance between the neural
units is taken into account in the neighborhood function, and the
reduction of the neighborhood size and learning parameter occurs in
two phases: the ordering phase and the tuning phase. During the
ordering phase these parameters change the most, whereas in the
tuning phase these parameters decrease slowly.

4w = ηϕ(i, j)(x− wij) (5)

The following equation is used for the neighborhood function:

ϕ(i, k) =


1 , output(i, k) = 1

1/2 , output(j, k) = 1 and dist(i, j) < r

0 otherwise

(6)
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Learning Vector Quantization (LVQ)

December 4, 2011

1 Introduction

The Learning Vector Quantization (LVQ) network was also developed
by Kohonen (1990) [1], and is the supervised version of the SOM. In
this network, every neural unit is associated with a category, C1, C2, ...,
from the beginning. In addition, the LVQ network does not use a
topological structure, that is, there is no concept of a neighborhood.
The network structure consists of an input layer and a hidden layer,
or Kohonen layer, containing the neural computing units. There are
generally more neural units in this layer than there are classes in the
problem. This layer functions much the same as the layer of neural
units in the SOM. The LVQ network also has an output layer with
one neuron for each classi�cation category. Below is a diagram of the
typical LVQ network.
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The network weights could be initialized by means of random values
in the pattern space, but because units are categorized before train-
ing it is possible that a unit is initialized with values that are very
inappropriate for that class. This will slow down learning and may
lead to a network that is incapable of correct classi�cation. A better
initialization procedure is for each neural unit, choose one input pat-
tern representing the same class to which the neural unit is assigned.
Then, use the component values of these patterns as initial weight
values.

2 LVQ Training Algorithm

As in the Kohonen network, the training algorithm of LVQ uses a
�xed number of iterations and the learning rate α(t) decreases lin-
early as a function of the iteration counter. The learning procedure
again �nds a �winning� unit as the unit whose weight vector is clos-
est to the input pattern according to the Euclidean distance. As
mentioned before, the algorithm does not employ a neighborhood
parameter, only the weights associated with the winning unit change
during an iteration. Because both neural units and input patterns
have associated classes, the algorithm distinguishes two cases: The
case in which the two categories are the same and the case in which
they are di�erent. When the class associated with the winning neu-
ron agrees with the class of the current input pattern, the neuron's
weight is moved toward the pattern. In the case of disagreement the
weight is moved away from the pattern.

Recall from the Chapter on SOMs that Euclidean distance is calcu-
lated as follows:

distance =

√√√√ n∑
i=1

(wij − xi)2 (1)

The training algorithm is de�ned as follows:

Step 0: Initialization

Determine the number of neural units and initialize the learning parameter.

Initialize the weight vectors to the training patterns corresponding

to the neural unit's class (as discussed above).

Step 1:

While stopping condition is false, do steps 2-5.
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Step 2:

For each input pattern, do steps 3-4.

Step 3:

Find j so that D(j) is minimum, where D(j) is defined as in Equation (1).

Step 4:

Update the weights on neuron j as follows:

if T = Cj then wj(new) = wj(old) + α(x− wj(old))
if T6= Cj then wj(new) = wj(old)− α(x− wj(old))

Step 5:

Reduce the learning parameter α

The weights of the trained network become representatives of the
classes associated with their neural units. These weights are often
called reference or codebook vectors, and the codebook becomes a
representation of the problem.

2.1 Example � Pattern Recognition

The following example illustrates the learning procedure [2]. The
problem consists of patterns belonging to four classes; the classes
and the symbols used for them are shown in the table below.

The patterns are equally distributed over the unit square, as shown in
the �rst drawing in the �gure below. This �gure shows snapshots of
the training algorithm as well as the �nal classi�cation of the network.
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Note that the �rst drawing in this �gure has a di�erent meaning; it
displays the training patterns with their correct classi�cation. The
other drawings show the classi�cation result of the network in various
stages of training. The last one shows the �nal classi�cation result,
and comparison of this result with the correct classi�cation shows that
the network makes many errors on this training set. This is caused by
the fact that LVQ groups patterns based on Euclidean distance, but
the example in the above �gure shows some classes that are elliptical
in shape. The di�erent classes also show a di�erent spread. Thus,
several patterns are geometrically closer to the weight vector of a
di�erent class instead of the one belonging to their own class, and will
therefore be misclassi�ed. Also note that in some cases the weight
vector is situated outside its cluster. This is caused by patterns of
other classes, located near this weight vector, that have pushed it
outside of its region.

Network performance on this problem shown could be improved by
adding more neurons. The problem is that the geometrical shape of
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the pattern distributions is generally not known, and it is not easy to
determine how many units will be necessary to represent each class.
We will discuss another example [3] showing the calculations involved
in this architecture.

2.2 Example 2

Consider the following �ve vectors that belong to two classes:

Vector Class

(1, 1, 0, 0) 1
(0, 0, 0, 1) 2
(0, 0, 1, 1) 2
(1, 0, 0, 0) 1
(0, 1, 1, 0) 2

The network will have two neural units, Y1and Y2, and we will use the
�rst two patterns to initialize the weights of these units. Note there
are only two di�erent types of categories, so m = 2. We will denote
the two categories (output units) by C1 and C2 and their targets by
T1 and T2. We will use the other three patterns to calculate updates
to the appropriate weights.

1.

The initial values of the weight vectors are:

W1 = (1, 1, 0, 0)

W2 = (0, 0, 0, 1)

The initial value for the learning parameter is: α = 0.1
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2. First Iteration

Present the pattern (0, 0, 1, 1) with target T2.

D1 = 2, D2 = 1. Hence j = 2 since D2 is the minumum distance.

Since C2 = T = 2, therefore W2 is changed in the following way:

W2 = (0, 0, 0, 1) + 0.1[(0, 0, 1, 1)�(0, 0, 0, 1)] = (0, 0, 0.1, 1)

Next, present the pattern (1, 0, 0, 0) with target T1. In this case j =
1 since W1 is the weight vector closest to the pattern. Again, the class
of the neural unit and that of the pattern are the same, C1 = T = 1,
and the value ofW1 becomes:

W1 = (1, 1, 0, 0) + 0.1[(1, 0, 0, 0)�(1, 1, 0, 0)] = (1, 0.9, 0, 0)

Lastly, present the pattern (0, 1, 1, 0) with target T2. Observe that
j = 1 sinceW1 is the closest weight, but now the classes of the unit and
that of the pattern are not the same. Since C1 6= T = 2, W1 is changed
according to a di�erent formula:

W1 = (1, 0.9, 0, 0)�0.1[(0, 1, 1, 0)�(1, 0.9, 0, 0)] = (1.1, 0.89,−0.1, 0)

This is the end of the �rst iteration; reduce the learning rate and
evaluate the termination condition. If the termination condition is
not satis�ed then begin the second iteration (in which all �ve patterns
may be used).

2.3 Example 2 � Using MATLAB

The neural network toolbox in MATLAB can be used to create an
LVQ network. Let's start with an example [4 MATLAB]. Suppose
you have the following 10 input vectors (each is an ordered pair):

P = [-3 -2 -2 0 0 0 0 2 2 3; 0 1 -1 2 1 -1 -2 1 -1 0];

We will create an LVQ network that assigns these vectors to one of
four neural units. Thus, there are four neural units in the Kohonen
layer. The network then assigns the neural units to one of two
output categories. We have the following target vectors for the 10
input vectors:

Tc = [1 1 1 2 2 2 2 1 1 1];
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A plot of the input vectors is shown below. The square represents
output class 2, and the plus sign represents class 1.

Now we create the network.

net = newlvq(P,4,[.6 .4]);

This creates an LVQ network with four neural units, and 2 outputs
with weights 0.6 and 0.4 respectively (since 60% of the targets
belong to class 1 and 40% belong to class 2). The weights from the
input vectors to the neural units are initialized by default to the
midpoint of the range of the inputs (in this case 0, since the range is
[-3, 3]). Note that this is a di�erent intialization approach than
we've seen so far. So the neural units have weights:

net.IW{1,1}

ans =

0 0

0 0

0 0

0 0

To view the output unit weights use the following code:

net.LW{2,1}

ans =

1 1

0 0

0 0

1 1
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This means that the �rst two neural units are intially assigned to
class 1, the second two are assigned to class 2.

We now need to train the network. First, we need to set some
training parameters.

net.trainParam.epochs = 150;

net = train(net,P,T);

Now let's see the change to our neural unit weights.

net.IW{1,1}

ans =

0.3283 0.0051

-0.1366 0.0001

-0.0263 0.2234

0 -0.0685

Plotting the neural unit weights (circles) and the output classes (plus
signs and squares), we see the following:

We can now simulate (test) the network to see if the network
produces a correct classi�cation.

Y = sim(net,P);

Yc = vec2ind(Y)

This yields:

Yc = 1 1 1 2 2 2 2 1 1 1
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which are the expected results. We can also test the network with a
speci�c vector.

pcheck = [0; 0.5];

Y = sim(net,pcheck);

Yc1 = vec2ind(Y)

which gives:

Yc1 =

2

This makes sense, since the test vector is closer to points classi�ed as
class 2.

3 LVQ2

An LVQ2 network determines a winning unit and a runner-up. De-
pending on the categorization of these units and their distances to the
input pattern, the algorithm distinguishes three, mutually exclusive,
cases:

1. The runner-up is much further from the input pattern than the
winning unit

2. The winner and runner-up represent the same class

3. The winner and runner-up represent di�erent classes

Suppose that x̄ is the current input pattern, ȳc denotes the winning
unit for this pattern with distance dc to the input pattern and ȳr
denotes the runner-up with distance dr.

The weights of the winning unit and the runner-up are updated if all
of the following three conditions are satis�ed:

1. The distances from the input vector, x̄, to the winner, ȳc, and
from the input vector to the runner-up, ȳr, are approximately equal.
The speci�c condition is as follows:

dc
dr

> 1− ε (2)

dc
dr

< 1 + ε (3)
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in which ε is a constant selected by the user (0.3 and 0.35 are useful
values). The weights on the winner and runner-up are updated For
example, if ε = 0.3, then the conditions are:

dc > 0.7dr (4)

dr < 1.3dc (5)

2. ȳc and ȳr belong to di�erent classes

3. x̄ and ȳr belong to the same class

It is seen that the update takes place only if the runner-up has the
class that matches the class of the input pattern.

The following update formulas are used for the two weights:

ȳr(t+ 1) = ȳr(t) + α(t)[x̄− ȳr(t)] (6)
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7. The back-propagation neural network architecture 
 
A back-propagation network, as described by Rumelhart et al., is a feed-forward network 
that implements supervised learning.  This architecture is probably the most well known 
network, and it has been used in numerous applications.  Many of these applications are 
not classification problems, but in order to introduce this network we will consider a 
given collection of patterns associated with categories, and we will discuss how a 
network can be trained on this type of problem. 
 
Given a set of patterns in which each pattern consists of N components and belongs to 
one of M classes, we can design the following network: 
 

1. The network will have an input layer consisting of N units (or N+1 if a bias 
unit is included).  These units accept the pattern component values and 
distribute them to the next layer without processing. 

2. The network will generally have an output layer consisting of M neural units, 
one for each class. 

3. The network will have at least one hidden layer, but may have several.  
Hidden layers are positioned between the input and output layers and do not 
directly communicate with the outside world.  The number of layers as well as 
the number of units in each one are design decisions made by the user. 

 
Recall that a network with a single layer of neural units can only solve problems that are 
linearly separable.  A back-propagation architecture that has at least two layers of neural 
units does not have this limitation and can therefore solve a large variety of problems.  It 
is essential though that the hidden layer provides a non-linear transformation of the input 
values.  The network can then be trained in such a way that the values on the hidden layer 
form a linearly separable set and can thus be classified by the output layer.  Figure 7.1 
illustrates this process. 

 
 
Figure 7.1  A back-propagation network has the ability to solve non-linearly separable 
problems 
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In the following, we will study an architecture with a single hidden layer, since this is the 
simplest and also most common situation.  The network will have complete connectivity 
between the input and hidden layers and also between the hidden and output layers, but 
there are no direct connections between the input and output layers. 
 
All connections are initialized by means of small random values.  A rule of thumb is to 
generate these values from the interval [-0.5, 0.5], but the appropriate interval is actually 
problem dependent.  The reason that the values must remain small will become clear 
from considering the activation function of the hidden layer.  As mentioned before, this 
activation function must be non-linear.  There are several different choices, but a soft 
threshold function is most often used.  This function is relatively steep near the origin, 
but flattens out for large positive and negative input values.  As will be seen later, it is 
important that the derivative of this function at the evaluation point is not very small.  
The evaluation point is determined by the input value, which is the net input calculated 
by the neural unit using the formula: 

      (7.1) 

This formula assumes the presence of a bias unit as part of the input layer.  Figure 7.2 
shows an appropriate interval for the net value, which guarantees that the derivative is 
still sufficiently large.  Thus, the initial random weights should be small enough to keep 
the net input within this interval.  The random weights should also not be real small, 
because very small values will lead to the propagation of very small signals.  This would 
considerably slow down the already slow learning process generally associated with 
back-propagation. 

 
Figure 7.2  The allowed interval for the net input of a soft threshold activation function 
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7.1 The main idea of network training 
 
Supervised training compares the output values of neural units with the targets of the 
current training pattern and calculates a weight change based on their difference.  
However, although target values are available for the units in the output layer, no such 
targets exist for the hidden layer units.  To understand how back-propagation gets around 
this problem, we will assume that we have a network that is almost trained; that is, the 
output values of the network are very close to their targets.  To focus our thoughts, Figure 
7.3 shows a picture of the network of interest. 

 
Figure 7.3  A back-propagation network 

 
A training pattern is presented to this network, and the output values are calculated.  
Since we do have targets for the output layer we can calculate the error terms  
for the output units.  Thus, in principle, we could update the values of the weights in the 
output layer, but we will postpone this action for the time being.  We will now turn the 
network upside down, in a sense, and look at the output layer as an input layer and use 
the error terms as input values.  We then “back-propagate” these values to the hidden 
layer, where we will use them as training targets.  This is how targets are obtained in 
back-propagation for the hidden layers. 
 
This argument is entirely reasonable in an almost trained network where the weights are 
close to their final values and the output values are good approximations of their targets.  
As the network is less close to its final state the output values will be more random, and 
they will be completely random when training begins.  We will use the aforementioned 
method anyway, since it has been observed that it will lead to convergence in the large 
majority of cases.  It should be noted that the back-propagation learning algorithm is by 
no means guaranteed to converge.  There are also many parameter settings that must have 
appropriate values in order to make the process work.  Back-propagation training is an 
experimental procedure, in certain respects more an art than a science, and several false 
starts are to be expected before the training is likely to succeed. 
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7.2 The training procedure 
 
The training procedure uses two passes; they are called the forward pass and the reverse 
pass. 
 
Forward pass: Propagate a training pattern from the input units to the outputs; note the 
  output values. 
 
Reverse pass: Calculate the error terms using the output values and their targets;  

propagate the error terms backwards through the network and calculate 
the weight changes. 
 

We will now show the mathematical operations on a step by step basis; see Figure 7.4 for 
further explanation of the symbols in this calculation. 
 

 
Figure 7.4  The architecture used in the derivation of the learning laws 
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The forward pass: 
 
Assume that there are P training patterns, each with N components: 
 

     (7.2) 
 
Also assume that there is one hidden layer consisting of L units.  Denote the weights 
between the input layer and hidden layer as  
 
The input values of the hidden layer form a vector with L components: 
 
 

    (7.3) 

 
Observe that in this calculation both the input layer and the hidden layer have a bias unit. 
 
The output values of the hidden layer form a vector with L components: 
 

      (7.4) 

 
in which is a non-linear function, generally a soft threshold (sigmoid) function. 
 
The hidden units are completely connected to the output units.  Suppose there are M 
output units, and that the weights toward the output layer are denoted by . 
 
The net input of the output layer is a vector with M components: 
 

    (7.5) 

 
The output values of the network also form a vector with M components: 
 

     (7.6) 

 
in which is a non-linear function; generally, for classification problems, a soft 
threshold (sigmoid) function. 
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This completes the forward pass. 
 
 
 
The reverse pass 
 
Compare the output values with the targets of the pattern 
 
For output unit k, we find:   
 
After adding the squares of the error terms, we obtain the following error function: 
 

     (7.7) 

 
which is the expression that must be minimized during training. 
 

Recall the extended Delta rule discussed previously:   

 
Following the same reasoning as before, we will derive a learning law by means of 
differentiating the error function: 
 
 

   (7.8) 

 
 
The update formula then takes the form: 
 

    (7.9) 

 

If we use the activation function  then  

 

If we use the activation function  then  
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Adjustments to the weights between the input layer and the hidden layer are made in a 
similar fashion: 
 

      (7.10) 

 
and applying this to the error function, we obtain: 

 (7.11) 

 
The update formulas for the weights then become: 
 

  (7.12) 

 
In case of several hidden layers, this procedure can be continued. 
 
Once more there are two ways in which the weights can be changed, pattern update and 
batch update. 
 

1. In a pattern update the weights are changed each time a training pattern is 
presented to the network.  First, all weight changes are calculated, and then 
they are all applied at the end of each iteration.  Since different patterns may 
pull the weights in opposite directions, this method may show oscillations. 

2. In batch update the weight changes are collected throughout en epoch in 
which all training patterns are presented to the network.  An average weight 
change will be applied at the end of each epoch.  This method is more stable 
than pattern update, but generally slower. 
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7.3 Some general observations 
 
7.3.1. Number of layers and units 
 
Given a problem, an appropriate architecture for that problem must be constructed.  A 
decision must be made concerning the number of layers and the number of units in each 
layer.  The problem itself determines the number of input units (equal to the number of 
components of the patterns with possibly an additional bias unit) and the number of 
output units (equal to the number of classes in a classification problem), but the number 
of hidden layers and hidden units must be decided by the user.  In the majority of cases a 
single hidden layer is advisable.  There exists a theoretical proof that one hidden layer is 
always sufficient, but some investigators have found that more hidden layers in some 
cases have led to faster convergence.  Given that the network to be designed will have a 
single hidden layer, we still need to determine the number of hidden units.  Finding an 
appropriate number of hidden units is very important.  When too few hidden units are 
used the network will fail to find a solution.  On the other hand, if there are too many 
hidden units the network may learn the training set literally and not extract the important 
features of this set, which is the objective of neural network training.  There is no theory 
to guide us in the selection of the number of hidden units.  A rule of thumb is to start with 
a small number, small enough so that the network does not converge to a low error 
threshold, and then gradually increase this number until convergence occurs. 
 
7.3.2 Bias units 
 
It is advisable to add bias units to the input and hidden layers.  A bias unit is a unit that 
always receives an input value 1 and has weights to the units in the next layer that are 
initialized and trained in the same way as other connection weights.  The presence of bias 
units accelerates the learning procedure.  There are no disadvantages to their use.  
 
7.3.3 Parameter values 
 
A back-propagation network has several parameters whose values must be determined by 
the user.  The weights must be initialized to small random values; for instance, random 
values can be generated from the interval [-0.5, 0.5].  Sometimes, these values are too 
large and may lead to paralysis of the network.  Paralysis occurs when the learning 
procedure terminates prematurely because the derivatives of the activation functions have 
become very small.  The weight changes are proportional to these derivatives as formulas 
(7.9) and (7.12) show.  When paralysis occurs the initial weight value must be decreased. 
 
Generally, the value of the learning rate is chosen between the limits of 0.05 and 0.25, but 
larger values may be appropriate.  A larger learning rate will lead to faster learning, but 
can also lead to paralysis if the applied weight changes are too large.  A smaller value 
will lead to slow learning.  This is particularly disadvantageous because back-propagation 
training is often quite slow even if all parameter settings have their optimal values. 
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7.4 The momentum term 
 
Adding a momentum term sometimes decreases the time required for training while 
adding stability to the process (Rumelhart et al., 1986).  The momentum term is a term 
proportional to the previous weight change.  The addition of this term tends to keep the 
weight changes going in the same direction.  Recall the weight update formula for the 
output layer weights: 
 

    (7.13) 
 
When a momentum term is added, this formula becomes: 
 

   (7.14) 
 
in which ρ is the momentum parameter, which generally has a value between 0.9 and 1.0. 
 
One obtains a formula for the hidden layer weights in the same manner: 
 

   (7.15) 
 
If the error surface contains gullies then training without a momentum term often leads to 
oscillations as the weight value crosses from one side to the other across this gully.  A 
momentum term will dampen these oscillations allowing the weight change to follow the 
direction of the gully. 
 
 
7.5 Some problems with back-propagation training. 
 

1. The time required to train a back-propagation network is relatively long.  
During the training session it is difficult to determine if convergence will take 
place.  The slow convergence characteristics are less of a problem now than 
they were in 1986, when this method was developed, due to the increase in 
processing speed of modern computers. 

2. Sometimes, during a training session, the weights may become large and 
learning stops.  This phenomenon is called paralysis and is caused by the net 
input of the activation function having a large value resulting in a very small 
derivative value.  To solve this problem, reduce the learning rate. 

3. The purpose of training is to find the global minimum of the error function, 
but the gradient descent method will lead us to the closest minimum 
depending on the starting point.  The solution is by no means unique, and the 
error function may have many minima at approximately the same level.  Any 
of these deep minima provides us with a solution, but some error functions 
have local minima with function values well above this global minimum.  If 
the solution gets trapped in one of those local minima then learning will stop 
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while the error is still quite large.  In that case the training procedure must be 
repeated from a different starting position. 

4. When working with a back-propagation network, we distinguish two phases: a 
training phase and an application phase.  Sometimes, the problem changes 
later, and new training data become available.  However, it is not possible to 
add knowledge to an already trained back-propagation network.  The only 
solution is to restart the training procedure with the updated set of training 
patterns. 

 
 
7.6 A numerical example of back-propagation training 
 
Suppose a back-propagation network is trained on the patterns of the XOR function.  We 
will calculate the weight changes following the presentation of the pattern (1  1) with 
target 0.  The smallest network suitable for this problem is shown in Figure 7.5.  This 
network has two input units (to shorten the calculation we will not use a bias input), two 
hidden units and one output unit.  The hidden units and the output unit all have the same 
activation function, a soft threshold function defined as: 
 

, with derivative  

 
The initial values of the weights are as shown in the figure. 
 

 
Figure 7.5  The neural network architecture used in the example 
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The calculations of the forward pass: 
 
 

  

 
The target is 0; suppose that the learning rate is 0.2 
 
The calculations of the reverse pass: 
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Let us now use the new weight values and again calculate the forward pass: 
 

 

 
This value is less than the one found before, so we are going in the right direction.  Note, 
however, that the difference is very small and that convergence is likely to take many 
iterations. 
 
 
7.7 Some applications 
 
The back-propagation algorithm has been used for numerous applications.  Two 
examples, also discussed in Freeman and Skapura, 1991, will be used in this section, but 
many others could have been selected. 
 
7.7.1 Data compression 
 
The application is to reduce the amount of data necessary to reproduce video imagery.  
The compression of this kind of imagery is difficult, because there is generally little 
redundancy.  The task is important though, because much imagery must be stored, and 
each picture takes up an appreciable amount of space.  Many algorithms have been 
developed for this problem, and no claim is made that the back-propagation approach is 
better than other methods, or even among the better ones of the available techniques.  
However, this application has some unique features, and it is because of those that the 
approach is of interest. 
 
Assume that the image to be compressed originally consists of n pixels and will have m 
pixels, m < n, after compression.  This may be a grayscale image in which every pixel has 
an integer value ranging from 0 to 255.  In order to train a neural network with these data 
they first must be appropriately scaled.  We will consider a reduction by a factor 4, m = 
n/4.  The procedure is now as follows.  First we will cut the image into pieces of size 8 x 
8 pixels (assume the original size is 512 x 512 pixels, as is common, but any size 
divisible by 8 would work).  The architecture of the back-propagation network will then 
consist of 64 input units, 16 hidden units and 64 output units.  Figure 7.6 shows this 
architecture. 
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Figure 7.6  The architecture to reduce imagery 

 

 
Figure 7.7  The image transmission application 
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The training patterns will consist of the (scaled) pixel values, and the output values will 
be exactly the same as the input values.  Thus, the network will be trained to duplicate the 
input pattern.  The useful information that will be produced by this network is the pattern 
of activation that will appear at the hidden layer.  Once the network is trained it will be 
given an input pattern, and the hidden unit values will be used as the reduced version of 
this pattern.  This reduced version can then be stored or transmitted.  Figure 7.7 shows 
the transmission application.  It should be noted though that because of the large number 
of possible input patterns, a network will only be trained on the patterns of a single 
image.  Each image will have its own set of reduction weights (the weights of the second 
layer), necessary for decompression that must be stored or transmitted with the reduced 
pixel values.  Therefore, the actual compression factor will be less than 4.  The following 
calculation will show the actual compression factor. 
 
Given an image of size 512 x 512 pixels, with each pixel storing 1 byte of information.  
The total storage requirement will be 262,144 bytes.  The compressed version will use 
262,144/4 = 69,632 bytes.  This assumes that each data point of the compressed image is 
again stored in 1 byte.  There are also 16 x 64 weight values that must be part of the 
compressed file.  These values are generally real, not integers, and if we store each real 
value in 4 bytes then the total storage requirement of the compressed file is 69,632 + 16 x 
64 x 4 = 69, 632 bytes.  Thus, the compression factor is 262,144/69,632 = 3.76. 
 
This type of training has sometimes been called “unsupervised training” because the 
actual targets are unknown.  However, the algorithm is the supervised algorithm for back-
propagation training.  Also note that in this case we don’t have a training and test set; the 
training set of patterns is also used in the application phase. 
 
 
7.7.2 The paint quality inspection application 
 
This application was developed by the Ford Motor Co. to inspect the paint of new cars 
during manufacturing. 

 
Figure 7.8  A poor paint job (top) and one done well (bottom) 
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The problem is the following.  New cars are supposed to have a nice, shiny coat of paint, 
but sometimes the paint job is poorly done, and the painted surface appears rough.  The 
quality of the paint job may be assessed by means of a laser beam.  The beam is reflected 
from the car surface.  A perfect layer of paint will act like a mirror and reflect the beam 
without distortion.  A rough surface, on the other hand, will show scattering of the light 
and the amount of scatter is proportional to the roughness of the surface.   
 
The measurement is implemented as follows.  A video frame grabber records a snapshot 
(400 x 75 pixels) of the reflected beam.  Figure 7.8 shows this reflected beam resulting 
from a poor paint job (top image) and one that resulted from a paint job done well 
(bottom image).  A human specialist then rates each image on a scale from 1 to 20. 
 
To train a neural network, ten sample images (30 x 30) were selected from each snapshot.  
Thus, each input pattern consisted of 900 pixel values, and the target of each pattern was 
an integer value in the range [1, 20], as determined by a human specialist.  The network 
used a single output unit with a linear activation function to produce these integer values.  
The network also used 50 hidden units with sigmoid activation functions.  The network 
was trained with 118,800 patterns for about two weeks on a SUN workstation, and 
showed satisfactory results after training. 
 



 16 

References 
 
Freeman, J. A. and Skapura, D. M., Neural Networks, Algorithms, Applications and 
Programming Techniques.  Addison Wesley, 1991. 
 
Rumelhart, D. E., Hinton, G. E. and Williams, R. J., 1086, Learning Internal 
Representations by Error Propagation.  In Parallel Distributed Processing: Explorations 
in the Microstructure of Cognition, Vol. 1: Foundations, edited by D. E. Rumelhart and J. 
L. McClelland (Cambridge, MA: MIT Press), pp. 318-362. 
 
 
Index 
 
Bias unit, 8 
Data compression, 12 
Delta rule, extended, 6 
Hidden units, number, 8 
Layer,  hidden, 1, 5 
Learning, supervised, 1, 3 
  Back-propagation algorithm, 3 
  Rate, 8 
Linearly separable, 1 
Momentum  term, 9 
  Parameter, 9 
Network, back-propagation, 1 
  Feed-forward, 1 
Non-linear  transformation, 1 
  Activation function, 2 
Paint quality inspection, 14 
Paralysis, 8, 9 
Parameters, 8 
Pass,  forward, 4, 5 
  Reverse, 4, 6 
Phase,  training, 10 
  Application, 10 
Soft threshold function, 2, 5 
Training  procedure, 4 
  Session, 9 
Update, pattern, 7 
  Batch, 7 



 1 

8. Some Considerations for Experimental Design 
 
8.1 Pattern Selection for Training and Testing 
 
Given a problem, the set of patterns is generally very large.  For example, take the case of 
diagnosing a certain disease.  Any person alive could provide a pattern indicating the 
presence or absence of the disease.  Most experiments will consider only a small subset 
of the complete pattern set.  How should this subset be chosen? 
 
Ideally, randomly select a subset of the appropriate size.  This is often not practical.  The 
previous example would require a random subset of all people in the world!  Usually, a 
random subset of an available pattern population is selected.  For example, a local 
hospital may provide patterns for a disease diagnosis problem.  Keep in mind that a 
network can only respond correctly to patterns similar to those in its training set.  If a 
network is trained with symptoms of patients in Colorado it will probably not be able to 
diagnose the same disease in patients in Africa. 
 
Use a large set of training patterns for the network.  Theoretical results indicate that one 
generally needs about 10 times as many training patterns as there are free parameters 
(weights) in the network (Baum and Haussler, 1989).  Many problems do not have such a 
large pattern set available.  Use at least 10 times as many training patterns as there are 
input units in the network. 
 
Use a large set of test patterns.  The larger the test set, the more reliable the resulting 
measure of performance will be.  But the total set of patterns available for experiments 
may be limited!  Researchers often use a 50/50 random split of the total set for training 
and testing.  In many cases, the 50/50 split is a good partitioning.  Sometimes, this 
approach leaves too few training data.  In these cases, a larger training set must be 
created. 
 
Extreme case: use a single pattern for testing. 
Apply leave-one-out strategy: rotate the test patterns through the entire pattern set. 
{if n patterns: 
 train (n-1) networks with (n-1) different training sets 
 test each network with the remaining pattern 
 collect test results and calculate overall performance measure} 
 
Less extreme: use cross-validation (Principe et al., 2000) 
{if n patterns: 
 for I=1 to K do 
  randomly select a subset of m patterns as a test set 
  train with the remaining (n-m) patterns 
  note the test result for m patterns 
 average the test results over K trials} 
 
Sometimes, a random division of training and test patterns gives misleading results. 
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Ex. Take a ground cover identification experiment using satellite images (for 
example, see Augusteijn et al, 1995).  A single ground cover (like pine forest) 
may appear different in different locations (depending on the age of the trees, the 
elevation, the soil type, the moisture level, etc.).  Assume that several sites have 
been selected, and each one contributes many patterns.  Patterns from the same 
training site are often more similar than patterns from different sites.  In random 
partitioning, each site is likely to contribute to both training and test set and 
performance may be high.  But network performance on other image segments is 
likely to be much less. 

 Solution:  Try to represent sites with the various different characteristics in 
   the training set, but use test patterns from different sites. 
 
 
 
8.2 Number of Patterns versus Categories 
 
Often, the same number of patterns is used for each category.  Then all categories are 
learned equally well by the network.  Categories may not be equally represented in the 
actual distribution (an image may show more pine forest than urban areas).  Overall 
network performance may increase if abundantly present categories are learned better 
than relatively rare categories.  If certain categories must be learned better than others 
then use more training patterns for those categories. 
 
Do not push this idea to an extreme!  If 5% of training data belongs to one category and 
95% belongs to a second category then the network may completely ignore the first 
category! 
 
 
8.3 The Problem of Overtraining 
 
Once a classification has been obtained (by a neural network classifier or otherwise) it 
becomes important to interpret the result.  Overall performance is generally reported as a 
percentage of correct classification.  Training as well as test performance may be 
measured in this way.  It should be noted that high training performance does not 
necessary translate into high test performance.  The experimenter should watch for 
overtraining!  Overtraining (Principe et al., 2000) is likely to occur when the pattern set is 
noisy.  If specific noise that is part of the training set is learned by the classifier then test 
performance is likely to be low.  When the training error is graphed against epochs during 
a training session, the result is often a monotonically decreasing curve (in case of 
successful training). If the test error is also measured during training and if the training 
pattern set is noisy then this error may be seen to pass through a minimum value.  Figure 
8.1 shows this situation.  The increase in test error as training proceeds is evidence that 
overtraining has taken place.  In this case, training should be terminated at the point 
where the test error reaches a minimum.  But this error is generally not available during 
the training session! 
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The simplest way to prevent overtraining is by using a validation set.  This is only 
possible when a large pattern set is available.  The patterns are partitioned into three sets: 
a training set, a validation set and a test set.  The training and validation error are both 
recorded as a function of the number of epochs during training.  A history of weight 
values is also kept.  This enables the construction of a trained network using weight 
values corresponding to the training epoch at which the validation error passed through 
its minimum.  An independent test set (not the same as the validation set) is still 
necessary to measure test performance.  Using the validation set as a test set often gives a 
misleading assessment of network performance. 

 
Figure 8.1  Training and test error as a function of training epoch for a noisy pattern set 

 
 
8.4 The Classification Error Matrix 
 

 
Table 8.1  An example of an error matrix 

 
A common means of expressing classification accuracy is the preparation of a 
classification error matrix, also called a confusion matrix (Lillesand and Kiefer, 1994).  
Error matrices compare, on a category-by-category basis, the relationship between the 
known classification and the result obtained from the classifier.  Such matrices are square 
with the number of rows and columns equal to the number of categories used in the 
classification.  The (i,j)th entry in an error matrix (the entry in the ith row and jth column) 
shows the number of patterns (or percentage of patterns) known to belong to the ith 
category but classified into the jth category.  The diagonal elements show correct 

 
 

Classified as 
Class 1 

Classified as 
Class 2 

Classified as 
Class 3 

Classified as 
Class 4 

Class 1 80 10 7 3 
Class 2 7 85 8 0 
Class 3 0 5 90 5 
Class 4 3 4 6 87 
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classification into each category while off-diagonal elements show the various 
misclassifications.  Table 1 shows an example of a 4-category classification. 
 
Assume for simplicity that the four categories all contain 100 patterns so that the number 
of patterns in each matrix entry also indicates a percentage.  The example matrix shows 
that 80% of the class 1 patterns are correctly classified while 10% are incorrectly 
classified as belonging to category 2, etc.  Some misclassifications are more serious than 
others, and the error matrix gives explicit insight in the nature of the misclassifications.  
Note that the values in each row add up to 100, the total number of patterns in each class.  
The off-diagonal entries in each row show the omission errors for each class (patterns 
which should have been included in the class but were not).  For example, class 1 has a 
20% omission error since 20% of the class 1 patterns were not included in this class.  
Column elements, on the other hand, can add up to any value.  The off-diagonal column 
elements show the commission error for each class (patterns which were erroneously 
included in the class).  For example, class 1 has a 10% commission error because 10% of 
patterns belonging to other classes are erroneously included in class 1.  Related concepts 
are the producer’s and a user’s accuracies which can also be derived from the error 
matrix.  The producer’s accuracy for class 1 is 80% because 80% of class 1 patterns are 
correctly classified, in agreement with the omission error.  The user’s accuracy for class 
1, however, is somewhat larger.  When the classifier indicates that a given pattern 
belongs to class 1 then the user may assume that this classification is 88.9% correct, in 
agreement with the commission error.  This is the user's accuracy.  Consider class 3 as an 
additional example.  Producer's accuracy for this class is 90% while user's accuracy is 
calculated as 81.2%.  Overall accuracy of the classification is obtained as the average 
value of the diagonal elements.  This value is (80+85+90+87)/4 = 85.5% for the data in 
Table 8.1. 
 
 
8.5 Interpretation of Classification Accuracy 
 
It should be noted that even a completely random assignment of categories to patterns 
will produce a certain percentage of correct classification.  For example, in a 2-category 
classification a performance of 50% indicates completely random assignment and is 
therefore worthless.  On the other hand, in a 10-category classification a performance 
level of 50% has a certain value.  Thus the number of categories must be taken into 
account when assessing the performance of the classifier.  The  measure eliminates the 
chance agreement from a performance result.  It is conceptually defined as: 
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This quantity can be calculated from the error matrix by means of the following formula: 
 

 

 
N = total number of patterns included in matrix 

= the number of patterns on the diagonal 
= the number of patterns in the ith row 
= the number of patterns in the ith column 

r = the dimension of the error matrix 
 
For the data in Table 1 we find: 
 

 = 80 + 85 + 90 + 87 = 342 

 

 = (100 x 90) + (100 x 104) + (100 x 111) + (100 x 95) = 40,000 

 

 

 
It follows from this that the chance corrected performance is 80.7%, somewhat lower 
than the 85.5% performance stated before. 
 
The formula for  was heuristically established rather than derived from mathematical 
principles.  It is instructive to show that the formula is valid in two extreme cases. 
 

1. Consider the case of perfect classification as shown by the error matrix: 
 

 

 
In this case we need to substitute the following entities into the formula: 
 

 
 
This gives us the following value for  



 6 

 

 

 
which is the expected value in case of perfect classification. 
 
  
2. Now consider the case of completely random assigment as shown by the error 

matrix 
 

 

 
This only changes the value of the number of items on the diagonal which is now 
100.  Thus, the value of  becomes: 

 

 

 
which again is the expected value in this situation. 
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9. The probabilistic neural network (PNN) 
 
The PNN was introduced by Donald Specht in 1990.  This network is based on statistical 
principles, and it is used for classification problems.  When comparing this architecture 
with back-propagation, one notices several differences.  The most important one is the 
activation function used for the hidden units; this architecture employs a probability 
density function as we will see.  Another difference is that the PNN is not trained by an 
iterative algorithm like back-propagation; the weights are known in advance and are set 
when the network is initialized.  Thus, the long training times seen in some back-
propagation applications are prevented. 
 
The PNN implements a decision boundary that asymptotically approaches Bayes optimal 
decision surface if certain conditions are met.  To understand this architecture, we will 
begin with a review with Bayes strategy for pattern classification. 
 

9.1 Bayes strategy for pattern classification 
 
Assume a collection of n-dimensional patterns associated with K categories.  Represent 
the patterns as vectors:  in an n-dimensional pattern space.  The 
classification task is to determine K functions: 
 

  i = 1,......,K 
 
such that each function fi, when given a specific pattern as its argument, calculates the 
probability of that pattern to belong to class i.  These functions are called probability 
density functions (PDF), and they have the following properties: 
 

1. Each probability density function returns a value between 0 and 1. 
(  ⇒ pattern is known not to belong to class i, 

        ⇒ pattern is known to belong to class i) 

      2.       for each pattern  (each pattern belongs to one of the classes). 

 
The general approach is now as follows:  Given a pattern  calculate  for each i, 
and classify the pattern into the category for which  is largest.  This method 
constitutes a maximum likelihood classifier.  The Bayes classifier is an extension of the 
maximum likelihood classifier.  It enables the inclusion of prior information and the 
possibility to minimize the “expected risk”. 
 
We will discuss the following example.  Consider two categories A and B.  A pattern 

will belong to class A,  or the pattern will belong to class B, , based on 
a set of measurements represented as .  We will call the probability 
density functions  and .  Assume further: 
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IA: Is the loss associated with a misclassification of a member of category A. (  is a  
member of class A erroneously put into class B). 

IB: Is the loss associated with a misclassification of a member of category B. 
hA: Is the a priori probability for class A (the probability that belongs to class A in  

the absence of measurements). 
hB: Is the a priori probability for class B. 
 
The classification decision  is now calculated as: 
 

    (9.1) 

 
The boundary between the two classes is determined by: 
 

     (9.2) 
 
How do we obtain the numerical information required for this calculation.  As mentioned 
before, the a priori probability is the probability that a pattern belongs to a certain 
category in the absence of any specific data concerning that pattern.  For example, if 
Mary is an American then the a priori probability that Mary has blond hair, in the 
absence of any knowledge about Mary, equals the fraction of American girls that are 
blond.  Thus, a priori probabilities are obtained from statistical data, which must be 
known to the user.  A maximum likelihood classifier assumes that all categories are 
equally likely. 
 
The loss function is determined by the user.  It is subjective evaluation: How costly is the 
misclassification to the user.  The maximum likelihood classifier assumes that the cost of 
all misclassifications is the same. 
 
If a set of training examples is available, the PDFs can be estimated from them.  We will 
use a formula proposed by Cacoullos in 1966.  Suppose that we have m training patterns 
for class A labeled .  The PDF for class A can then be approximated by: 
 

     (9.3) 

 
in which σ is a smoothing parameter.  Note that the PDF is approximated by a sum of 
Gaussians.  The smoothing parameter is the standard deviation of the Gaussians, centered 
about the training patterns. 
 
Figure 9.1 shows drawings of PDFs in two extreme cases, on the left for a small value of 
σ showing the Gaussian functions as separate peaks about the training patterns, and on 
the right for a large value of σ showing the Gaussian functions as blended together. 
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  A small value of σ    A large value of σ 
 
This calculation can also be implemented as a neural network, and that is what is done in 
a PNN.  The architecture consists of three layers as shown in Figure 9.2.  This figure 
portrays a network in which the patterns belong to one of two classes.  The bottom layer 
is the input layer receiving the pattern components.  The second layer is the hidden layer, 
called pattern layer in this case.  The network will have as many pattern units as there are 
training patterns available for the problem.  These two layers are completely connected, 
and their connections are weighted with the component values of the training patterns; for 
example, if the ith unit in the pattern layer is associated with pattern  then the weights 
entering this unit from the input layer carry weight values according to: 
 

 
 
The pattern units have Gaussian activation functions; for example, the ith unit has an 
activation function specified as: 
 

    (9.4) 

 
The output layer or summation layer has as many units as there are classes in the 
problem.  As seen in figure 9.2 the pattern layer and summation layer are not completely 
connected; each summation unit is connected only to those pattern units that belong to the 
class represented by that summation unit.  Each summation unit simply sums the 
Gaussian functions that are the output values of the pattern units that belong to its class.  
Thus, the connections between these two layers all have weight values 1.  The activation 
functions of the summation units are linear; for example, the unit associated with class A 
will have the function: 
 

     (9.5) 

 
in which nA is the number of patterns in the training set that belong to class A.   
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It is not difficult to verify that the output values of the network are the same as the values 
that would be calculated from Eq. (9.3), and therefore represent the probabilities of class 
membership.  In experiments, the PNN has shown performance comparable to back-
propagation.  This network is also capable to recognize novel patterns; that is, patterns 
belonging to a class not represented by the training data.  If none of the calculated 
probabilities exceeds a user defined threshold then the pattern would be considered novel.  
Since all weights are fixed in this architecture, the network avoids the long training times 
often required for back-propagation, but tends to require much storage space when large 
training sets must be represented.  The network size can be reduced by first clustering the 
pattern data and representing the cluster centers by means of neural units instead of the 
individual patterns.  Some clustering algorithms will be discussed in Chapter 10. 

 
Figure 9.2  A PNN architecture for a two-category classification task 
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1 Introduction

The Probabilistic neural network (PNN) classi�es the input vectors
using a probability density function, or pdf learned by the network.
This is the biggest di�erence from other multi-layer networks, such
as those using backpropagation training methods using a heuristic
approach to iteratively update weights to learn patterns. The PNN,
in contrast, uses information about the probability density of the
sample to classify data or perform pattern recognition [1]. Other
methods such as backpropagation have been shown to be much slower
than PNNs, and also false minima are more prevalent [1] because the
errors have fallen below a threshold. The PNN is not trained by
an iterative algorithm like back-propagation; the weights are known
in advance and are set when the network is initialized. Thus, the
long training times seen in some back-propagation applications are
prevented.

Another di�erence with the PNN is its activation function. Like the
radial basis function (RBF) networks, the PNN uses a radial basis
function as its activation function unlike the typically used sigmoid
function in other multi-layer networks. The pdf learned by the PNN
approaches the true pdf [2] given enough training vectors, and also
Specht [1] showed that the PNN also approaches the Bayes optimal
classi�er1. Similarities and di�erences to the RBF network is dis-
cussed in Section 4.

To understand this architecture, we will begin with a review with
Bayes strategy for pattern classi�cation.

1The Bayes optimal classi�er is a mechanism for minimizing classi�cation error. Once
the pdf is known for a set of data, the data is classi�ed by into the class with the highest
value: hAfA(x) where hAis the apriori probability for an arbitrary class A (i.e. P(A) or the
probability an input vector belongs in class A)) and fA(x) is the pdf for class A.
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2 Bayes strategy for pattern classi�cation

Assume a collection of n-dimensional patterns associated with K cat-
egories. Represent the patterns as vectors: in an n-dimensional pat-
tern space. The classi�cation task is to determine K functions:

i = 1, ......,K

such that each function fi, when given a speci�c pattern as its argu-
ment, calculates the probability of that pattern to belong to class i.
These functions are called probability density functions (PDF), and
they have the following properties:

1. Each probability density function returns a value between 0 and
1.

fi(x̄j) = 0⇒ pattern is known not to belong to class i,

fi(x̄j) = 0⇒ pattern is known to belong to class i

2.
∑K
i=1 fi(x̄j) = 1for each pattern x̄j (each pattern belongs to one of

the classes).

The general approach is now as follows: Given a pattern x̄jcalculate
fi(x̄j) for each i, and classify the pattern into the category for which
f(x̄j) is largest. This method constitutes a maximum likelihood clas-
si�er. The Bayes classi�er is an extension of the maximum likelihood
classi�er. It enables the inclusion of prior information and the possi-
bility to minimize the �expected risk�.

We will discuss the following example. Consider two categories A
and B. A pattern x̄ will belong to class A, x̄ = x̄Aor the pattern will
belong to class B, , based on a set of measurements represented as
x̄ = (x1, x2, ..., xn). We will call the probability density functions fA(x̄)
and fB(x̄) . Assume further:

IA: Is the loss associated with a misclassi�cation of a member of
category A. ( is a member of class A erroneously put into class B).

IB: Is the loss associated with a misclassi�cation of a member of
category B.

hA: Is the apriori probability for class A (the probability that
belongs to class A in the absence of measurements).
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hB: Is the apriori probability for class B.

The classi�cation decision d(x̄) is now calculated as:

d(x̄) =

{
x̄A hAIAfA(x̄) > hBIBfB(x̄)

x̄B otherwise
(1)

The boundary between the two classes is determined by:

fA(x̄) = ℵfB(x̄), ℵ = hBIB/hAIA

How do we obtain the numerical information required for this cal-
culation. As mentioned before, the apriori probability is the proba-
bility that a pattern belongs to a certain category in the absence of
any speci�c data concerning that pattern. For example, if Mary is
an American then the apriori probability that Mary has blond hair,
in the absence of any knowledge about Mary, equals the fraction of
American girls that are blond. Thus, apriori probabilities are ob-
tained from statistical data, which must be known to the user. A
maximum likelihood classi�er assumes that all categories are equally
likely.

The loss function is determined by the user. It is subjective evalua-
tion: How costly is the misclassi�cation to the user. The maximum
likelihood classi�er assumes that the cost of all misclassi�cations is
the same.

3 Estimation of the PDF

Each PNN uses the Bayes decision rule to compute the output of
the network. This rule, stated in Equation 1, is used to determine
whether an input vector belongs to class A.

hAfA > hBfB (2)

The key part of the probabilistic neural networks is their ability to ap-
proximate the probability density function of the sample with very lit-
tle error. One method of approximation is called the Parzen-Window

Density Estimation. As its name suggests, this method uses a window
function around an input vector x while also taking into account how
many other input vectors, xilie within that window. Essentially, the
parzen-window function calculates the sum total contribution from
input vectors in this window. The equation is as follows:

P (x) =
1

2πp/2σp

∑
exp(

Zij − 1

σ2

) (3)
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where σis the smoothing parameter and Zij = x �wij. The �gure below
shows drawings of PDFs in two extreme cases, on the left for a small
value of σ showing the Gaussian functions as separate peaks about
the training patterns, and on the right for a large value of σ showing
the Gaussian functions as blended together.

If x is a normalized input vector and wij the normalized weight from
the ith input to the jth hidden neuron, then since ‖x‖2 = x�x = wij �wij =
1

Zij
σ2

=
x � wij − 1

σ2

=
(2x � wij − 2)

2σ2

=
−(−2x � wij + 1 + 1)

2σ2

=
−(x � x− 2x � wij + wij � wij)

2σ2

=
−(x− wij)T (x− wij)

2σ2
(4)

Therefore Equation (2) becomes [4 Zaknich]:

P (x) =
1

2πp/2σp

∑
exp(− (x− wij)T (x− wij)

2σ2
) (5)

During training of the network, each training sample{xi, yi}is pre-
sented to the network, where xiis the training vector, and yiis the
target vector. When presenting the ith input vector, the ith hidden
neuron is activated and its weight becomes wi = xiand since xiis nor-
malized, ‖xi‖ = 1 = ‖wij‖.
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Specht notes that the Parzen-window estimator is a summation of
small Gaussian distributions centered at each training vector [1].
However, the Parzen-window function need not be Gaussian and
could also be, but not limited to, any of the following:

exp(−.52)

exp−|y|

1

1 + y2

When these functions are used along with the Bayes decision rule
in Equation (1) their resulting activation function would be di�erent
than in Equation (4), but they will still approach Bayes optimal [1].

4 PNN Architecture

The PNN is a four-layer network that has an input layer, two hidden
layers, and an output layer. Sometimes you will see the PNN referred
to as a three-layer network (comprised of an input layer, hidden layer
and output layer).
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The �rst hidden layer is called the pattern layer. This layer has one
node for each training pattern. The computation in this layer uses
the Parzen-window estimator de�ned in Section 2. This layer does
not perform the summation and so only uses the following activation
function:

P (x) =
1

2πp/2σp
exp(− (x− wij)T (x− wij)

2σ2
) (6)

The second hidden layer, called the summation layer, sums the con-
tributions from the �rst hidden layer. So then its activation function
is Equation (4). Notice that Equation (4) simply sums the elements
from Equation (5).

The output layer has the same number of nodes as there are categories
to which the data is classi�ed.

5 Comparison to RBF Networks

As you may have noticed, PNNs share a lot of similarities to RBF
networks (see Chapter 1). Although the activation function is based
on Parzen-window estimations, it usually is derived from Gaussian
distributions and it approaches the Gaussian function with enough
training examples [3]. Unlike the RBF network though, the PNN has
a hidden neuron for each input vector. This makes this network less
useful in applications that have limited storage or memory.

There also exists di�erences between the hidden layer structure. In
the RBF network, there is only one hidden layer. This layer uses the
Gaussian activation function and then sends its output to the output
layer. In the PNN, the �rst hidden layer is the pattern layer which
uses the typically exponential activation function, and the second
hidden layer, also called the summation layer, sums the outputs from
the patter layer that correspond to the same class as the training
vector. As a result, the values of the output neurons in the RBF
network are based on every hidden neuron vector. Whereas for the
PNN, the second hidden layer operates only on vectors belonging to
the same category and these values are sent to the output layer [2].

The di�erences between the two networks is also seen mathematically
when comparing the output computations. For the RBF network, the
jth output of the network yj(x) is given by:

yj(x) =
M∑
i=1

wijhi(x) (7)
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where M is the number of hidden neurons, wijis the weight between
the ith hidden neuron and the jth output neuron, and hiis the ith

output from the hidden layer. Since generally the Gaussian kernel is
used, Equation (5) becomes:

yj(x) =
M∑
i=1

wij exp(−‖x− c‖
2

σ2
) (8)

To calculate the output y_{j}(x) for the PNN network, Equation
(5) is also used. However, h_{i}(x) is the summation of the Gaus-
sian function values coming from the �rst hidden layer. Therefore,
Equation (5) becomes:

yj(x) =
M∑
i=1

wij

M∑
i=1

exp(
x � wij − 1

σ2
) (9)

Note that constants appearing in Equations (6) and (7) have been
omitted for illustration purposes.

6 Example Using MATLAB

MATLAB has a built-in function called newpnn for creating new prob-
abilistic neural networks. This function creates a four-layer network
like the one depicted in Section 3. The inputs of the newpnn function
are as follows:

pnn = newpnn(P, T, spread)

where P is array of input vectors, T is the array of target vectors,
and spread is the smoothing parameter.

The same Ionosphere dataset from the UCI Machine Learning Repos-
itory used for the RBF network example is used for this example. See
Chapter 1 for a detailed description of this dataset. Also, the same
MATLAB code used to create the training and testing sets for the
RBF network is used for this example.

To test the network, the following method is called:

A = sim(pnn, testSet)
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One interesting note on the newpnn function is that it only outputs
the class that has the maximum output from the summation layer,
not the resulting probabilities for each class. In order to �nd the
probabilities, the following code is needed:

for i = 1:1:cols

% find the output from the radial basis layer (Layer 1)

a{1} = radbas(netprod(dist(pnn.IW{1,1},trainSet(:,i)),pnn.b{1}));

%find the weights of the second layer

weights{1} = pnn.LW{2,1};

% convert cell arrays to matrices

firstLayer = cell2mat(a);

w = cell2mat(weights);

% calculate the probabilities from layer 2

probs(i,:) = w * firstLayer;

% for each element, normalize so the sum equals 1

sum = probs(i,1) + probs(i,2);

for k = 1:1:2

prob = probs(i,k);

probs(i,k) = prob / sum;

end

sum = 0;

end

When testing the PNN, MATLAB does not provide a graph of the
mean-square error (MSE) like it does for the RBF network.
Nevertheless, the MSE can be calculated with the following
command:

Ac = vec2ind(A);

%error matrix

E = T - Ac;

%mean squared error perf = mse(E)
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where T are the targets for the testing dataset.

The MSE for the PNN is 0.0513 for this example, which is actually
better than the lowest MSE of 0.0602118 for the RBF network.
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10 Radial Basis Function Networks 
 
A radial basis function network (RBFN) consists of an input layer and two layers of 
processors.  Layers are completely connected.  Radial basis function (RBF) nodes have a 
radial activation function.  RBF nodes are found in the hidden layer.  Gaussians functions 
are commonly used for the RFB nodes.  RBF networks are often used for function 
approximation.  In this case, the network has a single output unit with a linear activation 
function.  This architecture is shown in Figure 10.1.  The network can also be used for 
classification problems, in which case the number of output units matches the number of 
categories in the problem, and the output units have soft threshold activation functions.  
The emphasis in this chapter will be on function approximation. 

 
Fig. 10.1  The Radial Basis Function Architecture 

 
Assume  is an arbitrary function of , where  is an N-dimensional vector.  We want 
to design a neural network to approximate this function.  One possibility is to use an 
RFBN in which case  will be approximated by a sum of Gaussians.  Alternatively, a 
back-propagation network can be used, and the function will be approximated by a sum 
of sigmoid functions.  The difference is a global (back-propagation) versus a local 
(RFBN) approach.  In this chapter, we will explore the local approximation using an RBF 
architecture.  The approximation then takes the form: 
 

    (10.1) 

 
in which the 's are the coefficients of the expansion and  is a Gaussian 
function centered at . 
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A Gaussian function can be expressed as: 
 

.    (10.2) 

 
Inserting this into eq. (10.1) leads to the approximation formula: 
 

     (10.3) 

 
Note the similarity between eq. (10.3) and the PDF used in the PNN architecture.  Even 
though the formulas look similar, the interpretation is quite different.  Here, the function 

 is not a probability function (we may not even be dealing with a classification 
problem).  Eq. (10.3) shows a function expansion using a basis of Gaussians. 
 
The learning paradigm is the following: Given a set of known vectors  with associated 
values , find a function  such that  
 

 
 
using a Gaussian basis for the function expansion.  We may allocate a number of hidden 
units equal to the number of known patterns + 1  (this architecture has a bias unit in the 
hidden layer, see Fig. 10.1), or we may first cluster the given patterns.  If the individual 
patterns are used then a Gaussian activation function will be associated with each unit, 
and we obtain: 

     (10.4) 

 
Since the output unit has a linear activation function, the network output will take the 
form: 
 

     (10.5) 

 
for I known patterns and I+1 hidden units.  The coefficients  are acquired from a 
training algorithm.  Note that only one layer of weights participates in this training; the 
weights between the input layer and hidden layer are assigned according to the known 
patterns.  Delta rule learning can be used to train the output weights.  Alternatively, they 
can be calculated from matrix inversion. 
 
If many known patterns are available then the network will be very large.  A more 
compact network could be designed if the collection of patterns is first clustered and if 
only cluster centers are represented in the hidden layer.  Many clustering algorithms 
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exist.  A well-known algorithm is called K-means: clustering is achieved into a preset 
number of K clusters. 
 
K-means clustering 
 
Arbitrarily select K cluster centers in the pattern sub-space 
(K vectors of the known set could arbitrarily be chosen as initial cluster centers) 
 
Select a number of iterations M 
 
For i=1 to M do 
 Associate each vector of the known set with the nearest cluster center 
 (according to Euclidian distance) 
 
 Calculate a new cluster center as the average of the vectors associated  
 with it 
 
The cluster centers after M iterations will become the centers of the Gaussian functions.  
Instead of a fixed number of iterations, a change percentage can be used as a threshold.  
Because the cluster centers change between iterations, a certain percentage of the known 
vectors will move from one cluster to another.  This percentage can be measured and 
when it falls below a preset threshold the procedure can be terminated. 
 
K-means has the disadvantage that the number of clusters must be decided by the user.  
Also note that this clustering is unsupervised; clusters are formed based on pattern 
similarity, but the function value is not used.  Kohonen clustering could be used as an 
alternative, but this method also requires that the user sets the number of clusters. 
 
Supervised clustering can be implemented without this requirement.  Partition the 
function values into bins (for example, they can be rounded off to the nearest integer).  
The different bins may be considered to represent different classes.  Now that we have a 
set of categories, the following procedure may be used: 
 
1. Initially, assign a cluster to each known pattern . 
 
2. Randomly label each cluster by integer L = 1,..,p. 
 
3. Select the first cluster, L = 1. 
 
4. Find any other cluster associated with pattern(s) belonging to the same  
 class as cluster L=1. 
 
5. Merge the two clusters - compute a new center. 
 
6. Compute ddiff : the distance from the new center to the center of the 
 nearest cluster of a different class. 
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7. Compute the distance from the new center to the pattern belonging to 
 this cluster which is furthest away from the center - this is the radius R 
 of the cluster. 
 
8. For constant parameter α, 
    if ddiff > α then 
  accept merge, new cluster is labeled with current value of L 
  set the number of clusters p = p-1 
  goto 4 
    else 
  reject merge 
  recover original clusters 
  restart from 4 
 
 repeat 4 through 8 until all clusters are considered 
 
 L = L + 1 
 
9. repeat 4 through 8 until L = p 
 
The final cluster means become the Gaussian centers. 
A range of was found useful. 
 
 
After the Gaussian centers are determined, a width needs to be calculated for each 
Gaussian function.  The width does not have to be the same in each direction of the 
pattern space.  Complicated procedures have been used to determine an optimal width in 
each direction for each Gaussian function.  The simplest solution is to give each Gaussian 
the same width σ which may be considered a network parameter set by the user.  
Alternatively, a width can be calculated for each Gaussian from the known patterns.  For 
each Gaussian, find the pattern farthest from the center and set the distance between the 
center and that pattern equal to 2σ. 
 
The network can be expanded to a multi-unit output layer, but radial basis networks 
always have a single hidden layer using radial activation functions.   
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1 Introduction

As seen in previous chapters, new neural network types can be de-
rived by varying the activation function. A Radial Basis Function
(RBF) Network has a radial basis function as its activation function.
In Section 2 we will discuss the types of radial basis functions that
are typically used. RBF networks are comprised of two layers. The
hidden layer nodes use the radial basis activation function, while the
output layer nodes use a weighted sum of the hidden layer outputs.
The structure of an RBF network with a linear output is shown in
�gure 1.1, although the network may have multiple outputs as well.

In the �eld of neural networks, RBF networks have become the pre-
ferred network in many applications including function approxima-
tion and classi�cation. One powerful property of this network is that,
when used for function approximation, the inputs are nonlinear and
the output is a linear transformation [6]. For example, to approxi-
mate a function of n variables, the approximation would be a linear
sum of the radial basis functions (recall that the output node sums
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the outputs from the hidden layer). This property also allows this
network to be very useful in approximating nonlinear mappings [7,
8]. The RBF network essentially interpolates the values between the
di�erent dimensions [13]. The RBF network has also proven useful
for pattern classi�cation due to its rapid training [3]. In this case,
the network will have an output node for each class.

2 Radial Basis Function

A radial basis function is a function that depends on the distance
from a center µ. For neural networks, the distance is the Euclidean
distance from the input vector to each of the other input neurons.
The radial basis function computes the weight of each input neuron
as a function of these distances. The larger the distance, the smaller
the weight. In most applications, including pattern classi�cation and
function approximation, the Gaussian function is the preferred radial
basis function, or kernel function. The Gaussian function is as follows:

G(x) =
1

σ
√
2π

exp

(
−(x− µ)2

2σ2

)
where µis the center of the Gaussian function. Summing the radial
basis functions, or kernels, in the output layer of the network, we get
the following formula:

f(xn) = α
∑

exp

(
−(x− µ)2

2σ2

)
,

where α is the sum of the constants.

In time-series domains, the thin-plate spline1 is the most used acti-
vation function [6].

3 Hidden Layer Structure

There are two important parts to creating an RBF network: �nding
the right network topology (or number of hidden layer neurons) and
�nding the optimal weights between the layers.

1The thin-plate spline function has the form: φ(x) = x2 lnx. This function is useful in
time series since the di�erence in centers over time can be represented [11].
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In order to �nd a topology for the network an iterative method can be
used and the error calculated at each iteration. During each iteration,
another hidden neuron is added and the error computed. Minimizing
the mean-square error is typically the method in determining the best
number of neurons [6]. This method is used by the newrbe function
in MATLAB which will be discussed more in Section 5.

Another method would be to simply create a hidden layer neuron for
each input neuron. This is the approach of the newrbe function in
MATLAB. However, this can create very large, memory consuming
networks and may not return an accurate solution when there are
many input vectors [9].

Clustering algorithms are unsupervised learning methods and can
be used to cluster the input neurons into small groups in order to
reduce the number of hidden layers. One such method is the K-means
clustering algorithm, or learning vector quantization. The centers, or
weights, of the hidden layer nodes are randomly initialized. Since we
know the class corresponding to each input vector during training,
this makes the RBF network a supervised learning network. One can
then cluster based on class membership instead of just the patterns
extracted from the inputs [15]. Below is the entire algorithm.

3.1 K-means Clustering Algorithm

Arbitrarily select K cluster centers in the pattern sub-space (K vec-
tors of the known set could arbitrarily be chosen as initial cluster
centers)

Select a number of iterations M

For i=1 to M do:

Associate each vector of the known set with the nearest cluster center
(according to Euclidean distance)

Calculate a new cluster center as the average of the vectors associated
with it

The cluster centers after M iterations will become the centers of the
Gaussian functions. Instead of a �xed number of iterations, a change
percentage can be used as a threshold. Because the cluster centers
change between iterations, a certain percentage of the known vectors
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will move from one cluster to another. This percentage can be mea-
sured and when it falls below a preset threshold the procedure can
be terminated.

K-means has the disadvantage that the number of clusters must be
decided by the user. Also note that this clustering is unsupervised;
clusters are formed based on pattern similarity, but the function value
is not used. Kohonen clustering could be used as an alternative, but
this method also requires that the user sets the number of clusters.

Supervised clustering can be implemented without this requirement.
Partition the function values into bins (for example, they can be
rounded o� to the nearest integer). The di�erent bins may be
considered to represent di�erent classes. Now that we have a set of
categories, the following procedure may be used:

1. Initially, assign a cluster to each known pattern.

2. Randomly label each cluster by integer L = 1,..,p.

3. Select the first cluster, L = 1.

4. Find any other cluster associated with pattern(s) belonging to

the same class as cluster L=1.

5. Merge the two clusters - compute a new center.

6. Compute ddiff : the distance from the new center to the center of the

nearest cluster of a different class.

7. Compute the distance from the new center to the pattern belonging to this

cluster which is furthest away from the center - this is the radius R of the cluster.

8. For constant parameter α, if ddiff > α then

accept merge, new cluster is labeled with current value of L

set the number of clusters p = p-1

goto 4

else

reject merge recover original clusters
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restart from 4

repeat 4 through 8 until all clusters are considered

L = L + 1

9. repeat 4 through 8 until L = p

The final cluster means become the Gaussian centers. A range of

1≤α ≤3 was found useful.

After the Gaussian centers are determined, a width needs to be calcu-
lated for each Gaussian function. The width does not have to be the
same in each direction of the pattern space. Complicated procedures
have been used to determine an optimal width in each direction for
each Gaussian function. The simplest solution is to give each Gaus-
sian the same width * which may be considered a network parameter
set by the user. Alternatively, a width can be calculated for each
Gaussian from the known patterns. For each Gaussian, �nd the pat-
tern farthest from the center and set the distance between the center
and that pattern equal to 2σ.

The network can be expanded to a multi-unit output layer, but radial
basis networks always have a single hidden layer using radial activa-
tion functions.

Note that the K-means algorithm is extremely sensitive to the initial
centroid con�guration, and multiple iterations of the algorithm may
be required to obtain more accurate results.

It is worth mentioning that multiple studies have examined the use of
another algorithm called APC-III since the training patterns can be
clustered after one iteration. In a study by Hwang, Young-Sup and
Bang, Sung-Yang [16], however, they found the using the K-Means
clustering algorithm returned more accurate results than the APC-III
clustering algorithm. If memory or performance is a concern though,
the APC-III provides another alternative to the K-means algorithm.

4 Training the Network

The simplest training method for the radial basis function network is
to use the Delta rule given by:

wj(i+ 1) = wj(i) + α14w (1)
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where wj is the weight on the jth neuron at the ith layer, and α1 is
the learning parameter.

This method can be used to easily train the weights on the output neu-
rons, however this method is not very accurate for higher dimension
problems. See [14] for more details on higher dimension problems.

5 Example Using MATLAB

It is useful to illustrate these concepts by building an example using
real data and the built-in newrb function in MATLAB for creating
radial basis function networks. The newrb function creates a two-
layer radial basis function network one neuron at a time [4]. At each
iteration the error is computed for each input vector; the one with
the lowest error is used to create a hidden layer neuron. If the error
has lowered beyond a threshold with the addition of a neuron, then
the network design is complete.

The inputs of the newrb function are as follows:

net = newrb(I, T, goal, spread),

where I is the input vectors, T is the target vectors, the goal is the
threshold for the error computations, and spread is a measure of
smoothness for the function approximation. A small spread will �t
the data closely, while a large spread will �t the data more smoothly
[4].

The data for this experiment is the Ionosphere dataset2taken from
the UCI Machine Learning Repository [10]. This dataset is can be
used to demonstrate a fairly simple classi�cation problem since the
dataset classi�es the data into two classes, good or bad. The data
was divided into two parts: two-thirds of the data was used for the
training data, and one-third of the data was used for the test data.
The following code is used to create the training data set and the
RBF network.

Data = dlmread('Ionosphere_Data1.dat','\t');

targets = Data(:,35);

inputs = Data(:,1:34)';

indices = [];

2This radar data was collected by a system in Goose Bay, Labrador. This system consists
of a phased array of 16 high-frequency antennas with a total transmitted power on the order of
6.4 kilowatts. See the paper for more details. The targets were free electrons in the ionosphere.
"Good" radar returns are those showing evidence of some type of structure in the ionosphere.
"Bad" returns are those that do not; their signals pass through the ionosphere.
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% Randomly select 234 elements from the data for the training set

for i = 1:1:234

index = randi(234, 1);

% if duplicate index, regenerate another

while ismember(index,indices)

index = randi(234, 1);

end

% add the index to an array

indices(i) = index;

%build the training data set and the target set

trainSet(:,i) = inputs(:,index);

targetSet(i,:) = targets(index,:);

end

T = ind2vec(targetSet);

spread = 1;

rbfnet = newrb(trainSet, T, .02, 0.01);

To test the data, the following code is used:

indices = [];

% Randomly select 117 elements from the data for the testing set

for i = 1:1:117

index = randi(117, 1);

% if duplicate index, regenerate another

while ismember(index,indices)

index = randi(117, 1);

end

% add the index to an array

indices(i) = index;

%build the test data set

testSet(:,i) = inputs(:,index);

end

A = sim(rbfnet, testSet);
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Using MATLAB, the following mean-square error (MSE) was ob-
tained:

The goal was arbitrarily set to 0.02, but any value can be used. For
every 25 neurons that are added, the mean-square error is outputted.
For this experiment, the following errors were outputted:

NEWRB, neurons = 25, MSE = 0.219564

NEWRB, neurons = 50, MSE = 0.180881

NEWRB, neurons = 75, MSE = 0.130033

NEWRB, neurons = 100, MSE = 0.0602118
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11. The Cascade-Correlation architecture 
 
The Cascade-Correlation network, also called CasCor or CC was introduced by Fahlman 
and Lebiere in 1990.  This architecture was the result of a study by Fahlman into the 
properties of back-propagation that caused this network to be so slow during training.  
Fahlman stated two causes, which he called: 
 

1. The step-size problem, and 
2. The moving target problem. 

 
11.1 The step-size problem 
 
The step-size problem refers to the magnitude of the weight change during each iteration.  
These weight changes must generally be rather small, because larger changes will prevent 
the algorithm from converging. 
 
Back-propagation uses the steepest descent method to determine the direction of the 
weight change vector.  This direction is calculated from the set of first-order partial 
derivatives of the error function at the point of evaluation.  These first-order derivatives 
do not give much information about the shape of the function and the steepest descent 
direction.  To prevent overshooting, and thus moving in a wrong direction, only a small 
change can be made after which the steepest descent direction has to be recalculated.  The 
inclusion of second-order derivative information would be helpful, but the actual 
calculation of the second-order partial derivatives is not cost effective.  The weight space 
is generally high dimensional.  If the weight space has dimension n then there are n first-
order partial derivatives and O(n2) second-order partial derivatives.  The calculation of 
this many derivatives would slow down the training algorithm instead of accelerating it.  
The problem is well-known, and various investigators have used different approximations 
of the second-order derivatives to overcome this difficulty.  Fahlman has proposed the 
quickprop algorithm as an approximate solution. 
 
The training algorithm quickprop, also developed by Fahlman in 1988, is a second-order 
method that does not explicitly calculate second-order derivatives.  The method makes 
use of the fact that a second-order derivative can be approximated by means of the 
difference of two first-order derivatives.  Quickprop calculates first-order derivatives in 
the same manner as back-propagation, but instead of discarding this information after the 
weight change is calculated, Quickprop stores it to be used in the next iteration.  Thus, 
both the first-order derivatives, S(t-1) and the weight updates, Δw(t-1), of the previous 
iteration are available to calculate the next weight updates.  The algorithm makes the 
assumption that the weights are independent of each other, and that each weight can be 
individually changed. 
 
The main idea of the algorithm is the following.  Take the previous and the current points 
on the error surface; the positions of these points and their first-order derivatives are 
known.  In each dimension, approximate the curve locally by means of a parabola, and 



 2 

calculate the weight change that will lead us into the minimum of this parabola.  Figure 
11.1 illustrates this situation. 

 
Figure 11.1 The weight update calculation in quickprop 

 
We will now derive a formula for the weight update Δw(t).  Recall that S(t-1) and S(t) are 
the previous and current first-order derivatives in one dimension, and Δw(t-1) is the 
previous weight update. 
 
The equation of the parabola, shown in Figure 11.1, is:   in which 
a, E0  are constant values.  From this expression, we can calculate: 
 

    (11.1) 
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This is the formula from which the new weight changes can be calculated.  However, this 
formula cannot be applied indiscriminately. 
 
Three cases must be distinguished: 
 

1. The current slope (first-order derivative) is in the same direction and smaller 
than the previous slope.  This is the situation shown in Figure 11.1.  The 
current weight change will be in the same direction as the previous change, 
and the formula derived in (11.1) applies. 

2. The current slope is in a direction opposite to the previous one.  In this case, 
the minimum of the parabola has been crossed, and the current weight change 
will be opposite to the previous one.  The formula of (11.1) will calculate the 
correct change. 

3. The current slope is in the same direction, but its magnitude is larger than that 
of the previous one.  In this case the parabola will have a maximum value and 
the formula derived in (11.1) should not be used.  A special case occurs when 
the two slopes are equal, and the formula would calculate a weight change of 
infinite magnitude. 

 
To handle the third case we have created a maximum growth factor µ.  No weight change 
is allowed to be larger than µ times the previous weight change.  If we find ourselves in 
the third case then simply use µ times the previous step.  Values of µ = 1.75 or µ = 2.0 
seem to work well. 
 
We also need a procedure to start up quickprop, since for the first iteration we do not 
have previous weight changes.  The obvious solution is to use gradient descent the first 
time.  Fahlman states that in case 1 it is advantageous to use a linear combination of the 
gradient descent method and the weight change calculated by the formula derived in 

(11.1).  Thus, we will always add a term  to the weight change calculated from 

quickprop in this case.  But if we find ourselves in case 2 then only the quickprop update 
is used. 
 
The quickprop algorithm must use batch update, since it is unstable under pattern update. 
 
 
11.2 The moving target problem 
 
In the back-propagation algorithm all network weights change simultaneously.  Thus, the 
influence of all hidden units on the output values of the network changes at the same 
time.  The hidden units attempt to reduce the output error by means of these changes, but 
there is no communication between them; they all essentially are trying to simultaneously 
do the same thing.  When pattern A is presented, all hidden units try to reduce the error 
for A, and when after that pattern B is presented, they all attempt to reduce the new error, 
possibly partially undoing what had been accomplished before. 
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A possible solution to this problem is to only change a subset of the weights at a time; for 
example, one hidden unit could learn pattern A while a different unit acquires pattern B.  
This is what happens in the CasCor architecture; only one hidden unit learns at any given 
time.  As a result, learning occurs much faster in this architecture. 
 
CasCor is an example of a dynamic architecture in which the network is built 
incrementally during training.  The initial network consists only of an input and output 
layer without hidden units.  These two layers are completely connected; the input layer 
also has a bias unit, as shown in Figure 11.2.  These connections are initialized with small 
random values and the network is trained using the quickprop algorithm.   

 
Figure 11.2 An initial CasCor network 

 
If the problem is linearly separable then network training will succeed; otherwise, the 
error will initially decline, but level out before the error threshold is reached.  This 
situation is depicted in Figure 11.3. 

 
Figure 11.3 The error curve for a non-linearly separable problem 
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In order to make further progress a hidden unit must be inserted.  Hidden unit training 
begins with the allocation of a collection of candidates, generally about eight of them.  
Each candidate is completely connected with the units of the input layer, but there are no 
connections to the output layer.  The connections are initialized with small random 
values, as in back-propagation.  Figure 11.4 shows the connectivity between the input 
units and the candidate hidden units. 

 
Figure 11.4 Training of the candidate hidden units 

 
The objective of this training is to maximize the correlation between each hidden unit 
output and the remaining error in the output layer, and to find the unit whose output 
correlates best with this remaining error.  The correlation may be positive or negative; 
Figure 11.5 shows examples of these two possibilities. 
 

 
Figure 11.5 Positive (left) and negative (right) correlation between two signals. 
 
The idea is that if the output values of a hidden unit correlate well with the remaining 
error then weight values can be found that will reduce this error to the greatest extent.  
This is true for both negative as well as positive correlations.  Therefore, the candidate 
unit that shows the largest correlation is selected for insertion into the network, and the 
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other candidates are discarded.  Since the input connections of this unit have already been 
trained, these values are inserted as well and they are now frozen (the input weights to a 
hidden unit, once inserted, will not change during subsequent training).  The hidden unit 
is then connected to the output units, and the output weights are trained using the 
quickprop algorithm.  The output error, which remained constant during training of the 
input weights, will now further decrease.  If this error falls below the error threshold then 
the training algorithm will terminate; otherwise a second hidden unit must be inserted. 

 
Figure 11.6 A CasCor network with two hidden units 

 

 
Figure 11.7 Error curve showing the training of a network that requires two hidden 

units 
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Training of the second hidden unit (and of all subsequent hidden units, if necessary) is 
similar to training of the first one, except that the hidden units that are already part of the 
network are also connected to the candidate units, as if they were input units.  Again the 
correlation between the candidate outputs and the remaining output error will be 
maximized, and the unit reaching the best correlation will be inserted into the network.  
New hidden units are placed above hidden units previously inserted.  Thus, the network 
builds a cascade of hidden units with each unit located in its own layer.  Figure 11.6 
shows a CasCor network with two hidden units, and Figure 11.7 shows the development 
of the error value as a function of the number of iterations.  In this case, training will 
terminate after the second hidden unit has been inserted.  It should be noted that unlike 
the input connections that are only trained once, the output connections are trained after 
every insertion of a hidden unit. 
 
The mathematical procedure of the correlation optimization, used for the training of the 
input connections, is as follows.  Given a pattern p, recall that we want to optimize the 
correlation between Vp, the output value of a candidate hidden unit, and Ep, the error for 
this pattern at the output layer.  If there are several output units we need to sum the errors 
of the various units.  We also want to optimize the correlation calculated over the entire 
pattern set, and therefore we must also sum over the patterns.  To standardize the values, 
we also subtract the average output value of a hidden unit from Vp and the average output 
error from Ep.  Averages are calculated over the pattern set.  We then find the following 
expression for the correlation S: 
 

 

 
with   error for pattern p at output o 

                error at o averaged over all patterns 
                candidate’s output value for pattern p 

           candidate’s output value averaged over all patterns 
 
In order to optimize S we will calculate the partial derivative: 
 

 

 
in which σ0 is the sign of the correlation.  Both positive and negative correlations are 
equally valid.  The gradient ascent method is then used to maximize S (or the quickprop 
version for faster convergence).  Training terminates when S stops improving at which 
time the candidate with the highest correlation is chosen for insertion into the network. 
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Cascading Correlation

December 12, 2011

1 Introduction

The Cascading Correlation architecture was created by Fahlman in
1990 [1]. This network is dynamic, not in the time sense we saw in the
time-delay networks, but in structure. The network starts with no
hidden neurons, just a fully connected network of inputs and outputs.
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The connecting weights are initialize with small random values. An
error threshold is set and the network is training with the quickprop

algorithm. This algorithm will be discussed in more detail in the next
section. Sometimes the error will be small enough without having
to add hidden neurons. However, usually hidden neurons will be
needed. In the cascading correlation architecture, hidden neurons
are added one by one until the error is small enough, or another
stopping condition is reached.

2 Training (Before Adding Hidden Neurons)

Before any hidden neurons are added, the network needs to be trained
using the quickprop algorithm. Since the quickprop algorithm re-
quires knowledge of the previous weight change of the network, 4w(t−
1), we need to �rst use backpropagation for one iteration. These
weight changes must generally be rather small, because larger changes
will prevent the algorithm from converging1.

Back-propagation uses the steepest descent method to determine the
direction of the weight change vector. This direction is calculated
from the set of �rst-order partial derivatives of the error function
at the point of evaluation. These �rst-order derivatives do not give
much information about the shape of the function and the steepest
descent direction. To prevent overshooting, and thus moving in a
wrong direction, only a small change can be made after which the
steepest descent direction has to be recalculated. The inclusion of

1This is known as the �size step problem� because when a network takes steps that are
too small, the error reaches an asymptote and further training is prevented. The quickprop
algorithm (see Section 2.1) prevents this by using an approximation to the second derivative
of the error function.
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second-order derivative information would be helpful, but the actual
calculation of the second-order partial derivatives is not cost e�ective.
The weight space is generally high dimensional. If the weight space
has dimension n then there are n �rst-order partial derivatives and
O(n2) second-order partial derivatives. The calculation of this many
derivatives would slow down the training algorithm instead of accel-
erating it. The problem is well-known, and various investigators have
used di�erent approximations of the second-order derivatives to over-
come this di�culty. Fahlman has proposed the quickprop algorithm
as an approximate solution.

2.1 Quickprop Algorithm

The training algorithm quickprop, also developed by Fahlman in 1988,
is a second-order method that does not explicitly calculate second-
order derivatives. The method makes use of the fact that a second-
order derivative can be approximated by means of the di�erence of
two �rst-order derivatives. Quickprop calculates �rst-order deriva-
tives in the same manner as back-propagation, but instead of discard-
ing this information after the weight change is calculated, Quickprop
stores it to be used in the next iteration. Thus, both the �rst-order
derivatives, S(t − 1) and the weight updates, Δw(t − 1), of the previ-
ous iteration are available to calculate the next weight updates. The
algorithm makes the assumption that the weights are independent of
each other, and that each weight can be individually changed. This
results in a much faster training process [2 Abrahart].

The main idea of the algorithm is the following. Take the previous
and the current points on the error surface; the positions of these
points and their �rst-order derivatives are known. In each dimension,
approximate the curve locally by means of a parabola, and calculate
the weight change that will lead us into theminimum of this parabola.
The following �gure illustrates this process.
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The weight update calculation, 4w, is derived from the surface error
function E(w).

E(w) = a(w − w3) + E0 (1)

This is also the equation for the parabola shown above. If you recall
from calculus, a describes the width of the parabola, and E0 is the
y-value of the vertex, or in our case the minimum error. We use the
derivative of this equation to �nd the weight change that will give us
the minimum error in the network. You should be able to easily repli-
cate this derivation on your own.

∂E

∂w
= 2a(w − w3)

S(t−1) =
∂E

∂w

∣∣∣∣w1

= 2a(w1−w3) = 2a(w1−w2+w2−w3) = 2a(−4w(t−1)−4w(t))

S(t) =
∂E

∂w

∣∣∣∣w2

= 2a(w2 − w3) = −2a(4w(t))

S(t− 1)

S(t)
=
4w(t− 1) +4w(t)

4w(t)
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4w(t) =
S(t)

S(t− 1)− S(t)
4w(t− 1) (2)

This is the formula from which the new weight changes can be cal-
culated. However, this formula cannot be applied indiscriminately.
Three cases must be distinguished:

1. The current slope (�rst-order derivative) is in the same direc-
tion and smaller than the previous slope. The direction is checked by
examining the sign of the slope. The current weight change will be in
the same direction as the previous change, and the formula derived
in (2) applies.

2. The current slope is in a direction opposite to the previous
one. In this case, the minimum of the parabola has been crossed, and
the current weight change will be opposite to the previous one. The
formula of (2) will calculate the correct change.

3. The current slope is in the same direction, but its magnitude
is larger than that of the previous one. In this case the parabola will
have a maximum value and the formula derived in (2) should not be
used.

A special case occurs when the two slopes are equal, and the for-
mula would calculate a weight change of in�nite magnitude. To han-
dle the third case we have created a maximum growth factor μ. No
weight change is allowed to be larger than μ times the previous weight
change. If we �nd ourselves in the third case then simply use μ times
the previous step. Values of μ = 1.75 or μ = 2.0 seem to work well.

3 Training (Adding Hidden Neurons)

As stated in the introduction, usually about 8 hidden neurons are
added at a time. The hidden neurons are fully connected to the input
layer, but there are no connections to the output layer. Just like with
the initial setup of the input layer connections to the output layer,
the weights are initialized with small random values. A correlation
calculation known as correlation optimization is used to determine
which hidden neuron has the greatest correlation to the overall er-
ror, that is, which neuron will e�ect the error the most [3 Cornell].
Once it is determined which neuron has the highest correlation, this
neuron is permanently added to the network, its weights are frozen
and the other hidden neurons are discarded; further training of the
network will not e�ect these weights. One advantage to this is that
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the �features they identify is permanently cast into the memory of the
network... [allowing] cascade correlation to accumulate experience�
[3]. This prevents the well-known �moving target� problem often seen
with backpropagation2. After adding the �rst hidden neuron, once
again the error is checked. If it is lower than the error threshold,
training is stopped. Otherwise, the process is repeated and we add
another set of 8 candidate hidden neurons. Training of the second
hidden unit (and of all subsequent hidden units, if necessary) is sim-
ilar to training of the �rst one, except that the hidden units that are
already part of the network are also connected to the candidate units,
as if they were input units. It is important to note that unlike the
hidden neuron connections which are only trained once, the connec-
tions from the input layer to the output layer are trained after each
hidden neuron is added.

3.1 Correlation Optimization

The mathematical procedure of the correlation optimization, used for
the training of the candidate unit weights, is as follows. You will also
hear this referred to as covariance. Given a pattern p, recall that
we want to optimize the correlation between Vp, the output value of
a candidate hidden unit, and Ep, the error for this pattern at the
output layer. If there are several output units we need to sum the
errors of the various units. We also want to optimize the correlation
calculated over the entire pattern set, and therefore we must also
sum over the patterns. To standardize the values, we also subtract
the average output value of a hidden unit from Vp and the average
output error from Ep. Averages are calculated over the pattern set.
We then �nd the following expression for the correlation S:

S =
∑
o

∑
p

(Vp(t)− V̄ )(Ep,o(t)− Ēo) (3)

where

Ep,o is the error pattern p at output o

Ēo is the error at output o averaged over all patterns

2Moving target problem: In the back-propagation algorithm all network weights change
simultaneously. Thus, the in�uence of all hidden units on the output values of the network
changes at the same time. The hidden units attempt to reduce the output error by means of
these changes, but there is no communication between them; they all essentially are trying
to simultaneously do the same thing. When pattern A is presented, all hidden units try to
reduce the error for A, and when after that pattern B is presented, they all attempt to reduce
the new error, possibly partially undoing what had been accomplished before.
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Vp is the candidate's output value for pattern p calculated from
the candidate's activation function

V̄ is the candidate's output value averaged over all patterns

The partial derivative of S is used to �nd the maximum S.

∂S

∂wi
=
∑

σo(Ep,o − Ēo)f
′

pIi,p (4)

where σo is the sign of the correlation, f
′

p is the derivative for pattern
p of the candidate unit's activation function with respect to the sum
of its inputs, and Ii,p

is the input the candidate unit receives from unit i for pattern p.

In [4] and [5] a detailed approach is given to updating the candidate
weights. First, the correlation or covariance is calculated using Equa-
tion (3) for each candidate unit. The candidate with the maximum
correlation is selected to be a hidden unit in the network. The re-
maining candidates are deleted. Now, backpropagation is used for
one iteration on the new hidden unit so that quickprop can be used.
Quickprop is then used to train the new hidden unit weights, just
like we explained in Section 2.1, except the functions S(t − 1) and
S(t) use Equation (4) instead of Equation (2). If the desired network
performance has been attained, or the maximum number of hidden
units have been added to the network (as determined by the user),
then the algorithm stops. To summarize, for the candidate units the
change in correlation is used to calculate the weight update, whereas
for the input-to-output weight updates, the change in error is used.
For the candidate units we seek to maximize correlation function,
while for the input-to-output weights we seek to minimize the error
function (usually the mean square error (MSE) is used).

References

[1] S. Fahlman and C. Lebiere, �The cascade-correlation learning ar-
chitecture,� Research report CMU-CS-90-100, School of Computer
Science, Carnegie Mellon University, Pittsburgh, USA, 1991.

[2] Abrahart et al., 2004 R.J. Abrahart, P.E. Kneale, L. See, Editors
, Neural Networks for Hydrological Modeling, Taylor & Francis,
London (2004).

[3] �Cascade Correlation.� http://www.cs.cornell.edu/boom/2004sp/projectarch/appofneuralnetworkcrystallography/NeuralNetworkCascadeCorrelation.htm.

7



[4] Kantsila, Arto. �Nonlinear Channel Equalization with Maximum
Covariance Initialized Cascade-Correlation Learning.� Institute of
Digital and Computer Systems, Tampere University of Technology.
EUSIPCO 2004.

[5] M. Lehtokangas, P. Korpisaari and K. Kaski, �Maximum covari-
ance method for weight initialization of multilayer perceptron net-
work,� in Proc. ESANN 1996, Bruges, Belgium, Apr. 1996, pp.
243�248.

[6] Fahlman, S. E. (1988). �Faster Learning Variations on Back-
Propagation: An Empirical Study.� In D. Touretzky, G. Hinton and
T. Sejnowski, eds., Proceedings of the 1988 Connectionist Models
Summer School. San Mateo, CA: Morgan Kaufmann, pp. 38-51.

8



 1 

12. Modular Neural Networks 
 
12.1 Introduction 
  
The use of modular networks can be justified by considering the function approximation 
problem.  The approximation of a prescribed input-output mapping may be realized by 
using a local method that captures the underlying local structure of the mapping.  The 
radial basis function networks provide such a model.  The use of a local method offers 
the advantage of fast learning since it usually requires relatively few training samples, 
and the radial basis network trains only a single layer of connections.  However, a 
limitation of local methods is that they tend to be memory intensive.  Alternatively, the 
approximation may be realized using a global method that captures the underlying global 
structure of the mapping.  This second model is exemplified by back-propagation 
learning.  Global methods offer the advantage of smaller storage requirements and better 
generalization performance.  However, they suffer from a slow learning process that 
limits their range of applications.  In the light of this dichotomy between local and global 
methods of approximation, it is natural to ask: How can the advantages of these two 
models be combined?  The answer appears to lie in the use of a modular architecture, as 
introduced by Jacobs and Jordan, 1991, that captures the underlying structure of an input-
output mapping at an intermediate level of granularity. 
 
A useful feature of a modular approach is that it provides a better fit to a discontinuous 
input-output mapping.  Consider, for example, Fig. 12.1, which shows a one-dimensional 
function g(x) with a discontinuous derivative, as described by: 
 

      

 
If a single, fully connected network was used to approximate this function, the 
approximation may exhibit erratic behavior near the discontinuity, as illustrated by the 
dashed curve in Fig. 12.1.  In this case, it would be preferable to split the function into 
two separate pieces and use a modular network to learn each piece separately. 
 
A modular network is defined as follows. 
 
A neural network is said to be modular if the computation performed by the network can 
be decomposed into two or more modules that operate on distinct inputs without 
communicating with each other.  The outputs of the modules are mediated by an 
integrating unit that is not permitted to feed information back to the modules.  In 
particular, the integrating unit both (1) decides how the outputs of the modules should be 
combined to form the final output of the system, and (2) decides which modules should 
learn which training patterns. 
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Figure 12.1.  A piecewise-linear function and its approximation 
 
A modular network fuses supervised and unsupervised learning paradigms.  Specifically, 
we have the following. 
 
• Supervised learning is facilitated by an external “teacher” that supplies  
 the desired target patterns required to train the different modules.   
 However, the teacher does not specify which module should produce  
 which pattern.  It is the function of the unsupervised learning paradigm 
 to do this assignment. 
 
• Unsupervised learning is exemplified by the modules “competing” with  
 each other for the right to produce each desired response.  The  
 integrating unit has the role of “mediating” among the different  
 modules for this right. 
 
Consequently, the modules of the network tend to specialize by learning different regions 
of the input space.  The winner of a competition is the module whose output most closely 
matches the desired response.  Furthermore, each module receives an amount of training 
information that is proportional to its relative ability to learn.  Thus, the winning module 
receives more training information than the losing modules.  As a result, if a particular 
module learns a great deal about some training patterns, then it will likely perform well 
when presented with related training patterns and thus will learn a great deal about them 
too.  This self-amplification causes a module to specialize on a specific type of input 
patterns. 
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Modular networks have two important advantages. 
 
1. Speed of learning.  If a complex function is naturally decomposible into a set of 
simpler functions, then a modular network has the built-in ability to discover the 
decomposition.  Accordingly, the modular network is able to learn the set of simpler 
functions faster than a multi-layer back-propagation network can learn the undecomposed 
complex function. 
 
2. Data representation.  The representation of input data developed by a modular 
network tends to be easier to understand than in the case of a back-propagation network, 
by virtue of the ability of a modular network to decompose a complex task into a number 
of simpler tasks. 

 
 

Fig. 12.2.  The configuration of a modular network 
 
Basic Architecture 
 
The configuration of the modular network is shown in Figure 12.2.  The structure consists 
of K supervised modules called expert networks, and an integrating unit called the gating 
network that performs the function of a mediator among the expert networks.  The 
training samples will be denoted by input vector  of dimension p and the target outputs 
will be indicated as vector  of dimension q.  The output of the ith expert network is 
denoted by  and the output of the entire modular network is calculated as: 
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      (12.1) 

 
The coefficients  are the outputs of the gating network. 
 
Given is a set of training samples .  The goal of the learning algorithm is to model 
the probability distribution of these patterns.  We assume that the patterns are generated 
by K regressive processes which have a deterministic and a random component.  Pattern 
generation may be modeled as follows: 
 
1. Select an input vector  at random from the pattern distribution. 
2. Select the ith process as the one generating the response. 
 
The target vector can then be expressed as 
 

      (12.2) 
 
in which  represents the deterministic part and  is a random vector.  We may 
assume that the random vector is Gaussian distributed with zero mean and unit variance. 
 
According to this model, given the input vector  and assuming the ith expert network is 
chosen to produce the response, the targets  can be expressed by the multivariate (more 
than one variable) Gaussian distribution: 
 

    (12.3) 

 
This assumes that the output of the ith network provides the closest match to .  
However, other expert networks also contribute to the output and we should consider a 
linear combination of K multivariate Gaussian distributions: 
 

    (12.4) 

 
The probability distribution of eq. (12.4) is called an associative Gaussian mixture model.  
The term "associative" refers to the fact that the model is associated with a set of training 
patterns represented by the input vector  and the desired response vector . 
 
We now need to identify the parameters to be determined by the learning procedure.  We 
first recognize that the output vector  of the ith expert network is a function of the 
synaptic weight vector  of that network.  Given that there are K expert networks, let the 
vector  denote the synaptic weights of all expert networks arranged as follows: 
 



 5 

      (12.5) 

 
Similarly, let the vector  denote the activations of all the output neurons in the gating 
network as shown by: 
 

      (12.6) 

 
The vectors  and  play the roles of unknown parameters in the conditional probability 
density function (also called likelihood function) .  It is often preferable to work 
with the natural logarithm of this function.  Accordingly, the log-likelihood function is 
defined as follows: 
 

   (12.7) 

 
where it is understood that  depends on .  We may now view  as an objective 
function, the maximization of which yields maximum-likelihood estimates of all free 
parameters of the modular network. 
 
Jacobs and Jordan (1991) offer the following interpretation of some of the unknown 
quantities: 
 
1. The optimized output vectors  are the conditional mean  
 vectors of the probability distributions. 
2. the optimized outputs  of the gating network are the 
 conditional a priori probabilities that the respective modules have 
 generated from the current training pattern. 
 
These parameters are conditional on the input vector .  The  are a priori 
probabilities because they do not depend on the output vectors .  In order to be 
interpreted as probabilities, the  must satisfy the following two constraints: 
 

  for all i    (12.8) 
and 

      (12.9) 
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Suppose  is the weighted sum of inputs applied to the ith neuron of the gating network 
then the output  of this neuron will satisfy eqs (12.8) and (12.9) if the neuron has the 
activation function: 
 

     (12.10) 

 
Note that this is a normalized exponential transformation of the input value which 
preserves the rank order of the input values.  It is a differentiable generalization of the 
winner-takes-all operation of picking the maximum value.  This transformation was 
introduced by Bridle (1990) and is often referred to as the softmax function.  It allows 
neural network outputs to be interpreted as probabilities. 
 
 
Adapting the Expert Networks 
 
In order to formulate a learning law for the weights  the objective function l must be 
differentiated with respect to these weight parameters.  We need to calculate: 
 

     (12.11) 

 
with l given by eq. (12.7) and  denoting the weight of the mth unit in the ith expert 
network.  Calculating the first derivative of this product gives: 
 

   (12.12) 

 
Introducing the abbreviation 
 

    (12.13) 

 
simplifies this expression to: 
 

     (12.14) 

 
The parameters  satisfy eqs (12.8) and (12.9) and could be interpreted as probabilities.  
They are called the posteriori probabilities associated with the outputs of the expert 
networks.  With this interpretation, eq. (12.14) states that the weights of the expert 
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networks are adjusted by an amount proportional to the error  and also in 
proportion to the a posteriori probability  that the ith expert network is the most in 
which  is the weighted input into the ith unit.  After casting the log-likelihood function 
in the form: 
 

   (21) 

appropriate network to respond to the current training pattern. 
 

 
Figure 12.3.  The configuration of the expert networks 

 
Suppose that each expert network consists of a single layer of neurons as shown in Figure 
12.3.  Also assume that the expert networks use linear activation functions (the gating 
network can provide any necessary nonlinearity).  The mth element of the output vector 

 can then be calculated from the dot product: 
 

      (12.15) 
 
where  is the weight vector of the mth neuron in the ith expert network.  
Differentiating this function with respect to weight parameters simply results in: 
 

      (12.16) 

 
If we also introduce the abbreviation 
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      (12.17) 

 
then the derivative can be written in the form: 
 

       (12.18) 

 
and the weight change using gradient ascent can be stated as: 
 

     (12.19) 

 
in which η is a learning parameter. 
 
 
Adapting the Gating Network 
 
Assume that the gating network consists of a single layer of neurons as shown in Fig. 
12.4.  The gating network differs from the expert networks in 2 aspects: (1) the gating 
network has K units where each expert unit has q units and (2) the gating network uses a 
softmax as its activation function. 
 
The outputs  of the gating network are parameters in the objective function to be 
maximized.  The values  can only be changed by means of the weights of the gating 
network.  Let  be the weight vector of the ith unit in the gating network.  The 
differentiation necessary for gradient ascent is: 
 

      (12.20) 

 
in which  is the weighted input into the ith unit.  After casting the log-likelihood 
function in the form: 
 

   (21) 
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Figure 12.4.  Configuration of the gating network 

 
 
 
the derivative 
 

       (22) 

 
can be obtained after some simplification.  Since: 
 

       (23) 

 
the entire derivative is now obtained as: 
 

     (12.24) 

 
 
and the weight update follows as: 
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     (12.25) 

 
in which η is the learning rate. 
 
Note that there is no back-propagation of error terms for these single layered networks.  
Learning is expected to be fast.  However, it is possible to design a modular architecture 
with more complicated networks. 
 
The basic algorithm to train a modular network is as follows: 
 

1. Estimate K, the number of sub-processes (expert modules) 
2. Set η, the learning rate 
3. Randomly initialize the weights between preset limits 
4. Set a threshold for the objective function 
5. While this threshold is not reached do: 

a. For each pair  in the training set 
i. Present  to the expert system inputs and gating network inputs 

ii. Calculate: the prior probabilities gi 
the expert network output values  
the posterior probabilities hi 
the weight updates  

       iii Apply updates to current weights 
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13. Stochastic Neurons and the Simulated Annealing Method 
 
13.1 The concept of a stochastic neuron 
 
Consider a neural unit with a hard threshold activation function and threshold value T.  
Suppose the output value of this neuron is binary, either 1 (the neuron fires) or 0 (the 
neuron doesn’t fire).  The neuron may be deterministic or stochastic. 
 
If the neural unit is deterministic the following processing will occur.  The net input into 
the unit will be calculated from the weighted input values, and this net input value will be 
compared to the threshold value T.  If net > T (the net input exceeds the threshold value) 
then the output value y = 1, else y = 0.  The processing is deterministic because the input 
values completely determine the output value.  The procedure can be repeated many 
times.  When the same input values are presented to the neuron the same output value 
will be generated. 
 
If, on the other hand, the neuron is stochastic, the processing will be as follows.  The net 
input value will be calculated as before.  Then, we calculate a probability that this unit 
will fire according to (Little, 1974): 
 

      (13.1) 

 
Now the net input determines the probability that the unit will fire, but we still do not 
know what the neuron will do.  Note that we still have a hard threshold activation 
function with threshold value T, but that T now serves as a parameter in the probability 
calculation.  Figure (13.1) shows the probability function for two values of T.  It is seen 
that the probability of neural firing increases as the net input becomes larger.  This 
probability is also larger for smaller values of the threshold T.  Note that the expression 
for the probability T is the same as the expression for a soft threshold, but the 
interpretation of the value calculated by this expression is quite different.  A soft 
threshold calculates a neural output value, while the output value in this case is still 
binary. 
 
We have calculated a probability value, but we still have to answer the practical question 
if, given this probability value, this neuron will fire or not.  The standard procedure is as 
follows.  Randomly draw a value from a uniform distribution in the range [0, 1].  Say 
some value v has been drawn.  Then if P > v the neuron fires, y = 1, else y = 0.  Note that 
every time we draw a v we will get a different value.  Therefore, as we repeat the 
procedure, we will find that given the same input values, the neuron will sometimes fire 
and at other times it will not.  Given the input values we can no longer accurately predict 
the behavior of the neural unit, although the probability is determined by these values.  
This is the essence of the stochastic behavior. 
 



 2 

 
Figure 13.1 The probability T of neural firing as a function of net input for  

two values of T 
 

Stochastic neurons can be used to simulate the “noisy neurons” that occur in biological 
systems and in hardware implementations.  The parameter T determines the noise level: 
when T = 0 the system becomes noiseless and the neurons act in a deterministic manner.  
As T increases the noise level increases and the neural behavior becomes increasingly 
stochastic. 
 
 
13.2 The physics of annealing 

 
Annealing is a technique in metallurgy.  Its objective is to produce crystalline metals 
without impurities (errors in the crystal structure).  Impurities weaken the metal structure 
and are therefore undesirable.  The pure crystal is also the lowest energy state of a lattice 
of atoms. 
 
In order to produce crystals without impurities we need to do the following: 
 
• Heat the substance until above its melting point. 
 Then the atoms in the liquid metal will be in violent random motion. 
• Now slowly reduce the temperature while maintaining thermal  

equilibrium (meaning there will be no net heat flux) until the metal  
solidifies. 

 
If a metal is cooled while thermal equilibrium is maintained then the lowest energy 
crystalline structure, with no crystal faults, is achieved. 
 
Assume we have a temperature T (in degrees Kelvin); in thermal equilibrium the 
probability P(E) of energy state E of a given atom is given by Boltzman’s law: 
 

     (13.2) 
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in which k is the so-called Boltzmann constant.   
 
Note that for large T, P(E) tends to 1; all energies become equally likely at high 
temperatures - atoms are moving at all possible speeds.  Also, for small values of T, P(E) 
tends to 0; in the zero temperature limit all atoms come to rest.  As T decreases fast atoms 
become less likely and slow atoms become more likely.  Figure 13.2 shows this 
probability as a function of E and parameter T 
 

 
Figure 13.2 The probability of atomic energy at different temperatures 

 
During the annealing process, thermal equilibrium must be restored at all intermediate 
temperatures.  The time sequence of intermediate temperatures is called the annealing 
scheme.  With an appropriate annealing scheme, the energy minimum is guaranteed to be 
reached. 
 
 
13.3 Simulated annealing for neural networks 
 
The important aspect of the physical annealing method is that it finds a global minimum.  
In neural network processing too the objective is often to find a global minimum, in this 
case of the error function.  We will now investigate how the physical annealing process 
can be adapted so that it can be applied to neural network training (see, for example, 
Wasserman, 1989).  The big advantage of that is that we would obtain the global 
minimum, if successful, while back-propagation can only lead us to the (local) minimum 
closest to the starting point of the training process. 
 
Before discussing the details of the simulated annealing algorithm we want to point out 
that it is a different way of training, and that this method can be combined with different 
neural architectures and different learning laws. 
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Simulated annealing requires the existence of an objective function whose minimum (or 
maximum) corresponds to a solution of the problem.  For example, the error function in 
back-propagation is a possible objective function, but the Lyapunov function of the 
traveling salesman problem could also serve as an objective function. 
 
In order to find the global minimum, we must allow: 
 
1) the possibility of large weight changes  
2) the possibility that the value of the objective function move in the wrong 

direction. 
 
These two possibilities should have high probability in the early phases of training, but 
this probability should decrease as training progresses.  This probability will be governed 
by a parameter T called the artificial temperature.  T starts at a high value and is gradually 
decreased according to a cooling scheme.  Success of the method depends on the 
particular cooling scheme used. 
 
The main steps in algorithm are now as follows: 
 
1) Select a large value for T. 
2) Apply a training input pattern to the network. 
 Calculate the network output value. 
 Calculate the value of the objective function. 
3) Select a connection in the network and change its weight 
 (details of this weight change are to follow). 
 Calculate the change in the value of the objective function c resulting  
 from this weight change. 
4) If this change improves the value of the objective function then keep it. 
 Else, calculate a probability for accepting an unfavorable change. 

When searching for a minimum value, positive values of c are unfavorable, then 
calculate: 
 

     (13.3) 

  
 in which k is a problem dependent constant, playing the role of the  

Boltzmann constant. 
 
Draw a random value v from a uniform distribution [0, 1]. 
If P(c) > v then accept the (unfavorable) change. 

5) Repeat 3) and 4) for each weight in the network. 
6) Apply 2) though 5) to all training patterns. 
7)   Reduce T according to a cooling scheme and repeat the procedure. 

 
 
Two items, important for this algorithm, must still be addressed.  They are: 
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1) How are the weight changes obtained, and 
2) What is an appropriate cooling scheme 
 

Determining the change in weight 
 
Recall that weight changes of any size are allowed, but that the probability of large 
changes should decrease as training proceeds.  Also recall that weight changes may have 
the wrong effect on the objective function.  Therefore, we cannot use gradient descent to 
determine the size and direction of the weight change.  One possibility is to simply 
generate random weight changes, but that method won’t work if we require a changing 
probability of unfavorable changes that may be required in the early stages of training to 
lead us away from a local extreme value.  One method that will satisfy all requirements is 
the cumulative probability function associated with a Gaussian distribution of Δw 
(Metropolis et al., 1953). 
 
We begin with the probability function for a change Δw as defined by a Gaussian 
function: 
 

     (13.4) 

 
Note that the temperature parameter T functions as the width of this Gaussian.  Therefore, 
as the temperature is lowered, large values of Δw become increasingly unlikely.  The 
Gaussian distribution is depicted in Figure 13.3. 

Figure 13.3  The Gaussian distribution of Δw 
 
Equation (13.4) is now used to calculate the cumulative probability C(Δwb) in which Δwb 
is the upper limit of the weight changes.  The cumulative probability calculates the 
probability for all weight changes between 0 and Δwb normalized by all possible weight 
changes so that its value is bounded by 0 and 1.   
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The cumulative probability is given by: 
 

     (13.5) 

and shown in Figure 13.4. 
 

 
Figure 13.4 Curves showing the cumulative probability function 

 
The integral of Eq. (13.5) cannot be evaluated in closed form, but tabulated values are 
available. 
 
This function is now used in the following way.  First, select a random value  from a 
uniform distribution in the range of [0, 1], and interpret this value as the cumulative 
probability C of the weight change.  Then determine the associated value of Δwb using a 
Table for the integral (13.5).  It is seen from Figure 13.4 that as the temperature decreases 
the weight change for a given value of C will be smaller.  This is indeed the desired 
behavior for these changes.  The sign of the weight change can be determined randomly. 
 
 
Determining a cooling schedule 
 
It has been theoretically determined that in order to achieve the global extreme value the 
parameter T must be decreased according to: 
 

     (13.6) 

 
Here, t is an iteration counter and Tinit is the initial high temperature determined by the 
user.  The logarithmic expression in the denominator makes that the decrease in T is too 
slow for practical applications. 
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The actual formula for the cooling scheme depends on the kind of distribution used.  
There are alternatives; for example, we can use a Cauchy distribution (Szu and Hartley, 
1987) instead of a Gaussian distribution.  This probability is given by: 
 

    (13.7) 

 
This distribution resembles a Gaussian function, but has longer tails, as shown in Figure 
13.5.  This increases the likelihood of large weight changes, and therefore accelerates the 
training process. 

 
Figure 13.5 The Cauchy distribution 

 
This function can be integrated in closed form, and the weight change can then be 
calculated as: 
 

      (13.8) 
 
where C is the cumulative probability and ρ is a constant to be interpreted as a learning 
rate. 
 
In order to obtain a weight change, first draw a random number from the uniform 

distribution , and use that number as the value for C.  Calculate  from Eq. 

(13.8). 
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The cooling rate associated with this distribution is: 
 
 
 

       (13.9) 

 
which has a linear instead of a logarithmic time dependence.  The training time will still 
be long compared to that of a back-propagation network. 
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Stochastic Networks

December 11, 2011

1 Introduction

We have seen that arti�cial neural networks have the following general
structure with an input layer, hidden layer and output layer.

In stochastic neural networks, either the neuron's transfer function
is stochastic, or the weights are stochastic. Networks with stochastic
transfer functions are called Boltzmann Machines. These will be
discussed in the next section.

If the transfer function is deterministic, then the net input into the
unit will be calculated from the weighted input values, and this net
input value will be compared to the threshold value T. If net > T
(the net input exceeds the threshold value) then the output value y
= 1, else y = 0. The processing is deterministic because the input
values completely determine the output value. The procedure can be
repeated many times. When the same input values are presented to
the neuron the same output value will be generated.

In contrast, if the transfer function is stochastic, then the net input
value will be calculated as before. Then, we calculate a probability
that the ith unit will �re, or be �on�, according to [1]:

Pi =
1

1 + e−(4Ei/T )
(1)

1



where T is referred to as the temperature of the system. This function
is the same function used in physics to model a particle in two energy
states. Eventually, the particle will reach thermal equilibrium such as
particles in a heat bath [2]. Notice that we still have a hard threshold
activation function with threshold value T, but that the temperature,
T, serves as the threshold parameter in the probability calculation.
The �gure below shows the probability function for two values of T. It
is seen that the probability of neural �ring increases as the net input
becomes larger. This probability is also larger for smaller values of
the threshold T.

Stochastic neurons can be used to simulate the �noisy neurons� that
occur in biological systems and in hardware implementations. The
parameter T determines the noise level: when T = 0 the system
becomes noiseless and the neurons act in a deterministic manner. As
T increases the noise level increases and the neural behavior becomes
increasingly stochastic.

2 Boltzmann Machines

Boltzmann machine networks were created by Hinton and Sejnowski
[3]. Each neuron in the network is binary valued, and the �xed
weights wijexpress the degree of desirability that both units Xi and
Xj are �on� [4]. One main di�erence between Hop�eld networks and
Boltzmann machines is that Hop�eld neurons can be binary or bipo-
lar. However, Boltzmann machines are strictly bipolar. Just like with
Hop�eld networks, there is an energy function de�ned for the net-
work. The global energy, E, for the Boltzmann machine is the same

2



as for the Hop�eld network. That is,

E = −
∑
i<j

wijsisj +
∑

θisi (2)

where:

• wij is the connection weight from unit j to unit i

• si is the state (0 or 1) of unit i

• θi is the threshold of unit i

Therefore, the di�erence in global energy for a single unit i is:

4Ei =
∑
j

wijsj − θi (3)

We also use Equation (1) to determine the probability of unit i being
on.

It is important to note that the net input determines the probability
that the unit will �re, but we still do not know what the neuron will
do. In other words, we have calculated a probability value, but we
still have to answer the practical question if, given this probability
value, this neuron will �re or not. The standard procedure is as
follows. Randomly draw a value from a uniform distribution in the
range [0, 1]. Say some value v has been drawn. Then if P > v the
neuron �res, y = 1, else y = 0. Note that every time we draw a v we
will get a di�erent value. Therefore, as we repeat the procedure, we
will �nd that given the same input values, the neuron will sometimes
�re and at other times it will not. Given the input values we can no
longer accurately predict the behavior of the neural unit, although
the probability is determined by these values. This is the essence of
the stochastic behavior.

The units in a Boltzmann machine are divided into two categories:
visible units, V, and hidden units, H. The visible units are the units
that receive input from the �environment,� that is the state vectors
used for training. The following restrictions hold:

• wii = 0, ∀i (no self-connections)

• wij = wji ∀i (symmetric property)

• wij = 0 ∀i, j : i, j ε V
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2.1 Training

A Boltzmann machine can be thought of as a maximum likelihood
model because the goal of the network is to successfully model the
probabilities of the data [5]. There are two phases of training, the
positive phase and the negative phase. The positive phase is when
the state of the visible units is determined by the input vectors. We
assume that the environmental input vectors persist long enough to
allow the network to reach thermal equilibrium [2]. The negative
phase occurs after the network has achieved thermal equilibrium, the
environmental input has stopped, and the network is �running freely.�

Boltzmann machines are trained using a gradient descent algorithm.
Therefore a weight wij is changed by subtracting the partial derivative
of a cost function with respect to weight. The following function, G,
is used as the cost function for Boltzmann machines.

G =
∑
α

P (Vα) ln
P (Vα)

P ′(Vα)
(4)

where P (Vα) is the probability of the αth state of the visible units
when their states are determined by the environment, and P ′(Vα) is
the corresponding probability when the network is running freely.
The partial derivative of G is:

∂G

∂wij
=
−1
T

(pij − p′ij) (5)

where pij is the average probability of two units being in the �on� state
during the time when the states of the visible units are determined by
the environment, and p′ij is the corresponding probability when the
network is running freely. It is su�cient to change each weight by a
factor proportional to the di�erence between these two probabilities.
In other words,

4wij = ε(pij − p′ij) (6)

Notice that the weight change depends only on the two units it con-
nects, but the change optimizes the global measure G [2]. The simple
formula in Equation (5) follows from the fact that at thermal equilib-
rium the probability of any state when the network is free-running is
given by the Boltzmann distribution [5]. Therefore, a state of ther-
mal equilibrium is necessary before calculating the probabilities pij
and p′ij. Thermal equilibrium is achieved through a process called
simulated annealing which we discuss next.
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3 Simulated Annealing in Neural Networks

3.1 Background

Annealing is a technique in metallurgy. Its objective is to produce
crystalline metals without impurities (errors in the crystal structure).
Impurities weaken the metal structure and are therefore undesirable.
The pure crystal is also the lowest energy state of a lattice of atoms.
In order to produce crystals without impurities we need to do the
following:

• Heat the substance until above its melting point. Then the atoms in the
liquid metal will be in violent random motion.

• Now slowly reduce the temperature while maintaining thermal equilibrium
(meaning there will be no net heat �ux) until the metal solidi�es.

If a metal is cooled while thermal equilibrium is maintained then the
lowest energy crystalline structure, with no crystal faults, is achieved.

Assume we have a temperature T (in degrees Kelvin); in thermal
equilibrium the probability P(E) of energy state E of a given atom is
given by Boltzmann's law:

P (E) ∝ exp(−E/kT ) (7)

in which k is the so-called Boltzmann constant.

Note that for large T, P(E) tends to 1; all energies become equally
likely at high temperatures - atoms are moving at all possible speeds.
Also, for small values of T, P(E) tends to 0; in the zero temperature
limit all atoms come to rest. As T decreases fast atoms become less
likely and slow atoms become more likely. The following �gure shows
this probability as a function of E and parameter T.
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During the annealing process, thermal equilibrium must be restored
at all intermediate temperatures. The time sequence of intermediate
temperatures is called the annealing scheme. With an appropriate
annealing scheme, the energy minimum is guaranteed to be reached.

3.2 Simulated Annealing in Neural Networks

The important aspect of the physical annealing method is that it
�nds a global minimum. In neural network processing too the ob-
jective is often to �nd a global minimum, in this case of the error
function. We will now investigate how the physical annealing process
can be adapted so that it can be applied to neural network training
(see, for example, Wasserman, 1989). The big advantage of that is
that we would obtain the global minimum, if successful, while back-
propagation can only lead us to the (local) minimum closest to the
starting point of the training process.

Before discussing the details of the simulated annealing algorithm
we want to point out that it is a di�erent way of training, and that
this method can be combined with di�erent neural architectures and
di�erent learning laws.

Simulated annealing requires the existence of an objective function
whose minimum (or maximum) corresponds to a solution of the prob-
lem. For example, the error function in back-propagation is a possible
objective function, but the Lyapunov function of the traveling sales-
man problem could also serve as an objective function.

In order to �nd the global minimum, we must allow:
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1. the possibility of large weight changes

2. the possibility that the value of the objective function move in the wrong
direction.

These two possibilities should have high probability in the early phases
of training, but this probability should decrease as training pro-
gresses. This probability will be governed by a parameter T called
the arti�cial temperature. T starts at a high value and is gradually
decreased according to a cooling scheme. Success of the method de-
pends on the particular cooling scheme used.

The main steps in algorithm are now as follows:

1. Select a large value for T.

2. Apply a training input pattern to the network. Calculate the network
output value. Calculate the value of the objective function.

3. Select a connection in the network and change its weight (details of this
weight change are to follow). Calculate the change in the value of the
objective function c resulting from this weight change.

4. If this change improves the value of the objective function then keep it.
Else, calculate a probability for accepting an unfavorable change. When
searching for a minimum value, positive values of c are unfavorable, then
calculate

P (c) = exp(
−c
kT

)

in which k is a problem dependent constant, playing the role of the Boltz-
mann constant. Draw a random value v from a uniform distribution [0,
1]. If P(c) > v then accept the (unfavorable) change.

5. Repeat 3) and 4) for each weight in the network.

6. Apply 2) though 5) to all training patterns.

7. Reduce T according to a cooling scheme and repeat the procedure.

Two items, important for this algorithm, must still be addressed.
They are:

1. How are the weight changes obtained, and

2. What is an appropriate cooling scheme
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3.2.1 Weight Updating

If we are using a Boltzmann machine, then we will use Equation
(6) to update the weights. If not, there are a couple options. One
possibility is to simply generate random weight changes, but that
method won't work if we require a changing probability of unfavorable
changes that may be required in the early stages of training to lead
us away from a local extreme value. One method that will satisfy all
requirements is the cumulative probability function associated with
a Gaussian distribution of Δw [6].

We begin with the probability function for a change Δw as de�ned
by a Gaussian function:

P (4w) = exp(
−4w2

T 2
) (8)

Note that the temperature parameter T functions as the width of
this Gaussian. Therefore, as the temperature is lowered, large values
of Δw become increasingly unlikely. The Gaussian distribution is
depicted in the �gure below.

Equation (8) is now used to calculate the cumulative probability
C(4wb) in which 4wb is the upper limit of the weight changes. The cu-
mulative probability calculates the probability for all weight changes
between 0 and 4wb normalized by all possible weight changes so that
its value is bounded by 0 and 1.
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The cumulative probability is given by:

C(4wb) =
´4wb

0
P (4w)d(4w)´∞

0
P (4w)d(4w)

(9)

and shown in the following �gure.

The integral of Eq. (9) cannot be evaluated in closed form, but tab-
ulated values are available.

This function is now used in the following way. First, select a random
value from a uniform distribution in the range of [0, 1], and interpret
this value as the cumulative probability C of the weight change. Then
determine the associated value of 4wb using a Table for the integral in
Equation (9). It is seen from the �gure above that as the temperature
decreases the weight change for a given value of C will be smaller.
This is indeed the desired behavior for these changes. The sign of the
weight change can be determined randomly.

3.2.2 A Cooling Schedule

It has been theoretically determined that in order to achieve the
global extreme value the parameter T must be decreased according
to:

T (t) =
Tinit

log(1 + t)
(10)
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Here, t is an iteration counter and Tinit is the initial high temper-
ature determined by the user. The logarithmic expression in the
denominator makes that the decrease in T is too slow for practical
applications.

The actual formula for the cooling scheme depends on the kind of
distribution used. There are alternatives; for example, we can use
a Cauchy distribution [7] instead of a Gaussian distribution. This
probability is given by:

P (4w) = T (t)

T (t)2 +4w2
(11)

This distribution resembles a Gaussian function, but has longer tails,
as shown in the below �gure. This increases the likelihood of large
weight changes, and therefore accelerates the training process.

This function can be integrated in closed form, and the weight change
can then be calculated as:

4wb = ρ[T (t) tanC] (12)

where C is the cumulative probability and ρ is a constant to be in-
terpreted as a learning rate.

In order to obtain a weight change, �rst draw a random number from
the uniform distribution (−π2 ,

π
2 ), and use that number as the value

for C. Calculate 4wb from Eq. (12).
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The cooling rate associated with this distribution is:

T (t) =
Tinit
1 + t

(13)

which has a linear instead of a logarithmic time dependence. The
training time will still be long compared to that of a back-propagation
network.

4 Example - Boltzmann Machine

Boltzmann machines are used for two di�erent applications: search
problems and learning problems [8]. In search problems, the weights
are �xed and are used to represent the cost function of

an optimization problem. In a learning problem, the Boltzmann ma-
chine is shown a set of binary input vectors and the goal of the net-
work is to adjust the weights so that the input vectors are good
solutions to the optimization problem. Here, we show an example
of a search problem, taken from Fausett [4]. Suppose we have the
following architecture.

In this example, we will try to maximize the following consensus
function:

C =
∑
i

[
∑
j≤i

wijxixj ] (14)
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4.1 Setting the Weights

Recall that the weights for this type of problem are �xed. If we want
each row and each column to have exactly one neuron �on,� then we
choose p and b such that:

• each unit is connected to every other unit in the same row with weight -p
(p > 0). The same is true for every other unit in the same column. This
negative weight is a penalty for violating the condition that at most one
unit must be �on� in each row and column.

• each unit has a self-connection b > 0. This weight is an incentive to
encourage a unit to turn �on� if it can do so without causing more than
one unit to be on in each row and column.

4.2 Procedure

The procedure for the network is as follows:

The weight between unit Ui,j and UI,J is denoted w(i, j; I, J).

• w(i, j; I, J) = −p if i = I or j = J, but not both.

• w(i, j; i, j) = b.

1. Initialize the weights, control parameter (temperature) T, and initialize
activation of units to random binary values.

2. While stopping condition is false, do steps 3-9.

3. Do steps 4-7 n2 times (this constitutes an epoch).

4. Choose integers I and J at random between 1 and n. (Unit UIJ is the
current unit to change its state).

5. Compute the change in the consensus function that would result:

4C(i) = [1− 2xi][wii +
∑

wijxj ] (15)

4C = [1− 2UI,J ][w(I, J ; I, J)] +
∑

i,j 6=I,J

∑
w(i, j; I, J)ui,j

6. Compute the probability of acceptance of change:

A(T ) =
1

1 + exp(−4CT )
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7. Determine whether or not to accept the change. Let R be a random
number between 0 and 1. If R < A, accept the change:

uI,J = 1− uI,J

If R ≥ A, reject the change.

8. Reduce the temperature:

T (new) = 0.95T (old)

9. Test stopping condition.

Note that a lower initial temperature may be suitable in many appli-
cations.

4.2.1 Cooling Schedule

We can also use the following formula to cool the temperature:

Tk(new) =
T0

log(1 + k)
(16)

where k is an epoch.
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14 Neural networks for time-dependent signal processing 
 
Among the many architectures that are now available back-propagation is the most well-
known and the one most often used.  However, in its original form it can only be used for 
static signal processing.  Many applications, like speech recognition and robot control, 
among others, use time-dependent signals, and we will explore in this chapter how the 
back-propagation architecture can be adapted to process these kinds of signals.  Four 
possibilities will be investigated (for example, see Maren et al., 1990 for an overview of 
time-dependent architectures).  The first one does not require an actual change of the 
architecture, just a change of interpretation.  The next one, the time-dependent neural 
network or TDNN is still a feed-forward architecture, while the last two networks, 
although still variations of back-propagation, are recurrent networks. 
 
 
14.1 The use of temporal windows in back-propagation 
 
Suppose we want to train a neural network to predict the next item in a time sequence.  
We can think of a speech or radar signal, and we will assume that the items themselves 
are real values.  Thus, we have: 
 
…..x(t-4),  x(t-3),  x(t-2),  x(t-1),  x(t) 
 
and we want to predict x(t+1).  A back-propagation network can be trained with a 
window of previous values as its inputs and the value following this window as the target.  
The window size must be selected by the user.  Suppose this size is 4.  A possible training 
pattern then uses x(t-4),  x(t-3),  x(t-2) and x(t-1) as input values with x(t) as its target.  
Similar training patterns can be formed from the time sequence.  Thus, the neural 
network would have 4 input units, 1 output unit with a linear activation function, and an 
adequate number of hidden units with soft threshold activation functions.  As will be 
evident, the basic back-propagation architecture does not have to be changed. 
 
This approach has been successful in a number of applications (for example, Goldberg 
and Pearlmutter, 1989), but has several drawbacks.  Some pertinent disadvantages are: 
 

1. The window size must be chosen by the user, but it is generally not clear how 
many previous values must be buffered to obtain good results. 

2. The window size is static, but signal variation may change.  A rapidly 
changing signal will require more previous data points than a slowly varying 
signal. 

3. Shifted patterns will not be recognized.  For example, when comparing 
 

.0  .1  .3  .7  .9  .7  .3  .1  .0  .0  .0  and 

.0  .0  .0  .0  .1  .3  .7  .9  .7  .3  .1 
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it is seen that the second pattern is the same as the first, but shifted in time.  
For a back-propagation network, however, these are two completely different 
static signals; the similarity will be missed. 
 
 

14.2 The time-delay neural network (TDNN) architecture 
 

Consider the problem of isolated letter recognition; for example, the recognition of the 
separate letters when a person is spelling a word.  In this application, the four letters, b, d, 
e and v are notoriously difficult to distinguish.  Lang, Waibel and Hinton (1990) 
developed the TDNN, first for this application, but the architecture is generally useful for 
applications that require some degree of time or spatial invariant recognition. 
 
The problem of distinguishing the four mentioned letters is difficult, even for humans, 
who reached only a 94% performance level during some experiments.  A hidden Markov 
model did not score higher than 80%, but improved acoustic modeling raised this level to 
89% (Brown, 1987).  Lang et al. (1990) were interested to find out if neural network 
technology could improve this result. 
 
Lang et al. (1990) used 372 recordings for training and 396 for testing.  The pattern, 
extracted from each recording, consisted of 12 time slices and 16 frequency bands per 
time slice.  They first implemented a baseline network that did not have a hidden layer.  
This network had an input layer with 12 x 16 units and 4 output units, one for each class.  
Training performance of the network was 93% while test performance was 86%. 
 
The addition of a hidden layer to the network may be expected to increase performance, 
but that will also increase the size of the network.  More training data will be required to 
train this larger network.  A network with 8 hidden units was built and trained with all but 
25 randomly selected patterns of each letter.  This architecture improved training set 
performance to 99% and test set performance to 89%. 
 
A TDNN was constructed in the hope to even further improve the performance.  It is 
known that the hidden units extract features from the input patterns.  In the current 
application the input layer is quite large, and the extraction of features from all input 
values simultaneously is a difficult task.  It should also be noted that the input pattern 
consist of 12 time slices, and that it may not be necessary to process all 12 slices 
simultaneously.  The TDNN implements localized feature detection by means of a 
receptive field that covers a small region of the input units.  Input layer and hidden layer 
are not completely connected in this architecture. 
 
The TDNN architecture for this problem is as follows.  Each hidden unit is connected to a 
slice of the input containing 3 time steps.  Thus, each hidden unit is connected to 48 units 
instead of 192 units as before.  There are 10 different windows like the one just 
mentioned, and therefore neighboring windows have an overlap of 2 time slices.  Each 
window is connected to 3 hidden units, rather than the 8 units used before.  Since there 
are 10 windows, the network has a total of 30 hidden units.  The output layer in this 
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architecture has not been changed, and the hidden and output layers are completely 
connected.  An overview of this organization is shown in Figure 14.1.  This architecture, 
however, did not lead to better performance. 

 
Figure 14.1 The partitioning of the input layer into time slices and the formation of  

windows connected to three slices each. 
 
The next step is to implement weight sharing using the concept of equivalence classes.  
To understand how this works, consider the 10 hidden units of the bottom row in Figure 
14.1.  The weights to these 10 units form an equivalence class.  The two remaining rows 
of hidden units also form equivalence classes.  The weights are updated during each 
iteration, and at the end of the iteration all weights belonging to the same equivalence 
class are averaged and each weight is set to this average value.  Thus, in practice, an 
entire row becomes a single hidden unit, replicated 10 times.  Thus, the architecture 
shown in Figure 14.1 has only 3 hidden units, and this number turned out to be too small.  
Experiments showed that 8 hidden units were optimal and, including the copies, a 
network with 80 hidden units was constructed. 
 
This same method was also applied to the output layer.  Here, each one of the 4 output 
units was replicated 6 times.  Each one of the 6 sets of output units was connected to 5 
frames of the hidden layer, so that there is an overlap between neighboring sets of 4 
frames.  This architecture showed 93% performance on both the training and test set 
(with a test set consisting of 100 patterns), almost matching human performance. 
 
This architecture can be interpreted in the following way.  The network consists of three 
layers with 16 units in the input layer, 8 units in the hidden layer and 4 output units.  
Each input unit is connected to each hidden unit by means of 3 different links having time 
delays of 0, 1 and 2.  Each hidden unit is connected to each output by means of 5 
different links having time delays of 0, 1, 2, 3 and 4.  The input frames are now scanned 
one time slice at a time and clocked upwards through the input layer.  Thus, the input 
pattern has become somewhat time-invariant, because features will be treated the same 
independent of where they appear in the slices.  The architecture has been applied to 
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other time-dependent signals, and it has also been adjusted for spatial-invariant 
recognition. 
 
 
14.3 The Jordan Network 

 
Michael I. Jordan, in 1986, designed a network that can produce a sequence of actions in 
time.  Possible applications are robot planning, motor control and speech synthesis.  It is 
well-known that a sequence of input patterns will lead to a sequence of output patterns, 
but here the objective is to automatically produce a sequence given a single input pattern 
(the plan).  For example, a robot is told to “make tea”, and this specific command should 
lead to the sequence of actions (getting the pot, putting tea into the pot, boiling the water, 
etc.) required to make tea.  The plans allow us to distinguish different sequences; that is, 
if the only thing that the robot can do is to make tea then we don’t need a plan; we simply 
turn the robot on.  But if the robot is able to perform a variety of tasks then the plan input 
values enable us to choose between the different actions. 
 
Jordan introduced what he called a theory of serial order, which gives us a mechanism to 
produce a sequence of actions given a single plan.  Consider plan to produce the 
sequence of actions .  Each action could be a value or a vector.  Note that 
there is not necessarily a relationship between the plan and its sequence.  The plan is 
merely a name that is associated with a specific sequence of actions. 
 
Actions are ordered and will be produced in a temporal context of that order.  The context 
contributes to the generation of the next action, and because the context changes, the 
actions of the sequence will be different as well.  The current context is also represented 
by a vector, which is called the state vector.  Thus, besides the sequence of vectors we 
have the sequence of states that will be denoted as:  that will trigger the 
actions.  Sequences will be generated by means of two types of functions: 
 
1. The output function f:   
2. The next-state function g:  
 
It will be clear that the network to be designed will have to be recurrent, since a feed-
forward network cannot produce different output patterns from the same input signals.  
The network will implement supervised training; the objective of the training is to learn 
the output function, while the next-state function is generally specified in advance.  The 
next-state function is supposed to be continuous with vectors neighboring in time to be 
relatively similar.  The idea is that the temporal context evolves continuously. 
 
Figure 14.2 shows the basic architecture of this network.  It is seen that the input layer 
consists of two parts; the plan units are shown on the left and the state units appear on the 
right.  The plan units receive input values during every iteration, but these values do not 
change during the generation of an action sequence.  The state units will be initialized to 
0 and receive values through recurrent connections.  The input layer is completely 
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connected to the hidden layer, and the hidden layer is completely connected to the output 
layer.  The values of these feed-forward connections are determined by means of a 
training process.  The network also has two types of recurrent connections.  One type 
copies the output values to the state units.  Thus, the number of state units equals the 
number of output units, and each output unit has a single connection to one state unit with 
weight value 1.  The state units also have self-connections.  These all have the same 
weight values, which are preset to a value between 0 and 1.  The hidden and output units 
generally have bias inputs. 

 
Figure 14.2 The basic architecture of the Jordan network 

 
We will now show two examples that will illustrate the processing of a trained network.  
In the first example we will construct a network to produce the sequence AAAB in which 
A is represented by the vector (1  1) and B by the vector (0  0).  Figure 14.3 shows the 
architecture that will generate this sequence.  Note that this network has no plan units, 
because there is only one sequence to be produced.  The hidden and output units have 
hard binary threshold functions that produce a value 1 if the input value is non-negative. 
 
The sequence has no natural begin and end.  The network must be turned on; it will then 
produce its sequence, and it must be turned off as soon as the fourth item has been 
generated.  After the network has been turned on and with the state unit activations 
initialized to 0, output values will be generated according to Table 14.1.  Note that the 
hidden unit will be inhibited during the first three time steps, and that the output units 
will fire as a result of the bias inputs.  This produces the symbol A.  During the fourth 
time step the hidden unit finally fires, and the symbol B appears on the output units (after 
which the network is quickly turned off). 
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Figure 14.3 A network that produces a single sequence 

 
Table 14.1 Network activations and output values 

 
Time Step State Activations Hidden unit input Output values Symbol 

1 0 0 0 1 1 A 
2 1.0 1.0 2.0 1 1 A 
3 1.5 1.5 3.0 1 1 A 
4 1.75 1.75 3.5 0 0 B 

 

 
Figure 14.4 An extended network for two sequences 
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We will now augment the problem by requiring that the network can produce two 
sequences, the sequence AAAB and also the sequence AB.  In this case we will need 
plans to make the distinction.  We will enlarge the network with two plan units, and the 
plan values for the first sequence will be (0  1), while we will use (1  0) for the second 
sequence.  Figure 14.4 shows the architecture that can produce these two sequences.  
Note that this second network is just an expansion of the first one; the hidden unit on the 
left is responsible for the first sequence, while the hidden unit on the right produces the 
second one.  It is seen that the first plan values inhibit the hidden unit on the right so that 
the first sequence will be generated while the second plan values inhibit the hidden unit 
on the left.  Again, the network must be switched off as soon as the last symbol of the 
desired sequence has appeared.  The networks of these two examples were constructed, 
since it was relatively easy to determine an appropriate set weight of weight values, but 
for most applications the weights will be found from a learning algorithm. 
 
Training 
 
The training algorithm is similar to that of back-propagation except that the state units 
must be initialized at the beginning of each new sequence.  Initially, the plan units 
receive their values, and these units will retain those values during the training of the plan 
sequence.  The state units are initialized to 0.  Both types of input units activate the 
hidden units, and these units in turn feed-forward to the output units.  At the output units 
the error terms are calculated, and the weight updates are determined using the back-
propagation algorithm.  Then the new activations of the state units are computed as the 
sum of the output values and half on the previous activations.  The learning sequence is 
then repeated using these new values for the state units. 
 
Jordan also experimented using the target values (the desired output values) to back-
propagate to the state units instead of the actual output values.  Jordan calls this teacher 
enforced learning and reports shorter training sequences when this kind of learning is 
employed. 
 
Another learning experiment involved plan construction.  The claim is that the plan can 
consist of an arbitrary sequence of (in general) bi-polar values, but Jordan posed the 
question if some sequences are better than others.  His experiment is as follows.  He 
considers the three bi-polar vectors A = (-1  1), B = (1  1) and C = (1  -1).  Each 
sequence, to be learned by the network, consists of these three vectors in some order.  
The network must learn all six permutations that will be distinguished by different plans.  
Each plan in this experiment consist of six units.  Thus, the network has eight input units 
(six plan and two state), four hidden units and two output units. 
 
The first test case used arbitrary bi-polar plans.  The task was learned in 334 
presentations when actual output values were used in feed-back, but this number was 
reduced to 145 presentations when teacher enforced learning was used.  The second test 
used plans that were concatenations of the patterns to be represented.  For example, the 
sequence ABC was associated with the plan (-1  1  1  1  1  -1).  A third test used plans 
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that represented the transitions in a specific order.  The order used was AB AC BA BC 
CA CB, and the plan would indicate if the transition was present or not in the sequence.  
In the sequence ABC, for example, the transitions AB and BC are present, and therefore 
the plan would be (1  -1  -1  1  -1  -1).  Jordan does not give actual values in his paper for 
the number of iterations required in these two last tests, but states that the third test 
provided the fastest learning.  His advice is to construct plans that capture the transitions 
in a sequence. 
 
 
14.4 The Elman network 

 
Jeffrey Elman (1988) has constructed a neural network that can predict the next item in a 
time series.  This architecture is also based on back-propagation and is in many respects 
similar to the Jordan network.  Elman wants to give a network a memory.  His network 
will be able to predict based on its memory of previous events. 
 
The input layer in this architecture also consists of two parts.  There are the input units 
that receive a pattern and the so-called context units that serve as a memory.  The main 
difference between this architecture and the Jordan network is that in this case the output 
values of the hidden layer units are copied into the context units.  The context units also 
do not have self-recurrent connections.  The architecture is shown in Figure 14.5. 

 
Figure 14.5  The architecture of the Elman network 

 
Since this network learns an ordered series of items, one item is given as an input pattern 
while the next item serves as the target.  An example will clarify this.  Elman based this 
example on the exclusive-or problem, which consists of the two-bit input vectors (00, 11, 
01, 10) associated with the one-bit targets (0, 0, 1, 1).  The temporal version was 
constructed in the following way.  Form a random sequence of the input pairs and follow 
each pair with its associated output value.  The following is an example sequence: 
 

1 0  1  1  1  0  0  1  1  1  0  1  0  0  0  1  0  1….. 



 9 

 
The network will receive one bit as its input value and is expected to produce the next 
value.  A network was configured with 2 hidden units.  Thus, the network consisted of 3 
input units (1 input and 2 context), 2 hidden units and 1 output unit.  Note that the 
sequence of target values for this example is the same as the input sequence shifted by 
one: 

0 1  1  1  0  0  1  1  1  0  1  0  0  0  1  0  1  ? 
 

A 3000 bit sequence was presented while learning took place.  Since the input patterns in 
the sequence are randomly selected from the four possible ones, it should be evident that 
only every third bit can be predicted.  Figure 14.6 shows the output error of the trained 
network.  It is indeed observed that this error is relatively large for two consecutive bits 
and then falls to a much smaller value for the third bit. 

 
Figure 14.6  The output error of the single bit sequence 

 
The training algorithm for this network is very similar to the one used by Jordan.  Again, 
only the feed-forward connections are trained, and these are initialized to small random 
values as in back-propagation.  The recurrent connections all have weight values 1.  At 
the first iteration the input units receive the first value of the sequence to be learned and 
the context units are set to 0.5 (the don’t know condition).  These values are propagated 
to the output units, and the hidden unit values are also copied back into the context units.  
The second item in the sequence is used as the first target, and the error is calculated at 
the output layer.  The weight updates are then determined based on this error and applied 
at the end of the iteration.  For the second and consecutive iterations the next item in the 
sequence is used as input as well as the previous hidden unit values that are now the 
values of the context units.  According to Elman, the hidden units develop an internal 
representation of the input patterns as they remember the previous internal states. 
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Letter Consonant Vowel Interrupted High Back Voiced 

b 1 0 1 0 0 1 
d 1 0 1 1 0 1 
g 1 0 1 0 1 1 
a 0 1 0 0 1 1 
i 0 1 0 1 0 1 
u 0 1 0 1 1 1 

 
Table 2.  The letters in the sequence and their bit representation 

 
The next example that shows the use of this architecture uses more complex patterns.  
Multi-bit patterns of greater temporal extent are employed that also show a variability in 
the duration of a pattern.  Patterns are constructed using 6 letters, 3 consonants and 3 
vowels, each consisting of 6 bits.  These letters with their bit representations are shown in 
Table 2. 
 
The bit representation shows deliberate redundancy in order to see how the network 
responds to this kind of representation.  
 
The time sequence is now formed in the following way.  First a sequence of 1000 
consonants was formed in which these consonants appeared in random order.  An 
example sequence is: 
 

dbgbddg 
 
Vowels are then added according to the following rules: 
 

b  ⇒  ba 
d  ⇒  dii 
g  ⇒  guuu 

 
The example sequence then becomes: 
 

diibaguuubadiidiiguuu 
 
A network was constructed with 6 input units, 20 context units, 20 hidden units and 6 
output units.  During training of this network, 200 passes of the sequence were used.  The 
network was then tested on a different sequence constructed according to the same rules.  
The prediction error is shown in Figure 14.7.  It is seen that the consonants cannot be 
predicted, as expected, but that once the consonant is known the vowel following this 
consonant is predictable.  Note, however, from Figure 14.7, that the network has some 
problem predicting the third u following the g because of the greater length of that 
sequence. 
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Figure 14.7  The prediction error of the letter sequence 

 
The final experiment involves the prediction of the next letter in a word.  Elman was 
interested in the word concept could emerge as a consequence of learning the sequential 
structure of a letter sequence.  The letter sequence in this case consists of words and 
sentences, but with no boundaries between the different words. 
 
The sequence was generated from a lexicon of 15 words.  A sentence generating program 
generated 200 sentences, each consisting of 4 to 9 words.  These sentences (and words) 
were concatenated to form stream of 4963 letters with no blank spaces.  Each letter was 
represented by a 5-bit random pattern.  The network had 5 input units, 20 context and 
hidden units and 5 output units.  This network was trained to predict the next letter in the 
sequence by means of 10 presentations of the input stream.  The network was then tested 
on these same inputs.  Part of the sequence is: 
 

…..manyyearsagoaboyandgirllivedbytheseatheyplayedhappily…… 
 
Figure 14.8 shows the prediction error on the letters of this sequence.  It is indeed seen 
that as more letters of a word become known, the remaining letters are more easily 
predicted.  Most word boundaries can easily be distinguished in this figure by noting the 
transitions from very small to very large prediction errors. 
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Figure 14.8  The prediction error of the next letter in a word 
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Fuzzy ART and Fuzzy ARTMAP

December 12, 2011

1 Introduction

In this chapter, we will discuss two types of ART neural networks:
fuzzy ART and fuzzy ARTMAP. Fuzzy ART networks are very similar
to the ART1 neural network, and similarities will be noted through-
out this chapter. We will start with fuzzy ART and then proceed to
fuzzy ARTMAPs which are made of two fuzzy ART networks joined
by a what is called an inter-ART module. This will be explained in
detail later.

Adaptive Resonance Theory (ART) networks were developed in 1976
by Grossberg. Fuzzy ART and Fuzzy ARTMAP architectures would
introduced in 1991 and 1992 by Carpenter et al. ART networks were
created to perform supervised and unsupervised learning based on
the way reinforcement, vision, speech, and development occurs on
the brain [1 Grossberg]. There are several di�erent varieties of ART
networks: ART1, ART2, ART3, fuzzy ART, ARTMAP, and fuzzy
ARTMAP. By combining two fuzzy ART networks we can create a
fuzzy ARTMAP that uses supervised learning. In the same way, two
ART1 networks can create an ARTMAP network.

Both Fuzzy ART and ART1 networks specialize in pattern classi�ca-
tion of analog (in the case of fuzzy ART) and binary (in the case of
ART1) signals. By combining two fuzzy ART networks, a mapping
is created between analog input patterns and a corresponding set of
analog output patterns [2 Georgiopoulos]. This is called the fuzzy
ARTMAP. In the fuzzy ARTMAP, the �rst fuzzy ART network uses
the input patterns for the pattern classi�cation as inputs, whereas
the second fuzzy ART uses the corresponding output patterns of the
pattern classi�cation as inputs. For pattern classi�cation problems,
many input patterns are mapped to a single output pattern (a many-
to-one mapping), so the fuzzy ART map that takes output patterns as
inputs classi�es each pattern as its own class (an identity mapping).
For this reason this network is treated as trivial, and the discussion
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will focus on the fuzzy ART network taking in the input patterns as
inputs [2]. We begin with an explanation of the fuzzy ART network
and then discuss the fuzzy ARTMAP since it is comprised of fuzzy
ART networks.

2 Fuzzy ART networks

Below is an image of the structure of the fuzzy ART network.

The �rst stage, labeled a, is a preprocessing step that normalizes the
input patterns so each value is between 0 and 1. For instance, if
(x1, ...xn) is an input pattern, then the output of layer F a

0 is such that
0 ≤ xi ≤ 1 for all 1 ≤ i ≤ n.

The next phase of preprocessing occurs at Field F a
0 . This step is

called complement coding and produces the input vector I below by
�rst listing the normalized vector a obtained in the previous step, and
then appending the complement of each of these vector components.

I = (a, ac) = (a1, ..., an, a
c
1, ..., a

c
Ma

) (1)

where ac = 1 − ai, 1 ≤ i ≤ Ma. Vector I now becomes the input for
Field F a

1 .
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The nodes in the F a
1 layer are connected to the nodes in the F a

2 via
bottom-up weights from node i to node j, denoted W a

ij. The nodes
in the F a

2 layer are connected to the nodes in the F a
1 via bottom-up

weights from node i to node j, denoted wa
ij. The top-down weights

are initialized to 1, and the bottom-up weights are initialized to:

1

αa +Ma
u

(2)

The parameter αa has a range of (0,∞) and is called the choice pa-
rameter, while Ma

u is called the uncommitted node choice parameter
and takes values from (2Ma,∞).

Now, how does the network determine if a pattern J outputted by
the F a

2 is an appropriate classi�cation? Let the weight vector for
the top-down weights for a neuron j in the F a

2 layer be denoted by
Equation (3). We call this the template for node j.

wa
j = (wa

j1, ..., w
a
j,2Ma

) (3)

We then denote the template of node j before presenting the input
vector I to the F a

2 layer wa,old
j . Also, the sum of the vector components

is denoted by |x| for any vector I. Then if

|I ∧ wa,old
j |
|I|

< ρa (4)

then the pattern J is considered an inappropriate classi�cation and is
deactivated by the reset node. During a reset, another node di�erent
from pattern J is chosen for the input pattern J. This reset lasts
the entire time input pattern I is presented to the F a

1 layer [2]. The
parameter ρa in Equation (4) is called the vigilance parameter and
has a range from [0, 1]. This process continues until we �nd an
appropriate class or all the nodes in the F a

2 layer are used.

2.1 Fuzzy Math

The major di�erence between the fuzzy ART network and the ART1
network is the use of fuzzy math calculations. Let's look at the cal-
culation I ∧ wa

j . The fuzzy-min operator, denoted by ∧, outputs a

vector whose ithcomponent is the minimum of the ithcomponent of I
and the ithcomponent of wa

j . In other words, the fuzzy-min operator
is a component-wise minimum calculation. Similarly, the fuzzy-max
operator is denoted by ∨ and is a component-wise maximum operator.
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Example: Let x = (−1, 2, 1, 0, 4) and let y = (1, 2, 2, 0,−1). Then
x ∧ y = (−1, 2, 1, 0,−1)

The following �gure depicts these computations on two-dimensional
vectors.

In order to calculate the output values of layer F a
1 , labeled T a

j (I), we
use the following formula:

T a
j (I) =

{
|I|/(αa +Ma

u ) if j is a uncommitted node

|I ∧ wa,old
j |/(αa + |wa,old

j |) if j is a committed node
(5)

The node j is considered an uncommitted node if its weights are equal
to the initial top-down weights, or 1. Otherwise the node is called a
committed node.

3 Fuzzy ARTMAP

The fuzzy ARTMAP network is made up of three modules, two
of which are fuzzy ART networks. Thus, the fuzzy ARTMAP shares
many similarities to the fuzzy ART network described in Section 2.
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The �rst fuzzy ART network is denoted ARTa and the second one is
denoted ARTb.

NOTE: Recall that compliment coding creates the vector I listed in Equation
(1). According to [2], this is not needed for the output patterns presented to the
ARTb network. Compliment coding is necessary for the ARTa network due to
a category proliferation issue introduced by Carpenter and Grossberg [3]. Since
the weights only decrease in value, a situation can occur where too many of the
weights adapt to zero. Complement coding �xes this problem by taking into
account the presence and absence of features represented by the class weight
vector [4].

In addition, the fuzzy ARTMAP contains an inter-ART module that
connects the two fuzzy ART networks. This module maps the input
patterns presented to ARTa to the output patterns presented to ARTb.
The following is a diagram of the fuzzy ARTMAP architecture.

First we introduce some notation.

Nb: the number of nodes in Field Fab

wab
j = (wab

j1 , ..., w
ab
jk, ..., w

ab
jNb

) : the weights from node j in �eld F a
2

connecting to the nodes in �eld Fab
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There also exist bidirectional weights from each node k in �eld Fab to
the corresponding node k in �eld F b

2 .

3.1 Reset Function

In addition to the reset function described in Section 2, the inter-
ART module now controls part of the reset function, too, by causing
the ARTa network to increase its vigilance parameter high enough
such that the activated node J in the �eld F a

2 is reset or deactivated.
As a result, there are now two vigilance parameters: ρa and ρ̄a. The
�rst parameter is the same one introduced in Section 2, only now it is
called the baseline vigilance parameter since it is set prior to present-
ing information to the inter-ART module. The second parameter, ρa,
is the vigilance parameter in ARTa enforced by the inter-ART module.

3.2 Activation in ARTb

A node in �eld F b
2 can be activated in two ways. First, it can be

activated because it is receiving the maximum bottom-up input from
�eld F b

1 . Or, the node may be activated as a result of being chosen
by the Fab �eld in the inter-ART module.

3.3 Fuzzy ARTMAP Calculations

Most of the calculations for the fuzzy ARTMAP are the same ones
introduced in Section 2 for fuzzy ART networks. However, the no-
tation is modi�ed to re�ect the input vectors in the ARTb network.
Instead of the input vector I in the ARTa network, we use O to de-
note the output pattern of corresponding to the input pattern I. So
Equation (5) becomes:

T b
k(O) =

{
|O|/(αb +Ma

u ) if k is a uncommitted node

|O ∧ wb,old
k |/(αb + |wb,old

k |) if k is a committed node
(6)

Analogous to the vigilance parameter ratio for ARTa in Equation (4),
this ratio for ARTb becomes:

|O ∧ wb,old
k |

|O|
< ρb (7)

This vigilance parameter, ρb, is chosen to equal 1 for pattern classi�-
cation problems since the templates in ARTbare equal to the output
patterns presented in ARTb [2].
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3.4 Weights in ARTb

Weights from nodes in the �eld F b
2 to the nodes in �eld Fabare �rst

initialized to one. After training, in which one of the patterns is
chosen for classi�cation, all of these weights are reduced to zero except
for the winning class.

4 Example

Although there is no o�cial method in the Neural Network toolbox
in MATLAB, there is a downloadable MATLAB program that
creates a Fuzzy ARTMAP network [5]. First, we load the data into
memory (this could be any dataset in .mat format). This is done by
calling the load method.

load demodata

Next we need to create the network and set its parameters. This is
done via the create_network method. The following code within the
create_network is used to store the parameters for the network, and
also sets the default values.

net = struct( ...

'D' , num_features ...

,'max_categories' , 100 ...

,'vigilance' , 0.75 ...

,'alpha' , 0.001 ...

,'epochs' , 10 ...

,'beta' , 1 ...

,'weights' , cell(1) ...

,'labels' , [] ...

,'epsilon' , 0.001 ...

,'singlePrecision' , false ...

);

These parameters are inputs to the function create_network(). The
following is the code used to create the network:

net = create_network(D,max_categories,vigilance...,

epsilon,singlePrecision);

We now proceed to train the network.

tnet = train(data, labels, net, 100);
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The parameter 'data' is an M x D matrix where M is the number
of input patterns and D is the number of features. There is sample
data included with the code. 'Labels' is a matrix of size M of targets
for each input pattern (i.e. '1' for belonging to class '1'). The last
parameter is a measure of how many debug statements you wish to
be printed in the console during training.

Last, we test the network using a set of test data.

r = classify(testData, tnet, testLabels, 10);

In the MATLAB console, we see the following output during testing
of the network:

Tested 10th sample. Hits so far: 10 which is 100.000%.

Elapsed 0.01 seconds.

This shows that after presenting the tenth input pattern, the
accuracy of the network is 100%. Later on the accuracy declines
slightly, for we see that after testing the 40th pattern, the 97.5% of
the patterns were classi�ed correctly. After training the 100th
pattern, the accuracy is 96% which is very high.

Tested 100th sample. Hits so far: 96 which is 96.000%.

Elapsed 0.00 seconds.
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Spiking Neural Networks

December 12, 2011

1 Introduction

1.1 Biological Background

This type of neural networks attempts to closely mimic the behavior
of neurons in brain more than the other types of networks we have
seen so far. Before we describe this network, you will need to be
familiar with some concepts on biological neurons. Neurons are in-
dividual functioning units in the brain and nervous system. While a
single neuron may be slow and incapable of complex tasks, the 50 bil-
lion or so of them that form an intricate network in the brain [1] are
very capable of complex functions [2]. The long and thin dendrites
and axons that extend from the cell body, or soma, of a neuron give
it its characteristic shape. The structure of a neuron is seen below.

Tiny electrical signals are transmitted through the brain at the synapses.
These signals, or nerve impulses, �can be thought of as a tiny, brief
'spike' of electricity traveling through a neuron� [1]. It is for this rea-
son the spiking neural network was developed to model this natural
phenomenon. Molecules that allow signals to pass between neurons
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are called neurotransmitters. These molecules are either excitatory
by allowing the nerve to send a signal or inhibitory by blocking the
nerve impulse. A series of smaller signals, called action potentials
comprise each nerve impulse.

1.2 Sigmoidal Neurons

The most common type of neuron model is called the sigmoidal neu-
ron. These have been used in the previous networks and are also
familiar from the backpropagation networks. These neurons have a
state which is usually binary (0 or 1). The synapses in the brain
are modeled by numeric weights between the neurons. The input, or
potential, of the neuron is computed as the weight sum of the signals
from its presynaptic neurons, or neurons preceding it. An activation
function is then used to compute the neuron's activation potential.
Typically this function is a sigmoidal function. Below is the familiar
calculation for the potential of a neuron given by its presynaptic neu-
rons, and Equation 1 is the sigmoidal activation function. However,
in an attempt to closely mimic biological neurons, proponents have
noted that biological neurons are much faster than these computa-
tions.

yj =
∑

wijxi

F (x) =
1

1 + exp(�x)
(1)

To increase the speed of neural network transmission to imitate bi-
ological networks, Bohte �nds in [3] that encoding information in
neurons using timed spikes to be very precise and reliable.

1.3 Spiking Neural Network Model

Spiking Neural Networks (SNN) use these timed spikes to code data
within the neural network. Instead of computing the inputs and
outputs as described above in the sigmoidal models, a spike-train is
used to describe the input and output of the neuron. A spike-train
is a series of �ring-times with each spike indicating the precise time
when a neuron has �red. One main di�erence between this neuron
model and the sigmoidal model is the timed-spike model is dynamic
since the potential of a neuron is not static, but decays over time.1

1This decay of potential over time is modeled by a leaky integrator function since the

potential �leaks� over time. The di�erential equation is of the form dx
dt

= −Ax + C and its

solution is the exponential function x(t) = k · exp(−At) + C
A
.
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2 Spike Coding Models

There are two main ways to code the precisely timed spikes into a
neural network: the spike-response model and the integrate-and-�re
model. We will begin with the more straightforward spike-response
model.

2.1 Spike-Response Model (SRM)

The SRM approximates the Hodgkin-Huxley model2 very closely [4]
which acclaims its close simulation of biological networks. Work done
by Olaf Booij [2] uses the SRM to illustrate how to build spiking
neural networks. Let �j(t) be the state of a spiking neuron that �res
upon crossing a threshold �. In the simulations in [2], a value of 1 is
used for the threshold. The action potentials for each neuron can be
characterized by their spike-times t(f). Therefore the spike-train for
a neuron i can be characterized by the following set:

Fi =
{
t(1); :::; t(n)

}
= ftj�(t) = �g (2)

The overall equation that models this type of neuron is given in the
following equation.

d�

dt
= F (t; �) + I(t; �) (3)

where � is the potential of the neuron at time t. The function F (t; �)
describes the total internal potential of the neuron, and I(t; �) is the
total input current from the external and internal presynaptic cur-
rents. In other words,

I(t; �) = Iextermal analog + Iexternal spike + Iinternal spike (4)

2The Hodgkin-Huxley model is a set of di�erential equations developed in 1952 to describe

the initiation and propagation of action potentials in neurons.
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Possibilities for I(t; �) is discussed in Section 2.1.1. The elements
making up F (t; �) is discussed in Sections 2.1.2 and 2.1.3.

2.1.1 Presynaptic E�ect

Recall that presynaptic neurons can also e�ect the action potential
of a neuron, so Equation (2) is not the whole picture. The set of
all presynaptic neurons is called Γj where i �Γj i� i is a presynaptic

neuron to j. If i has a spike at time t
(g)
i , then we use the following

equation to determine its e�ect on neuron j.

wji"(t� t(g)i � dji) (5)

where wji is the weight, " is a measure of the e�ect the presynaptic
neuron will have on the neuron, and dji is the delay from when the
presynaptic neuron �res to when it has an e�ect on the jth neuron's
potential. Various mathematical functions may be used to model the
function ", but they all more or less have the following shape:

Just like in the leaky integrator e�ect mentioned above, this e�ect
from a presynaptic neuron is characterized by a large spike, and then
a gradual decay over time.

The following formula is used by [2] and [4].

"(s) = [exp(� s

ηm
)� exp(� s

ηs
)]H(s) (6)

where s = t � t(g)i � dji , ηm and ηs control the steepness and location
of the maximum of the curve. In Booij's experiments, values 4.0 and
2.0 are used for ηm and ηs respectively. H (s) is the Heavy-side step
function3 Since s is a discrete time variable, this function becomes:

H(s) =

{
0 s < 0

1 s > 0
(7)

3H(s) is the integral of the Dirac delta function, δ and so H(s) =
´ s
−∞ δ(t)dt
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ε(s) =
s

τ
exp(1− s

τ
)H(s)

τ τ = 2.7

θ

η(s) = −θexp(− s

τr
)H(s)

s = t − t(f)
j t

(f)
j

η

τr



the net action potential is represented by:

�j(t) =
∑

t
(f)
j ε Fj

�(t� t(f)
j ) +

∑
i εΓj

∑
t
(g)
i ε Fi

wji"(t� t(g)i � dji) (10)

2.2 Integrate-and-Fire Model

Another way to model the neuron potentials is called the integrate-
and-�re method. This approach is based on the idea that, since the
potentials of biological neurons are electrical signals, we should be
able to model the neurons in a network using principles of electronics.
After the neuron has a spike in potential, a current then �ows down
the axon. This original integrate-and-�re model was introduced in
1907 by Louis Lapicque [5]. It uses the following equation to describe
the potential � of a neuron over time.

ηm
@�

@m
= ��(t) +RI(t) (11)

where ηm is the time constant for the decrease of voltage over time,
R is the resistance in the current, and I(t) is the current function.
Note that �i = RI(t) where �i is the potential of the neuron. In order
to model the refactory period in the neuron potential, I(t) becomes:

Ii(t) =
∑
i εΓj

∑
t
(g)
i ε Fi

wji"(t� t(g)i � dji) (12)

Note that this model in Equation (11) is similar to the Spike-Response
model in Equation (3).

3 Network Architecture

Typically the network will have a feed-forward structure. The input
layer neurons have spike-trains as their output values, any number of
hidden layers and an output layer. Usually, between each connection
from the input neuron to the hidden layer neuron, there are multiple
synapses that each have multiple weights and delays. This transforms
Equation (10) into:

�j(t) =
∑

t
(f)
j ε Fj

�(t� t(f)
j ) +

∑
i εΓj

∑
t
(g)
i ε Fi

l∑
k=1

wkji"(t� t
(g)
i � d

k
ji) (13)

where 1 � k � l is the number of delays and weights. Equation (13)
is used to learn input-output patterns.
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3.0.1 Learning Algorithm

The weights are changed in such a way as to minimize the error
between the output and the target output. In [2], Booij derives a
learning rule for these weights. We �rst begin with an equation for
the net error of the network.

Enet =
1

2

∑
j ε J

(t
(1)
j � t̂

(1)
j )2 (14)

where J is the output layer, and t̂
(1)
j is the desired �rst spike time

for neuron j and t
(1)
j is the actual spike time. To minimize the er-

ror we change the weight proportional to the derivative of the error
with respect to its weight [2]. In other words, the change in weight
becomes:

4wkji = �� @Enet
@wkji

(15)

where � is the learning rate. After several expansions, chain-rule
applications, and substitutions we get the following equation for up-
dating the weights. The derivation is beyond the scope of this book,
but for more details see [2]. This function looks intimidating, but
after inspection you should realize that it is just made up of various
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functions that we have already seen.

4wkji = ��

∑
t
(g)
i ε Fi

"(t
(1)
j � t

(g)
i � d(k))∑

i,k

∑
t
(g)
i ε Fi

wkji"
′(t

(1)
j � t

(g)
i � d(k))

(t
(1)
j � t̂

(1)
j ) (16)

This steps to modifying the weights are summarized as follows.

Also, before starting training, initialize the weights to random values.
Also, to set the delay times, Booij distributed the delays 1ms apart,
i.e. dk = k k = 1; 2; :::; l.

4 Example

There are many software tools that model spiking neural networks.
Most of them are Linux/Unix based, such as Neuron by Michael
Hines, John W. Moore and Ted Carnevale at Yale and Duke Uni-
versity, Brian written by Romain Brette and Dan Goodman, and
GENESIS developed at Caltech. However, Amir Sa�ari has devel-
oped a biological neural network (BNN) toolbox for MATLAB that
is very useful and easy to use. This toolbox can be downloaded at
http://www.ymer.org/amir/software/biological-neural-networks-toolbox/.
To install this toolbox in MATLAB, simply extract the .zip �le in a
directory of your choice, and run the install.m �le. More documen-
tation on this toolbox can be found in the included user guide, but
a basic example is outlined here. This is example1.m found in the
toolbox distribution. Note that the following sections use information
that can be found in the toolbox user guide.
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To build a spiking neural net using this toolbox, one needs to call
simply the method

newbnn(netArch, neuronModel, snyapseModel, adaptModel, simParam, IOMode);

Each input parameter to this function must be built, of course, but
that is not too bad either.

4.1 Architecture Model

To create the architecture model (netArch), simply call the following
function. This creates the topology of the network. If a value is not
entered into this function, a default value is used. The default values
are listed in section 3.1.2 of the user guide for the BNN toolbox.

netArch = newarch(neuron_num, input_num, input_type, neuron_type,

input_weight, neuron_weight, input_delay, neuron_delay);

For this function, the neurons (hidden layers) are distinguished from
the inputs. This is typical for spiking neural networks since fre-
quently the inputs are not considered to be neurons. Therefore, the
input_num will be the number of inputs in the network (a vector
of size M), and the neuron_num are the number of neurons in the
network (a vector of size N). The inputs can either be of type analog
current or spiking, or -1 and 1 respectively. The neurons can be of
type excitatory, inhibitory, or hybrid, 1, -1, and 0 respectively.

4.1.1 Types of Architectures

There are many other types of network architectures that can be
created. The function newarch� creates a feed-forward architecture
where the network is divided into layers (input, hidden and output).
Calling newarchgf creates a feed-forward network with general feed-
back, while newarchlc creates a feed-forward architecture with lateral
connection. Last, we can call newarchlf to create a feed-forward net-
work with local feedbacks for each layer.

4.1.2 Fully Connected Architecture

We also have the option to create a fully connected architecture in
which all the neurons and inputs are connected. To create this
structure, use the following function:

netArch = newarchfc(neuron_num, input_num, input_type, neuron_type,

weight_type, delay_type);
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The parameter weight_type speci�es how to initialize the weights.
Use 'random' for a random uniform distribution, 'normal' for a nor-
mal distribution, 'one' to initialize all weights to one, and 'zero' to
initialize all weights to zero. For delay_type, the same options are
available as for weight_type except there is no 'normal' distribution
option.

For this simple example, a fully connected network with three
neurons and one input is used. The input is an analog current, so
we use the following code. All other parameters receive the default
values.

netArch = newarch(3, 1, -1);

4.2 Neuron Model

Recall from Section 2.1 (namely Equation 3) that the structure of
the neuron model is comprised of the di�erential equations
describing the neuron's internal state or potential, the spike
detection of the neuron, and the refactory procedure, or reset
function, of the neuron. To create a neuron model, the following
function is used.

neuronModel = newneuron(neuron_fun, model_type, state_num, model_param,

spike_det_fun, spike_det_fun_param, reset_fun, reset_fun_param);

The neuron_fun parameter speci�es the di�erential equation function
for the internal potential of the neuron. The default is 'int_�re_lin�,
or linear intergrate-and-�re (see Equation 11). The model type must
always be 'CDE', the state_num is the number of state variables in
the di�erential equation with a default of 1, and the model_param is
the parameters for the model. The last parameters are used for the
spike detection and reset functions and their parameters.

4.2.1 Other Neuron Models

To create a integrate-and-�re neuron model, use the function newneu-
ronif. There are two di�erent options for the integrate-and-�re func-
tion: linear or quadratic. Equation (11) describes the linear variety,
while the equation below describes the nonlinear quadratic version.

ηm
@�

@m
= a0(�� �r)(�� �c) +RI(t) (17)

ηm = RC (18)
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The defaults for R, C, a0, �r and �c are 10kΩ, 1�F , 1, 0mV, and 0.5mV
respectively.

Many more types of neuron models can be created. For instance,
newneuronhh creates a Hodgkin-Huxley model. For more types of
models, see the user guide for the BNN toolbox.

For this example, we use the default values and simply use the
following code to create the neuron model.

neuronModel = newneuronif;

4.3 Synapse Model

The synapse model is comprised of two components: external PSPs
(presynaptic potentials) and internal PSPs. This is modeled by Equa-
tion (4). Three di�erent functions are de�ned in the toolbox library.
The �-function uses Equation (8) for the function " in Equation (10),
the �-function2 uses Equation (6), and the Delta function uses the
Dirac delta function so Equation (1) becomes:

�j(t) =
∑

t
(f)
j ε Fj

�(t� t(f)
j ) +

∑
i εΓj

∑
t
(g)
i ε Fi

wji�(t� t(g)i � dji) (19)

The following function creates a new synapse model.

synapseModel = newsynapse(ext_psp_function, ext_psp_fun_param, int_psp_fun,

int_psp_fun_param);

The ext_psp_fun value has the options 'alpha_fun_ext',
'alpha_fun2_ext', and 'delta_fun_ext', with a default of
'alpha_fun_ext'. Use 'def' for the default values for the
ext_psp_fun_param value. Analgous options exist for the
int_psp_fun value. For this example, a synapse model using the
default values is used.

synapseModel = newsynapse;

4.4 Adaptation Model

The adaptation model is made up of information regarding the
synaptic weights, transmission delay, and threshold. Currently, only
the default values can be used in this model, so the following code is
used.

adaptModel = newadapt;
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4.5 Simulation Model

The simulation model is used to specify the start and stop times for
the experiment, any initial conditions, stopping criteria, and the
method to solve the di�erential equations.

simParam = newsim(stop_time, start_time, initial_cond, solver_type,

solver_option, stop_fun, user_fun);

The value for solver_type must be one of the following MATLAB rec-
ognized values: 'ode45', 'ode15', 'ode113', 'ode15s', 'ode23s', 'ode23t',
or 'ode23tb'. The default is 'ode45'. The solver option is not imple-
mented in the current toolbox version, so [] must be used. A value
for stop_fun may be entered if a function is to be used for a stopping
criteria instead of a stop time. The user can also specify a custom
function in user_fun.

In this example, we use the following code for the simulation model
with a stop time of 20ms.

simParam = newSim(20);

4.6 Input/Output Model

This model describes the inputs and outputs in the network.

IOMode = newiomode(input_fun_name, input_spike_time, analog_input,

auto_save, save_file_name, file_format);

If preferred, a function can be used for input_fun_name to provide
the analog current and spike times. Otherwise, a vector should be
entered for input_spike_time and analog_input. If you want the
results to be saved automatically enter 1, otherwise 0. Only 'MAT'
is valid for �le_format. For this example, we use the following code.

IOMode = newiomode('none', [], 1);

4.7 Results

After running example1.m in MATLAB, we see the following plot
of potentials for each of the three neurons. The graph shows the
potential of the neuron at time t.
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Dynamic Neural Networks

December 12, 2011

1 Introduction

There are two types of neural networks: static and dynamic. Up to
this point, all of the neural networks we have examined have been
static. Static networks are always feed-forward networks with no
recurrent connections and delays. Dynamic networks are di�erent in
that they take into account previous states of the network. That is,
they are time-dependent. This allows the network to be much more
powerful since they not only have the current inputs, outputs and
states available for reasoning, but also previous values as well.

In a rainfall study by El-Sha�e et al. [1], it is very important to be
able to use the temporal aspect of the data when creating predictions.
In their study, static networks were compared with the Time-Delay
Neural Network (TDNN) which will be discussed shortly. They found
that using the TDNN greatly improved forecasting accuracy since the
network was able to utilize the sequential data patterns. In many
applications like this, time is crucial to the model.

The steps to train a dynamic network are practically the same as
training a static network. However, because of the time sequences
for inputs, they can take longer to train [2]. Backpropagation can be
used in the same way; the only di�erence is that the inputs are time
sequences. In this chapter, we will examine two di�erent types of
dynamic neural networks: the Time-Delay Neural Network and the
NARX recurrent dynamic network. This chapter will be much more
example driven and contain less theory than the previous networks as
much of the theory is the familiar backpropagation algorithm. First,
we begin with a notion that will be used throughout the chapter.

2 Temporal Windows

A frequently used concept in dynamic networks is the notion of a
temporal window. A temporal window is a sliding time window of
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various length. For example, a time window might be two days, or 3
hours, etc. A back-propagation network can be trained with a window
of previous values as its inputs and the value following this window as
the target. The window size must be selected by the user. Suppose
this size is 4. A possible training pattern then uses x(t-4), x(t-3),
x(t-2) and x(t-1) as input values with x(t) as its target. In this case,
the neural network would have 4 input units, 1 output unit with a
linear activation function, and an adequate number of hidden units
with soft threshold activation functions. As will be evident, the basic
back-propagation architecture does not have to be changed.

This approach has been successful in a number of applications (for ex-
ample, Goldberg and Pearlmutter, 1989), but has several drawbacks.
Some pertinent disadvantages are:

1. The window size must be chosen by the user, but it is generally
not clear how many previous values must be bu�ered to obtain good
results.

2. The window size is static, but signal variation may change. A
rapidly changing signal will require more previous data points than a
slowly varying signal.

3. Shifted patterns will not be recognized. For example, when com-
paring

.0 .1 .3 .7 .9 .7 .3 .1 .0 .0 .0 and

.0 .0 .0 .0 .1 .3 .7 .9 .7 .3 .1

it is seen that the second pattern is the same as the �rst, but shifted
in time. For a back-propagation network, however, these are two
completely di�erent static signals; the similarity will be missed.

2.1 Example: Creating a Time Window in MATLAB

To model a time window in MATLAB, create a cell array that
stores the various values in time order. For instance, the following
code creates a time sequence with a pulse at t = 3, 4, 5, 6.

p = {0 0 1 1 1 1 0 0 0 0 0 0};

To plot this, we create the following stem plot:
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3 Time-Delay Neural Network (TDNN)

This is the most straightforward dynamic network, as it has a feed-
forward structure with a time-delay. Speci�cally, a Focused Time-
Delay Neural Network (FTDNN) has the time-delay only at the in-
put layer of the network. The Distributed Time-Delay Neural Net-
work (TDNN) has the time-delay distributed throughout the net-
work. MATLAB distinguishes between these two types of networks,
and has a function for creating each type.

3.1 Focused Time-Delay Network

Let's begin with an example of a Focused Time-Delay Network. We
use the Santa Fe Time Series Competition data [3] collected from
the Far-Infrared-Laser. This data was used in a competition
directed by Neil Gershenfeld of MIT (see [4] for more information).
First, let's load the data into MATLAB and convert it to a cell
array. Note that we only use the �rst 600 out of 10,000 records to
illustrate our network.

load 'laser_dataset.mat'

y = laser_dataset;

y = y(1:600);

The following is a plot of the data.
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Now the training dialog appears in MATLAB, and you can watch it
train the network iteration by iteration. When training is completed
after 1000 epochs, the following are the results:

Now that the network is trained, we can simulate it to predict the
next values in the time sequence. We do this with the following
code:

yp = ftdnn_net(p,Pi);

Now we see how the network performed by computing the root
mean-squared error (rmse).

e = gsubtract(yp,t);

rmse = sqrt(mse(e))

rmse =

0.0104
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To illustrate how much better the performance of the time-delay
network is over the static feed-forward network, we create the same
network as a static network.

lin_net = linearlayer([1:8]);

lin_net.trainFcn='trainlm';

[lin_net,tr] = train(lin_net,p,t,Pi);

lin_yp = lin_net(p,Pi);

lin_e = gsubtract(lin_yp,t);

lin_rmse = sqrt(mse(lin_e))

lin_rmse =

.1807

3.2 Distributed Time-Delay Network

We will present two examples for this type of network to illustrate
the power of this network. One example will be using a generated
dataset of input signals using MATLAB, and other will outline a letter
recognition example for which the time-delay network was created.

3.2.1 Letter Recognition Example

Consider the problem of isolated letter recognition; for example, the
recognition of the separate letters when a person is spelling a word.
In this application, the four letters, b, d, e and v are notoriously
di�cult to distinguish. Lang, Waibel and Hinton (1990) developed
the TDNN, �rst for this application, but the architecture is generally
useful for applications that require some degree of time or spatial
invariant recognition.

The problem of distinguishing the four mentioned letters is di�cult,
even for humans, who reached only a 94% performance level during
some experiments. A hidden Markov model did not score higher
than 80%, but improved acoustic modeling raised this level to 89%
(Brown, 1987). Lang et al. (1990) were interested to �nd out if neural
network technology could improve this result.

Lang et al. (1990) used 372 recordings for training and 396 for testing.
The pattern, extracted from each recording, consisted of 12 time
slices and 16 frequency bands per time slice. They �rst implemented
a baseline network that did not have a hidden layer. This network
had an input layer with 12 x 16 units and 4 output units, one for
each class. Training performance of the network was 93% while test
performance was 86%.
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The addition of a hidden layer to the network may be expected to in-
crease performance, but that will also increase the size of the network.
More training data will be required to train this larger network. A
network with 8 hidden units was built and trained with all but 25 ran-
domly selected patterns of each letter. This architecture improved
training set performance to 99% and test set performance to 89%.

A TDNN was constructed in the hope to even further improve the
performance. It is known that the hidden units extract features from
the input patterns. In the current application the input layer is quite
large, and the extraction of features from all input values simultane-
ously is a di�cult task. It should also be noted that the input pattern
consist of 12 time slices, and that it may not be necessary to process
all 12 slices simultaneously. The TDNN implements localized feature
detection by means of a receptive �eld that covers a small region
of the input units. Input layer and hidden layer are not completely
connected in this architecture.

The TDNN architecture for this problem is as follows. Each hid-
den unit is connected to a slice of the input containing 3 time steps.
Thus, each hidden unit is connected to 48 units instead of 192 units
as before. There are 10 di�erent windows like the one just men-
tioned, and therefore neighboring windows have an overlap of 2 time
slices. Each window is connected to 3 hidden units, rather than the
8 units used before. Since there are 10 windows, the network has a
total of 30 hidden units. The output layer in this architecture has
not been changed, and the hidden and output layers are completely
connected. An overview of this organization is shown in Figure 14.1.
This architecture, however, did not lead to better performance.
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The next step is to implement weight sharing using the concept of
equivalence classes. To understand how this works, consider the 10
hidden units of the bottom row in Figure 14.1. The weights to these
10 units form an equivalence class. The two remaining rows of hidden
units also form equivalence classes. The weights are updated during
each iteration, and at the end of the iteration all weights belonging
to the same equivalence class are averaged and each weight is set to
this average value. Thus, in practice, an entire row becomes a single
hidden unit, replicated 10 times. Thus, the architecture shown in
Figure 14.1 has only 3 hidden units, and this number turned out to be
too small. Experiments showed that 8 hidden units were optimal and,
including the copies, a network with 80 hidden units was constructed.

This same method was also applied to the output layer. Here, each
one of the 4 output units was replicated 6 times. Each one of the 6
sets of output units was connected to 5 frames of the hidden layer,
so that there is an overlap between neighboring sets of 4 frames.
This architecture showed 93% performance on both the training and
test set (with a test set consisting of 100 patterns), almost matching
human performance.

This architecture can be interpreted in the following way. The net-
work consists of three layers with 16 units in the input layer, 8 units
in the hidden layer and 4 output units. Each input unit is connected
to each hidden unit by means of 3 di�erent links having time delays
of 0, 1 and 2. Each hidden unit is connected to each output by means
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of 5 di�erent links having time delays of 0, 1, 2, 3 and 4. The input
frames are now scanned one time slice at a time and clocked up-
wards through the input layer. Thus, the input pattern has become
somewhat time-invariant, because features will be treated the same
independent of where they appear in the slices. The architecture has
been applied to other time-dependent signals, and it has also been
adjusted for spatial-invariant recognition.

3.2.2 Frequency Example Using MATLAB

Similar to the letter recognition example, this example tries to
recognize the frequency of an input signal. First, we need to
generate our input signals.

time = 0:99;

y1 = sin(2*pi*time/10);

y2 = sin(2*pi*time/5);

y=[y1 y2 y1 y2];

t1 = ones(1,100);

t2 = -ones(1,100);

t = [t1 t2 t1 t2];

The following is a plot of this data.

At any time t one of two frequencies is present. The target output
is -1 when the input is at the high frequency and 1 when the signal
is at low frequency. Now we create the network and plot the result.
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d1 = 0:4;

d2 = 0:3;

p = con2seq(y);

t = con2seq(t);

dtdnn_net = distdelaynet({d1,d2},5);

dtdnn_net.trainFcn = 'trainbr';

dtdnn_net.divideFcn = �;

dtdnn_net.trainParam.epochs = 100;

dtdnn_net = train(dtdnn_net,p,t);

yp = sim(dtdnn_net,p);

plotresponse(t,yp);

The performance of the network is signi�cantly slower than the Fo-
cused Time-Delay network. This network took about 10 minutes to
train for 30 epochs, whereas the FTDNN took about 1 minute to
train for 1000 epochs. According to [2] this is because this network,
as opposed to the FTDNN, is forced to use dynamic backpropagation
to compute the gradient.

The following shows a plot of the network results.

3.3 Jordan Network

Michael I. Jordan, in 1986, designed a network that can produce a
sequence of actions in time. Possible applications are robot planning,
motor control and speech synthesis. It is well-known that a sequence
of input patterns will lead to a sequence of output patterns, but here
the objective is to automatically produce a sequence given a single
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input pattern (the plan). For example, a robot is told to �make tea�,
and this speci�c command should lead to the sequence of actions
(getting the pot, putting tea into the pot, boiling the water, etc.)
required to make tea. The plans allow us to distinguish di�erent
sequences; that is, if the only thing that the robot can do is to make
tea then we don't need a plan; we simply turn the robot on. But if
the robot is able to perform a variety of tasks then the plan input
values enable us to choose between the di�erent actions.

Jordan introduced what he called a theory of serial order, which gives
us a mechanism to produce a sequence of actions given a single plan.
Consider plan p̄ to produce the sequence of actions x̄1, ..., x̄n. Each
action could be a value or a vector. Note that there is not necessarily
a relationship between the plan and its sequence. The plan is merely
a name that is associated with a speci�c sequence of actions.

Actions are ordered and will be produced in a temporal context of
that order. The context contributes to the generation of the next
action, and because the context changes, the actions of the sequence
will be di�erent as well. The current context is also represented by
a vector, which is called the state vector. Thus, besides the sequence
of vectors we have the sequence of states that will be denoted as:
s̄1, ..., s̄n that will trigger the actions. Sequences will be generated by
means of two types of functions:

1. The output function f: x̄i = f(p̄, s̄i)

2. The next-state function g: s̄i+1 = g(p̄, s̄i)

It will be clear that the network to be designed will have to be recur-
rent, since a feed-forward network cannot produce di�erent output
patterns from the same input signals. The network will implement
supervised training; the objective of the training is to learn the out-
put function, while the next-state function is generally speci�ed in
advance. The next-state function is supposed to be continuous with
vectors neighboring in time to be relatively similar. The idea is that
the temporal context evolves continuously.

The following �gure shows the basic architecture of this network.
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It is seen that the input layer consists of two parts; the plan units are
shown on the left and the state units appear on the right. The plan
units receive input values during every iteration, but these values do
not change during the generation of an action sequence. The state
units will be initialized to 0 and receive values through recurrent
connections. The input layer is completely connected to the hidden
layer, and the hidden layer is completely connected to the output
layer. The values of these feed-forward connections are determined
by means of a training process. The network also has two types of
recurrent connections. One type copies the output values to the state
units. Thus, the number of state units equals the number of output
units, and each output unit has a single connection to one state unit
with weight value 1. The state units also have self-connections. These
all have the same weight values, which are preset to a value between
0 and 1. The hidden and output units generally have bias inputs.

We will now show two examples that will illustrate the processing of a
trained network. In the �rst example we will construct a network to
produce the sequence AAAB in which A is represented by the vector
(1 1) and B by the vector (0 0). The following �gure shows the
architecture that will generate this sequence. Note that this network
has no plan units, because there is only one sequence to be produced.
The hidden and output units have hard binary threshold functions
that produce a value 1 if the input value is non-negative.
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The sequence has no natural begin and end. The network must be
turned on; it will then produce its sequence, and it must be turned
o� as soon as the fourth item has been generated. After the network
has been turned on and with the state unit activations initialized to
0, output values will be generated according to Table 14.1. Note that
the hidden unit will be inhibited during the �rst three time steps,
and that the output units will �re as a result of the bias inputs. This
produces the symbol A. During the fourth time step the hidden unit
�nally �res, and the symbol B appears on the output units (after
which the network is quickly turned o�).

We will now augment the problem by requiring that the network can
produce two sequences, the sequence AAAB and also the sequence
AB. In this case we will need plans to make the distinction. We
will enlarge the network with two plan units, and the plan values
for the �rst sequence will be (0 1), while we will use (1 0) for the
second sequence. The following �gure shows the architecture that
can produce these two sequences.
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Table 1 Network activations and output values

Note that this second network is just an expansion of the �rst one;
the hidden unit on the left is responsible for the �rst sequence, while
the hidden unit on the right produces the second one. It is seen that
the �rst plan values inhibit the hidden unit on the right so that the
�rst sequence will be generated while the second plan values inhibit
the hidden unit on the left. Again, the network must be switched o�
as soon as the last symbol of the desired sequence has appeared. The
networks of these two examples were constructed, since it was rela-
tively easy to determine an appropriate set weight of weight values,
but for most applications the weights will be found from a learning
algorithm.
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3.3.1 Training

The training algorithm is similar to that of back-propagation except
that the state units must be initialized at the beginning of each new
sequence. Initially, the plan units receive their values, and these units
will retain those values during the training of the plan sequence. The
state units are initialized to 0. Both types of input units activate the
hidden units, and these units in turn feed-forward to the output units.
At the output units the error terms are calculated, and the weight
updates are determined using the back-propagation algorithm. Then
the new activations of the state units are computed as the sum of
the output values and half on the previous activations. The learning
sequence is then repeated using these new values for the state units.

Jordan also experimented using the target values (the desired output
values) to back-propagate to the state units instead of the actual
output values. Jordan calls this teacher enforced learning and reports
shorter training sequences when this kind of learning is employed.

Another learning experiment involved plan construction. The claim
is that the plan can consist of an arbitrary sequence of (in general)
bi-polar values, but Jordan posed the question if some sequences are
better than others. His experiment is as follows. He considers the
three bi-polar vectors A = (-1 1), B = (1 1) and C = (1 -1). Each
sequence, to be learned by the network, consists of these three vectors
in some order. The network must learn all six permutations that will
be distinguished by di�erent plans. Each plan in this experiment
consist of six units. Thus, the network has eight input units (six plan
and two state), four hidden units and two output units.

The �rst test case used arbitrary bi-polar plans. The task was learned
in 334 presentations when actual output values were used in feed-
back, but this number was reduced to 145 presentations when teacher
enforced learning was used. The second test used plans that were
concatenations of the patterns to be represented. For example, the
sequence ABC was associated with the plan (-1 1 1 1 1 -1). A third
test used plans that represented the transitions in a speci�c order.
The order used was AB AC BA BC CA CB, and the plan would
indicate if the transition was present or not in the sequence. In the
sequence ABC, for example, the transitions AB and BC are present,
and therefore the plan would be (1 -1 -1 1 -1 -1). Jordan does not
give actual values in his paper for the number of iterations required
in these two last tests, but states that the third test provided the
fastest learning. His advice is to construct plans that capture the
transitions in a sequence.
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3.4 The Elman Network

Je�rey Elman (1988) has constructed a neural network that can pre-
dict the next item in a time series. This architecture is also based
on back-propagation and is in many respects similar to the Jordan
network. Elman wants to give a network a memory. His network will
be able to predict based on its memory of previous events.

The input layer in this architecture also consists of two parts. There
are the input units that receive a pattern and the so-called context
units that serve as a memory. The main di�erence between this
architecture and the Jordan network is that in this case the output
values of the hidden layer units are copied into the context units.
The context units also do not have self-recurrent connections. The
architecture is shown in the following �gure.

Since this network learns an ordered series of items, one item is
given as an input pattern while the next item serves as the target.
An example will clarify this. Elman based this example on the
exclusive-or problem, which consists of the two-bit input vectors
(00, 11, 01, 10) associated with the one-bit targets (0, 0, 1, 1). The
temporal version was constructed in the following way. Form a
random sequence of the input pairs and follow each pair with its
associated output value. The following is an example sequence:

1 0 1 1 1 0 0 1 1 1 0 1 0 0 0 1 0 1....
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The network will receive one bit as its input value and is expected
to produce the next value. A network was con�gured with 2 hidden
units. Thus, the network consisted of 3 input units (1 input and 2
context), 2 hidden units and 1 output unit. Note that the sequence
of target values for this example is the same as the input sequence
shifted by one:

0 1 1 1 0 0 1 1 1 0 1 0 0 0 1 0 1 ?

A 3000 bit sequence was presented while learning took place. Since
the input patterns in the sequence are randomly selected from the
four possible ones, it should be evident that only every third bit can
be predicted. The following �gure shows the output error of the
trained network. It is indeed observed that this error is relatively
large for two consecutive bits and then falls to a much smaller value
for the third bit.

The training algorithm for this network is very similar to the one used
by Jordan. Again, only the feed-forward connections are trained, and
these are initialized to small random values as in back-propagation.
The recurrent connections all have weight values 1. At the �rst it-
eration the input units receive the �rst value of the sequence to be
learned and the context units are set to 0.5 (the don't know con-
dition). These values are propagated to the output units, and the
hidden unit values are also copied back into the context units. The
second item in the sequence is used as the �rst target, and the error
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is calculated at the output layer. The weight updates are then deter-
mined based on this error and applied at the end of the iteration. For
the second and consecutive iterations the next item in the sequence
is used as input as well as the previous hidden unit values that are
now the values of the context units. According to Elman, the hidden
units develop an internal representation of the input patterns as they
remember the previous internal states.

Table 2. The letters in the sequence and their bit representation

The next example that shows the use of this architecture uses more
complex patterns. Multi-bit patterns of greater temporal extent are
employed that also show a variability in the duration of a pattern.
Patterns are constructed using 6 letters, 3 consonants and 3 vowels,
each consisting of 6 bits. These letters with their bit representations
are shown in Table 2.

The bit representation shows deliberate redundancy in order to see
how the network responds to this kind of representation.

The time sequence is now formed in the following way. First a
sequence of 1000 consonants was formed in which these consonants
appeared in random order. An example sequence is:

dbgbddg

Vowels are then added according to the following rules:

b ⇒ ba

d ⇒ dii

g ⇒ guu

The example sequence then becomes:

diibaguuubadiidiiguuu
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A network was constructed with 6 input units, 20 context units, 20
hidden units and 6 output units. During training of this network,
200 passes of the sequence were used. The network was then tested
on a di�erent sequence constructed according to the same rules. The
prediction error is shown in the following �gure. It is seen that the
consonants cannot be predicted, as expected, but that once the con-
sonant is known the vowel following this consonant is predictable.
Note, however, from the �gure, that the network has some problem
predicting the third u following the g because of the greater length
of that sequence.

The �nal experiment involves the prediction of the next letter in a
word. Elman was interested in the word concept could emerge as a
consequence of learning the sequential structure of a letter sequence.
The letter sequence in this case consists of words and sentences, but
with no boundaries between the di�erent words.

The sequence was generated from a lexicon of 15 words. A sentence
generating program generated 200 sentences, each consisting of 4 to
9 words. These sentences (and words) were concatenated to form
stream of 4963 letters with no blank spaces. Each letter was
represented by a 5-bit random pattern. The network had 5 input
units, 20 context and hidden units and 5 output units. This network
was trained to predict the next letter in the sequence by means of
10 presentations of the input stream. The network was then tested
on these same inputs. Part of the sequence is:
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...manyyearsagoaboyandgirllivedbytheseatheyplayedhappily......

The �gure below shows the prediction error on the letters of this
sequence. It is indeed seen that as more letters of a word become
known, the remaining letters are more easily predicted. Most word
boundaries can easily be distinguished in this �gure by noting the
transitions from very small to very large prediction errors.
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