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Abstract. Dense linear algebra kernels such as matrix multiplication
have been used as benchmarks to evaluate the effectiveness of many au-
tomated compiler optimizations. However, few studies have looked at
collectively applying the transformations and parameterizing them for
external search. In this paper, we take a detailed look at the optimiza-
tion space of three dense linear algebra kernels. We use a transformation
scripting language (POET) to implement each kernel-level optimization
as applied by ATLAS. We then extensively parameterize these optimiza-
tions from the perspective of a general-purpose compiler and use a stand-
alone empirical search engine to explore the optimization space using
several different search strategies. Our exploration of the search space
reveals key interaction among several transformations that must be con-
sidered by compilers to approach the level of efficiency obtained through
manual tuning of kernels.

1 Introduction

Compiler optimizations have often targeted the performance of linear algebra
kernels such as matrix multiplication. While issues involved in optimizing these
kernels have been extensively studied, difficulties remain in terms of effectively
combining and parameterizing the necessary set of optimizations to consistently
achieve the level of portable high performance as achieved manually by compu-
tational specialists through low-level C or assembly programming. As a result,
user applications must invoke high-performance domain-specific libraries such
as ATLAS [10] to achieve a level of satisfactory efficiency. ATLAS produces ex-
tremely efficient linear algebra kernels through a combination of domain/kernel
specific optimization, hand-tuned assembly, and an automated empirical tuning
system that uses direct timing to select the best implementations for various
performance-critical kernels. Libraries such as ATLAS are necessary because
native compilers can rarely provide a similar level of efficiency, either because
they lack domain-specific knowledge about the input application or because they
cannot fully address the massive complexity of modern architectures.

To improve the effectiveness of conventional compilers, many empirical tun-
ing systems have been developed in recent years [1, 4, 8, 9, 11, 14]. These systems
have demonstrated that search-based tuning can significantly improve the effi-
cacy of many compiler optimizations. However, most research in this area has



focused on individual or a relatively small set of optimizations. Few have col-
lectively parameterized an extensive set of optimizations and investigated the
interactions among them. One impediment to parameterizing a large class of
transformations is that, as yet, we have no standard representation for parame-
terized optimizations and their search spaces. Because of this, most tuning sys-
tems consist of highly specialized code optimizers, performance evaluators and
search engines. Hence, exploring a larger search space comes with the burden
of implementing additional parameterized transformations. This extra overhead
has, to some degree, limited the size of the search space investigated by any
one tuning system. In this paper, we describe a system in which we interface a
parameterized code transformation engine with an independent search engine.
We show that by leveraging the complementary strengths of these two modules
we are able to explore the search space of a large collection of transformations.

While most compilers understand well the collection of code optimizations
that are required to achieve high performance, it is often the details in combining
and collectively applying the optimizations that determine the overall efficiency
of the optimized code. In our previous work [12], we have used POET, a transfor-
mation scripting language, to implement all the kernel-level optimizations as ap-
plied by ATLAS for three dense linear algebra kernels: gemm, gemv, and ger. Our
previous work has achieved comparable, and sometimes superior, performance to
those of the best hand-written assembly within ATLAS [12]. The previous work,
however, utilized kernel-specific knowledge obtained from ATLAS when apply-
ing the optimizations and when searching for the best-performing kernels. In this
paper, we extensively parameterize the optimization spaces from the perspective
of a general-purpose compiler. We then use an independent search engine to ex-
plore this parameter space to better understand the delicate interplay between
transformations. Such interactions must be considered by a compiler when com-
bining and orchestrating different program transformations to approach a similar
level of efficiency as achieved by ATLAS. The contributions of this paper include:

1. parameterization of an extensive set of optimizations that need to be con-
sidered by a general-purpose compiler to achieve high performance;

2. integration of an independent search engine and a program transformation
engine;

3. empirical exploration of the search space that reveals key interaction among
optimizations.

2 Related Work

A number of successful empirical tuning systems provide efficient library imple-
mentations for important scientific domains, such as those for dense and sparse
linear algebra [5, 3], signal processing [6, 7] and tensor contraction [2]. POET [12]
targets general-purpose applications beyond those targeted by domain-specific
research and complements domain-specific research by providing an efficient
transformation engine that can make existing libraries more readily portable
to different architectures.



Several general-purpose autotuning tools can iteratively re-configure well-
known optimizations according to performance feedback of the optimized code [1,
4, 8, 9, 11, 14]. Both POET and and the parameterized search engine described in
this paper can be easily integrated with many of these systems. POET supports
existing iterative compilation frameworks by providing an output language for
parameterizing code optimizations for empirical tuning.

The work by Yotov et al. [13] also studied the optimization space of the
gemm kernel in ATLAS. However, their work used the ATLAS code genera-
tor to produce optimized code. Because the ATLAS code generator is carefully
designed by computational specialists based on both architecture- and kernel-
specific knowledge, the optimization space they investigated does not represent
the same degrees of freedom that a general-purpose compiler must face. In con-
trast, we use the POET language to parameterize the different choices typically
faced by general-purpose compilers and investigate the impact and interactions
of the different optimization choices.

3 Orchestration of Optimizations

Fig. 1. POET transformation engine

We used a transformation script-
ing language named POET to
implement an extensive set of op-
timizations necessary to achieve
the highest level of efficiency for
several ATLAS kernels [12]. As
shown in Fig. 1, a POET trans-
formation engine includes three
components: a language inter-
preter, a transformation library,
and a collection of front-end
definitions which specialize the
transformation library for differ-
ent programming languages such
as C, C++, FORTRAN, or As-
sembly. The transformation engine takes as input an optimization script from
an analyzer (in our case, a developer) and a set of parameter configurations
from a search driver. An optimized code is output as the result, which is then
empirically tested and measured by the search driver until a satisfactory imple-
mentation is found. For more details, see [12].

The optimization scripts that we developed for the ATLAS kernels have been
parameterized to reflect the degrees-of-freedom that a model-driven compiler
must face when orchestrating general-purpose optimizations. The optimizations
focus on the efficient management of registers and arithmetic operations and are
invoked by higher-level routines in ATLAS after cache-level optimizations have
already been applied by ATLAS. Fig. 2 shows the reference implementations of
various ATLAS kernels. The corresponding higher-level routines perform identi-



void ATL_USERMM(int M,
int N,int K,double alpha,
const double *A, int lda,

const double *B, int ldb,
double beta, double *C,

int ldc) {
int i, j, l;

for (j=0; j<N; j+=1) {
for (i=0; i<M; i+=1) {
C[j*ldc+i] =

beta*C[j*ldc+i];
for (l=0;l<K;l+=1) {

C[j*ldc+i]+=
A[i*lda+l]*B[j*ldb+l];

} } }
}(a) gemm kernel

void ATL_dgemvT(int M,
int N,double alpha,

const double *A, int lda,
const double *X,int incX,

double beta,double *Y,
int incY) {

int i, j;
for (i=0; i<M; i+=1) {

Y[i] = beta * Y[i];

for (j=0;j<N;j+=1) {
Y[i] +=

A[i*lda+j]*X[j];
} }

}

(b) gemv kernel

void ATL_dger(int M,

int N, double alpha,
const double *X,int incX,

const double *Y,int incY,
double *A, int lda) {
int i, j;

for (j=0; j<N; j+=1) {
for (i=0;i<M;i+=1) {

A[j*lda+i] +=
X[i]*Y[j*incY];

}

}
}

(c) ger kernel

Fig. 2. Reference implementations of ATLAS kernels

cal computations but operate on larger matrices that may not fit in cache and
perform cache blocking (for matrix multiplication, data copying is additionally
applied to matrices A and B) before invoking the kernel implementations.

ATLAS has specialized each kernel implementation to take advantage of the
known blocking strategy. We used optimization scripts to similarly specialize our
kernel implementations. Our future work will use POET to integrate cache-level
blocking directly with low-level kernel optimizations.

Our optimizations include two groups: register reuse optimizations (loop un-
roll&jam and scalar replacement) and arithmetic optimizations(SSE vectoriza-
tion, strength reduction, loop unrolling, and memory prefetch). Our optimiza-
tions were carefully orchestrated to avoid introducing any inefficiency.

3.1 Register Reuse Optimizations

We applied two optimizations, unroll-and-jam and scalar replacement, to pro-
mote register reuse. Fig. 3 shows the result of applying unroll-and-jam and scalar
replacement to the gemm kernel in Fig. 2(a). For gemv and ger (shown in Fig. 2(b)
and (c)), we similarly applied unroll-and-jam to the outer loops, and scalar re-
placement to all the matrix/vector accesses.

We parameterized the optimizations with an unroll factor for each loop and
the ordering between the two optimizations. For example, the optimizations for
gemm (Fig 2(a)) were parameterized with three parameters: uJ (unroll factor
for loop J), uI (unroll factor for loop I), and permuteReg (the ordering between
unroll-and-jam and scalar replacement for different matrices). In Fig. 3, the
code on the left shows the result of applying unroll-and-jam followed by scalar
replacement to all matrices; the code on the right shows the result of reverting
the ordering of unroll-and-jam with scalar replacement for matrices A and B.

Most tuning systems treat loop unroll factors as part of the empirical search
space. However, few systems (including ATLAS) have used empirical tuning to
determine the ordering between optimizations. Most model-driven compilers per-
form unroll-and-jam before scalar-replacement, which is the right decision in a
majority of situations. However, as shown in Fig. 3, unroll-and-jam significantly
increased the number of different memory locations accessed at each iteration of



void ATL_USERMM(const int M, const int N, const int K,
const double alpha,const double *A,const int lda,
const double *B,const int ldb,const double beta,

double *C, const int ldc)
{

int i, j, l; double *pA0, *pA00, *pB0,*pB00,*pC0,*pC00;
pB0=B; pC0=C;

for (j = 0; j < NB; j += 2) {
pA0 = A; pC00=pC0;
for (i = 0; i < MB; i += 2) {

c_buf_0_0=*pC00; c_buf_1_0=*(pC00+ldc); c_buf_0_1=*(pC00+1); c_buf_1_1=*(pC00+ldc+1);
c_buf_0_0 = beta * c_buf_0_0; c_buf_1_0 = beta * c_buf_1_0;

c_buf_0_1 = beta * c_buf_0_1; c_buf_1_1 = beta * c_buf_1_1;
pA00=pA0; pB00=pB0;

for (l = 0; l < KB; l +=1) { | if A,B scalarRepl is done first
----------------------------------- --------------------------------------------
| a_buf_0 = *pA00; | | a_buf_0 = *pA00; b_buf_0=*pB00; |

| a_buf_1 = *(pA00+KB); | | c_buf_0_0 += a_buf_0 * b_buf_0; |
| b_buf_0 = *pB00; | | a_buf_0 = *pA00; b_buf_0=*(pB00+KB); |

| b_buf_1 = *(pB00+KB); | | c_buf_1_0 += a_buf_0 * b_buf_0; |
| c_buf_0_0 += a_buf_0 * b_buf_0;| ==>| a_buf_0 = *(pA00+KB); b_buf_0=*pB00; |
| c_buf_1_0 += a_buf_0 * b_buf_1; | | c_buf_0_1 += a_buf_0 * b_buf_0; |

| c_buf_0_1 += a_buf_1 * b_buf_0;| | a_buf_0 = *(pA00+KB); b_buf_0=*(pB00+KB);|
| c_buf_1_1 += a_buf_1 * b_buf_1; | | c_buf_1_1 += a_buf_0 * b_buf_0; |

----------------------------------- --------------------------------------------
pA00+=1; pB00+=1;

}
*pC00=c_buf_0_0; *(pC00+ldc)=c_buf_1_0; *(pC00+1)=c_buf_0_1; *(pC00+ldc+1)=c_buf_1_1;
pA0 += KB; pC00 += 1;

}
pB0 += KB; pC00+=ldc;

}
}

Fig. 3. gemm optimized with unroll&jam, scalar replacement, and strength reduction

loop l. These memory references subsequently require a large number of scalar
variables during scalar replacement. For example, if we set the unroll factors to
be 12 for loop I in Fig. 3 then a total of 12 scalar variables will be required for
matrix A. The large number of scalar variables could potentially disrupt regis-
ter allocation at a later stage and cause performance break-down. In contrast, if
scalar replacement for matrices A and B are applied before unroll-and-jam, scalar
variables are reused across different iterations of the original loop, reducing regis-
ter pressure. However, if scalar replacement is always performed first, the reuse
of scalar variables could create artificial dependences that disrupt instruction
scheduling at a later stage. Scalar replacement can also disable subsequent ap-
plication of unroll-and-jam, and the repetitive load of the scalar variables can be
a source of inefficiency. We believe that performing unroll-and-jam before scalar
replacement is the correct decision in most cases. However, we parameterized
their ordering for the purpose of empirically investigating their interaction.

3.2 SSE Vectorization

Some Intel and AMD processors provide specialized floating point SSE regis-
ters that allow two double-precision or four single-precision floating point values
to be operated simultaneously, potentially doubling or quadrupling the peak
MFLOPS of a computer. SSE vectorization therefore could significantly boost
the performance of user applications.



We implemented SSE vectorization support in POET and applied it to all
three kernels where architecture allows. Before applying the optimization, all
floating-point operations need to be translated into three-address code, a SSE
register must be allocated to each floating-point scalar variable, and an innermost
loop must be identified to be vectorized. Our POET optimization scripts applies
SSE vectorization to all kernels based on kernel-specific knowledge about their
dependence constraints. All required knowledge, however, can be automatically
discovered by a compiler via loop dependence analysis. We parameterized SSE
vectorization with two parameters: the number of available SSE registers and
the size (length) of each SSE register. These parameters can be automatically
determined when an application is ported to a new architecture. The optimiza-
tion is automatically turned off if there are not enough SSE registers to vectorize
the given code.

3.3 Strength Reduction and Loop Unrolling

To promote efficiency of arithmetic operations, two additional optimizations,
strength reduction and loop unrolling, need to be applied to the result of SSE
vectorization. Strength reduction significantly reduces the cost of matrix/vector
references inside loops. Loop unrolling ensures that sufficient number of instruc-
tions are available to support pipelining of different functional units. Both opti-
mizations need to be applied after SSE vectorization because both could disable
the vectorization of loops. Fig. 3 shows the result of applying strength-reduction
to gemm. For microprocessors that offer hardware support for dynamic schedul-
ing of instructions, strength reduction combined with loop unrolling could be
sufficient for satisfactory instruction-level efficiency.

We parameterized both optimizations with two parameters: the unroll factor
for the innermost loop, and the ordering between the two transformations. Using
Fig. 3 as example, if unrolling of loop l is performed after strength reduction, the
pointer induction variables (e.g., pA00,pB00) introduced by strength reduction
are incremented more frequently (every iteration of the original loop) than nec-
essary (every iteration of the unrolled loop). In contrast, applying loop unrolling
before strength reduction may cause the pointer induction variables (e.g., pA00)
to be incremented only once in the unrolled loop but by a much larger offset
(e.g., by 288 instead of by 1 or 2). We have parameterized the ordering of these
two optimizations to study their interactions.

3.4 Memory Prefetch

The last optimization that we performed on the kernels is memory prefetch,
which loads data ahead of time so that the latency of memory operations can be
hidden when possible. Memory prefetch can reduce the cost of memory accesses
only if the memory bandwidth is not already saturated. It is therefore necessary
to selectively prefetch only those data that will be used in the near future just
enough time ahead.



The POET library allows us to insert prefetch instructions in a variety of
locations. We have thus parameterized each prefetch optimization with two de-
cisions: where to insert prefetch instructions, and what data to prefetch. For
example, for gemm, prefetch is parameterized with three configurations: prefetch
at each iteration of loop I the next cache block of matrix A; prefetch at each
iteration of loop J the vector of matrix B accessed in the next iteration of loop
J; prefetch at each iteration of loop J the vector of matrix C accessed in the
next iteration of loop J. Different prefetch configurations can also be combined
to accomplish the best effect.

4 A Parameterized Search Engine for Automatic Tuning

We designed and implemented a parameterized search engine (PSEAT) to nav-
igate optimization search spaces with greater flexibility and efficiency. In most
existing autotuning systems the search module is tightly coupled with the trans-
formation engine. PSEAT is designed to work as an independent search engine
and provides a search API that can be used by other autotuning frameworks.
This section discusses design features of PSEAT and its integration with POET.

100 # maximum number of program evaluations

3 # number of dimensions in the search space
R 1 16 # range : 1 .. 16

P 4 # permutation : sequence length 4
E 2 8 16 # enumerated : two possible value 8 and 16

Fig. 4. Example configuration file for PSEAT

Input Input to PSEAT is a configuration file that describes the search space
of optimization parameters. Fig. 4 shows an example configuration file. The
syntax for describing a search space is fairly simple. Each line in the config-
uration file describes one search dimension. A dimension can be one of three
types: range (R), permutation (P) or enumerated (E). range is used to specify
numeric transformation parameters such as tile sizes and unroll factors. permu-

tation specifies a transformation sequence and is useful when searching for the
best phase-ordering. An enumerated type is a special case of the range type. It
can be used to describe a dimension where only a subset of points are feasible
within a given range. An example of an enumerated type is the prefetch dis-
tance in software prefetching. In addition, PSEAT supports inter-dimensional
constraints for all three dimension types. For example, if the unroll factor of
an inner loop needs to be smaller than the tile size of an outer loop then this
constraint is specified using a simple inequality within the configuration file.

Information specific to a search algorithm is specified elsewhere. For exam-
ple, for simulated annealing the alpha and beta factors for each dimension is
specified in a separate file. The parameters for the search algorithm have been
deliberately kept separate to make the search space representation more general.
Both the configuration file and the search parameter file can be written by hand
or automatically generated by a transformation engine. This feature facilitates
the use of PSEAT with model-based search strategies.



Core 2 Duo Opteron

Proc. 2.2 GHz Intel 2.2 GHz AMD
Core 2 Duo Dual Core

SSE# 16 16
L1 32 KB, 2-way 64 KB, 2-way

64 Byte/line 64 Byte/line
L2 4 MB, 4-way 1 MB, 2-way

64 Byte/line 64 Byte/line
Com- gcc 4.0.1 gcc 4.0.1
piler

(a) Experimental platforms

Parameter Type Description Values

MU R unroll factor for loop M 1-M/2
NU R unroll factor for loop N 1-N/2
KU R unroll factor for loop K 1-K/2
PF R memory prefetch 1-5
SSENO E number of SSE registers (0,8,16)
SSELEN E length of SSE registers (8,16)
PERM1 P ordering of unroll&jam and scalar

replacement for A,B/X,C/Y
0-23

PERM2 P ordering of strength reduction
and inner-loop unrolling

0-1

(b) Search spaces

Table 1. Experimental design

Program Evaluation The procedure for program evaluation (compile-run-

measure) depends on a number of factors and is usually different for different
platforms and applications. Hence, incorporating a module for program evalua-
tion makes the search engine less portable. To address this problem, we moved
the task of program evaluation away from the search engine and into a set of
scripts that are bundled together with PSEAT. These scripts are, to a great de-
gree, self-customizing. They probe a particular machine, a la ATLAS, to gather
necessary information for program evaluation. The scripts then interpret the
output from the search module and deliver the data in the desired format to
the tool responsible for applying the transformations. Once the program has
been evaluated, a script gathers the performance data and feeds it to the search
engine. In integrating PSEAT with POET we used the scripts to transform the
search engine output to a command line configuration that POET can recognize.
We used ATLAS timers to measure the performance of the kernels and PSEAT
scripts to extract the relevant performance data.

Search Algorithm PSEAT implements a number of search strategies including
genetic algorithm, direct search, window search, taboo search, simulated anneal-
ing and random search. We include random in our framework as a benchmark
search strategy. A search algorithm is considered effective only if it does better
than random on a given search space.

5 Experimental Results

Our previous work has already compared the performance of POET-optimized
kernels with those of ATLAS and the Intel icc compiler [12]. The goal of this
study is to take a more extensive look at the optimization space of dense linear
algebra kernels (dgemm, dgemv and dger). We ran experiments on two plat-
forms. The configurations for these two machines are presented in Table 1(a).
Each experiment is repeated three times and the mean from these three runs is
reported.

Table 1(b) describes the optimization search space for the three kernels.
Number of search dimensions is eight for dgemm and seven for dgemv and dger

(dgemv and dger have one fewer loop to unroll than dgemm). PERM1 covers
the ordering of four transformations: unroll-and-jam and scalar replacement of
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Fig. 5. Search strategy comparison

three different matrices/vectors (A,B,C for gemm; A,X,Y for dgemv/dger). The
range of feasible values for PERM1 is between 0 and 23 (4! − 1), which covers
all valid permutations of the four transformations. PERM2 covers the ordering
of two transformations and hence works as a binary dimension. The values for
the unroll factors are between 1 and one-half of the loop iteration numbers. The
software prefetching parameter (PF) has five different values that determine
which and where array references are prefetched. The search spaces for all three
kernels are fairly large even by empirical tuning standards. For example, for a
100x100 matrix the 8-dimensional search space for dgemm will have over 120
million feasible points!

5.1 Search Strategy Comparison

We explore the search spaces using three different search strategies: simulated
annealing (anneal), direct search (direct) and random search (random). Fig. 5
shows performance of the three strategies on two platforms. Each figure shows the
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Fig. 6. SSE-PERM1 interaction for dgemm

best performance achieved as we progressively increase the number of program
evaluations. To make the comparison fair, the initial point is picked randomly
and the same initial point is used for all search strategies.

From these figures, anneal has a clear advantage over the other two search
strategies. It discovers the best value in all but one of the six cases. Because
direct converges to a local minima much sooner than anneal, it often does not
discover the best value, but it does discover good values more quickly. Given that
reducing the number of program evaluations is a key consideration for effective
autotuning, direct might well be the search strategy of choice for these kernels.
The performance of all three strategies also tend to level-off after a certain
number of evaluations. This indicates that large regions in the search space may
have very little performance variation. Therefore, model-guided pruning can help
make the searches more efficient.
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Fig. 7. dgemm performance sensitivity



5.2 Search Space Exploration

We performed exhaustive search on various cross-sections of each search space to
gain insight into their characteristics. This section summarizes our key findings.

SSE and PERM1: Our experiments reveal a strong interaction between
SSE vectorization and the order in which unroll-and-jam and scalar replacement
are applied. Fig. 6 shows the effect on dgemm performance on the Core2Duo
and OPteron as we vary the SSE and PERM1 parameters. Each figure displays
the linearized value of SSE and PERM1 along the x-axis (i.e., each x-value cor-
responds to a pair of values: one for SSE and one for PERM1). There is a clear
indication that irrespective of the value of PERM1, vectorization has a positive
effect on performance. The best performance on both platforms is achieved when
the value along the x-axis is between 25-26, which correspond to the cases where
SSE is activated and PERM1 is [SA,UJ,SB,SC] and [SA,UJ,SC,SB], respectively.
On these values, the relative ordering of unroll-and-jam and scalar replacement
opens up additional opportunities for vectorization. This interplay is somewhat
subtle and may not be apparent to a general-purpose compiler that uses only
static heuristics to analyze the program. Picking the right values for the two pa-
rameters in question can lead to almost a factor of two performance improvement
for dgemm on the Core2Duo.

PERM1 and PERM2: Fig. 7 shows performance sensitivity as the rela-
tive ordering of unroll-and-jam and scalar replacement for different matrices is
changed. As expected, the ordering has a significant impact on performance, The
best ordering occurs when unroll-and-jam is performed after scalar replacement
of references in matrix A but before scalar replacement of matrix C and matrix
B. This ordering is different from the one that we manually picked in our previ-
ous work [12], where we speculated that applying scalar-replacement of B after
unroll-and-jam may increase the register pressure too much to create problems
on some architectures. However, as it turns out, both these machines are capable
of handling the excess register pressure. These results point out the limitations
of static analysis and reiterate the need for empirical tuning.

Our experiments also show that the ordering of strength reduction and inner
loop unrolling has very little impact on performance. On both platforms we
observe very similar performance for both orderings of transformations.

6 Conclusions

This paper examines the optimization space of three linear algebra kernels by
combining a pair of independent program transformation and empirical search
engine. Our system is flexible and portable and is a small step towards better
integration of existing autotuning systems. Our exploration of the search space
show significant interaction among several transformations. In particular, the
interaction between SSE vectorization and the ordering of unroll-and-jam and
scalar replacement had not been revealed in any of the previous studies. The re-
sults of this study can be utilized by general-purpose compilers to orchestrate the
set of transformations discussed in this paper to achieve improved performance.
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