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Abstract—Dynamic virtual server provisioning is critical to quality-of-service assurance for multitier Internet applications. In this paper,

we address three important challenging problems. First, we propose an efficient server provisioning approach on multitier clusters

based on an end-to-end resource allocation optimization model. It is to minimize the number of virtual servers allocated to the system

while the average end-to-end response time guarantee is satisfied. Second, we design a model-independent fuzzy controller for

bounding an important performance metric, the 90th-percentile response time of requests flowing through the multitier architecture.

Third, to compensate for the latency due to the dynamic addition of virtual servers, we design a self-tuning component that adaptively

adjusts the output scaling factor of the fuzzy controller according to the transient behavior of the end-to-end response time. Extensive

simulation results, using two representative customer behavior models in a typical three-tier web cluster, demonstrate that the

provisioning approach is able to significantly reduce the number of virtual servers allocated for the performance guarantee compared to

an existing representative approach. The approach integrated with the model-independent self-tuning fuzzy controller can efficiently

assure the average and the 90th-percentile end-to-end response time guarantees on multitier clusters.

Index Terms—Autonomic resource provisioning, performance assurance, multitier Internet services, control.
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1 INTRODUCTION

INTERNET applications pose great challenges including
scalability and quality-of-service guarantee to the under-

lying networked systems. Popular Internet applications
employ a multitier architecture, with each tier provisioning
a certain functionality to its preceding tier and making use
of the functionality provided by its successor to carry out its
part of the overall request processing [2], [3], [6], [7], [20],
[21], [26]. Today, a typical e-commerce application usually
consists of three tiers: a front-end Web tier that is
responsible for HTTP request processing, a middle applica-
tion tier that implements core application functionality say
based on Java Enterprise platform, and a backend database
that stores product catalogs and user orders. In this context,
an incoming user request undergoes HTTP processing,
application server processing, and triggers queries or
transactions at the database. For load sharing, various tiers
of an Internet application are often replicated and clustered.
Today, a data center hosting a multitier application is often
built upon virtualized server clusters. The database tier may
or may not be replicated on-demand depending if there is a
shared architecture or not [20].

Dynamic resource provisioning is critical to quality-of-

service assurance for Internet applications. The problem

was well studied in the context of single-tier servers [24],

[28], [29]. It is however, nontrivial or even infeasible to
extend mechanisms designed for a single-tier architecture to
a virtualized multitier architecture. The challenges include
the intertier interaction, concurrency limits, and cross-tier
dependencies [3]. For example, adding servers to one tier
does not necessarily increase the effective system perfor-
mance due to cross-tier dependencies [20]. End-to-end
response time is the major performance metric of multitier
Internet applications. It is the response time of a request
that flows through a multitier system [20], [25]. In this
paper, we address three important, but challenging pro-
blems. The first is what is an efficient virtual server
provisioning scheme with end-to-end response time guar-
antee in multitier server clusters. The second is how to
bound the 90th-percentile end-to-end response time. The
third is how to reduce the delay oscillation effect due to the
dynamic switching of virtual servers.

Recently, an important dynamic virtual server provision-
ing approach has been proposed in [20] for multitier
Internet applications. Fig. 1 illustrates an example of a
typical three-tier server cluster. The approach decomposes
an end-to-end response time bound into the per-tier average
response time targets (i.e., d1, d2, and d3). Then, per-tier
server provisioning is conducted based on a queuing model
to meet the per-tier response time target. Its key problem,
however, is how to determine those decomposition percen-
tages, while the dynamic behavior of an Internet application
shifts the performance bottleneck from one tier to another.
The important performance metric is the end-to-end
response time, not the per-tier response time. In this paper,
we propose an efficient server provisioning scheme that
aims to minimize the total number of virtual servers
allocated to a multitier cluster while the end-to-end
response time guarantee is still satisfied.
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We next address the second important problem, that is,
how to bound the 90th-percentile end-to-end response time
of requests flowing through the multitier service. People
envision that the metric of the 90th-percentile response time,
compared to the average response time, has the benefit that is
both easy to reason about and to capture the user’s perception
of Internet service performance [25]. The queuing model-
based approaches in [3] and [21] can monitor the average
delay of requests, but have no control on the 90th-percentile
response time of requests. The work in [20] proposed an
innovative approach for assuring the 95th-percentile re-
sponse time guarantee (applicable to the 90th-percentile
response time guarantee). It uses an offline application
profiling technique to determine a distribution whose 95th-
percentile is equal to the response time bound. The mean of
that distribution is then used for the per-tier response time
target decomposition and per-tier server provisioning based
on a queuing model. There are two key problems, however.
One is that the approach is model dependent. The second is
that the application profiling has to be done offline for each
workload before the server replication and allocation, which
could be time consuming and complex due to the dynamic
nature of Internet workloads. We design an approach that
uses a model-independent fuzzy controller to bound the
90th-percentile response time of requests on a multitier
server architecture. Fuzzy control has been recently applied
for performance guarantee on single-tier Internet servers [9],
[23]. We apply it for end-to-end response time guarantees on
multitier architectures, together with a resource allocation
optimization model. We further consider the use of both
uniform and nonuniform membership functions for fine
granularity control.

We also consider a practicability issue with the server
provisioning approach. Addition (or switching) of a virtual
server to a tier introduces nonnegligible latency to a
multitier service [2], which will affect the perceived end-
to-end response time of users. The system instability also
occurs due to the time spent by the newly added server
adapting to the existing system. For example, an addition of
database replica goes through a data migration and system
stabilization phase [2]. Server provisioning during an
adaptation phase will cause oscillations in performance.
We design a self-tuning control component to reduce
oscillations due to server additions. The latency due to
addition of a server is considered as a process delay. To
compensate for the process delay, the self-tuning compo-
nent adaptively adjusts the output scaling factor according
to the transient behavior of the end-to-end response time.
The scaling factor is chosen due to its significant influence
on performance and stability of the controller.

We build a simulator for a typical three-tier cluster and
conduct extensive simulations to evaluate the new server

provisioning approach. We use a representative session-
based customer behavior model from [13] and a TPC-W
benchmark customer behavior model. Experimental results
demonstrate that the new approach is able to significantly
reduce the number of virtual servers allocated for the
performance guarantee compared to the representative
server provisioning approach designed in work [20].
Integrated with the model-independent self-tuning fuzzy
controller, it can efficiently assure the average and the 90th-
percentile end-to-end response time guarantees on a multi-
tier cluster. Results also show that the use of a nonuniform
membership function and the use of the self-tuning
component can provide fine granularity fuzzy control in
end-to-end response time, great efficiency in resource
utilization, and fast convergence to the steady state.

Our major contributions lie in the modeling and analysis
of the efficient server provisioning scheme for performance
guarantee on a multitier server cluster, the design of a
model-independent self-tuning control system, and the
evaluation and conveyed insights about percentile-based
response time guarantees for multitier Internet services.

The structure of this paper is as follows: Section 2
reviews related work. Section 3 presents the optimization
modeling and analysis. Section 4 gives the design of a
model-independent self-tuning fuzzy controller. Section 5 is
on the performance evaluation. Section 6 concludes the
paper. Due to the space limitation, some technical details
and experimental results are covered in the supplement,
which can be found on the Computer Society Digital
Library at http://doi.ieeecomputersociety.org/10.1109/
TPDS.2011.88.

2 RELATED WORK

Resource management for quality-of-service provisioning
in multitier Internet applications is a very important and
active research topic. Queuing model-based approaches
was proposed for network server performance control [16].
Recently, there has been a few studies on the modeling and
analysis of multitier servers with queuing foundations [3],
[4], [10], [17], [18], [19]. For instance, Diao et al. described a
performance model for differentiated services of multitier
applications [3]. A tier-to-tier management architecture was
designed for delay control with a M=M=1 queuing model.
Per-tier concurrency limits and cross-tier interactions were
addressed in the model. The work in [19] proposed an
analytic model for session-based multitier applications
using a network of queues. The mean-value analysis
algorithm for queuing networks was used to measure the
mean response time. The queuing model-dependent
approaches, however, are not effective in providing
percentile-based end-to-end response time guarantee.

Resource allocation optimization has been applied for
single-tier Internet server performance improvement [21],
[28], [29]. For example, the work in [21] studied an
optimization for allocating servers in the application tier
that increase a server provider’s profits. An optimization
problem is constructed in the context of a set of application
servers modeled as M=G=1 processor sharing queuing
systems. That single-tier provisioning method does not
consider the end-to-end response time constraint.
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Fig. 1. A multitier server cluster architecture and end-to-end response
time.



Recently, Urgaonkar et al. have designed an important
dynamic provisioning technique on virtualized multitier
server clusters [20]. It sets the per-tier average response time
targets to be certain percentages of an end-to-end response
time bound. Based on a queuing model, per-tier server
provisioning is executed at once for the per-tier response
time guarantees. The work provides important insights on
dynamic virtual server provisioning for multitier clusters.
There is, however, no guidance nor optimization about the
decomposition of end-to-end response time to per-tier
response time targets. Furthermore, it relies on a queuing
model with application profiling for the 95th-percentile
response time guarantee. It translates a 95th-percentile
response time-based service level agreement into a new
service level agreement based on the average response time.
The application profiling process is executed offline to find
the 95th-percentile of the distribution of a workload before
the server replication and allocation. It uses the mean of that
distribution for the new service level agreement based on a
queuing model. The profiling process itself could be time
consuming and complex due to the dynamic nature of
Internet workloads. In our work, this service level agree-
ment translation is not required since we use a model-
independent fuzzy controller to guarantee the 95th-percen-
tile response time without assuming an accurate workload
model. The fuzzy controller is designed based on heuristic
knowledge through trial and error. However, it is done only
once before the deployment. Importantly, the rules formed
for the fuzzy controller provide a generalized control policy
irrespective of the distribution of dynamic workloads. Our
work provides resource allocation efficiency merit by the
integration of the optimization model and the fuzzy
controller. As the studies in [14] and [15], our work assumes
using virtual machines for dynamic server allocation in a
multitier cluster.

Feedback control has been used in real-time systems for
long time. Lu et al. designed a utilization control algorithm
(EUCON) for distributed real-time systems in which each
task is comprised of a chain of subtasks distributed on
multiple processors [12]. It is based on a model predictive
control approach that models utilization control on a
distributed platform as a multivariable constrained optimi-
zation problem. Wang et al. extended it to a decentralized
algorithm, called DEUCON [22]. In contrast to the centra-
lized control schemes, DEUCON features a novel decen-
tralized control structure that requires only localized
coordination among neighbor processors. Feedback control
has also been used for service differentiation and perfor-
mance guarantee on Internet servers [1], [6], [11]. Linear
control techniques were applied to control the resource
allocation in single-tier Web servers [1]. However, the
performance of the linear feedback control is often limited
[23]. Recent work applied adaptive control for performance
guarantee [6]. For instance, a multitier e-commerce applica-
tion was modeled as one M=G=1 server [6]. A proportional
integral (PI) controller-based admission control proxy was
developed to provide the end-to-end response time
guarantee. However, using the average response time as
the performance metric is unable to represent the shape of a
response time curve. For the end-to-end response time
guarantee, the inherent process delay needs to be consid-
ered and addressed.

Fuzzy control was applied for performance differentia-
tion and guarantee in computer networks and systems. In
[9], fuzzy control was used to determine an optimal number
of concurrent child processes to improve the aggregated
server performance. In [23], a fuzzy controller was used for
provisioning guarantee of user-perceived response time of a
web page. It demonstrated that due to the model
independence, the approach significantly outperforms
linear PI controllers. The work was done on a single server.
We use fuzzy control for dynamic server provisioning with
end-to-end response time guarantee in a multitier server
architecture, together with a resource allocation optimiza-
tion model. We also consider the use of nonuniform
membership function and self-tuning capability for fine-
granularity control of the system performance.

3 AN EFFICIENT SERVER PROVISIONING APPROACH

We propose an optimization-based server provisioning
scheme that minimizes the total number of virtual servers
allocated to a multitier cluster while the end-to-end
response time guarantee is satisfied. The basic idea is to
divide the provisioning process into a sequence of intervals.
In each interval, based on the measured resource utilization,
end-to-end response time, and the predicted workload, the
servers are allocated to the tiers at once.

We model the workload of each virtual server at each tier
by one M=G=1 queuing system. We consider the use of
homogeneous virtual servers. First, as others in [20], we
assume that requests at a virtual server are processed with
the FCFS principle. Then, we consider the principle of
processor sharing for concurrent request processing at a
virtual server. Both FCFS and processor sharing disciplines
are explored with the optimization model and the fuzzy
control integration. Please refer to the supplement, which can
be found on the Computer Society Digital Library at http://
doi.ieeecomputersociety.org/10.1109/TPDS.2011.88, for the
technical details of the optimization modeling and analysis.

4 A SELF-TUNING FUZZY CONTROLLER

The server provisioning scheme based on the optimization,
however, is model dependent. We enhance it with a self-
tuning fuzzy controller that is model independent. The
fuzzy controller determines the number of servers to be
allocated to each tier at once without relying on an accurate
performance model. It is to guarantee the average end-to-
end response time on a multitier system, to bound the 90th-
percentile end-to-end response time, and to integrate the
fuzzy controller with the optimization model. To provide
fine granularity control on the response time and efficient
resource utilization, we consider the use of both uniform
and nonuniform membership functions in the fuzzy
controller. The self-tuning capability is to compensate for
the process delay due to the addition of a server to a tier. It
is achieved with a scaling-factor controller.

4.1 The Architecture of the Fuzzy Controller

Fig. 2 illustrates the block diagram of the self-tuning fuzzy
controller. The controller has two inputs: eðkÞ is the
difference between the target value and measured value
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of the end-to-end response time in the ðkÞ sampling period
(target response time—measured response time) and 4eðkÞ
is the change in error. The output of the controller is the
resource adjustment 4mðkÞ for the next sampling period.
The scaling factors Ke, K4e, and �K4m are used to tune the
controller’s performance. The output scaling factor � is
automatically adjusted by the scaling factor controller.
Thus, the total number of servers allocated to the multitier
clusters during the ðkþ 1Þth sampling period is

mðkþ 1Þ ¼ mðkÞ þ �K4m4mðkÞ ¼
Z
�K4m4mðkÞdk: ð1Þ

The number of servers allocated to a specific tier is
determined by the ratio of average response time of that
tier to the sum of the average response time of all tiers. This
allocation of servers based on the response time proportion
is intuitive because the tier with the highest response time
may be facing the highest workload. Hence, more servers
should be allocated to that tier.

The fuzzy controller consists of four components. The
rule base is the core component. It contains a set of rules
based on which fuzzy control decisions are made. The
fuzzification interface converts numeric values of controller
inputs into equivalent fuzzy values. It determines the
certainties of fuzzy values based on input membership
functions. The inference component applies predefined
rules according to the fuzzified inputs and generates fuzzy
conclusions. The defuzzification interface combines fuzzy
conclusions and converts them to a single output, i.e., the
resource allocation adjustment in a numeric value.

4.2 The Fuzzy Rule Base

Designing the rule base for a fuzzy controller is based on
heuristic control knowledge. Hence, it requires a number of
experiments to come up with a good set of rules with trials
and errors. The rules are defined using linguistic variables
“eðkÞ,” “4eðkÞ,” and “4mðkÞ” corresponding to the
numeric values of control inputs and outputs. The linguistic
variables “eðkÞ” and “4eðkÞ” have linguistic values NL,
NM, NS, ZE, PS, PM, and PL, which stand for negative
large, negative medium, negative small, zero, positive
small, positive medium, and positive large, respectively.
The linguistic variable “4mðkÞ” has two additional linguis-
tic values denoted by NH and PH, which stand for negative
huge and positive huge, respectively. We choose a larger set
of linguistic values for the fuzzy controller output in order
to increase the flexibility in the adjustment of server
allocation. The rules are in the form of If-Then statements.
For example, If error “eðkÞ” is NL and change in error “4eðkÞ”
is PL, then the server allocation adjustment “4mðkÞ” is ZE.

To design the fuzzy control rules, we analyzed the
behavior of end-to-end response time due to changes in
resource allocation. We identified five zones of the end-to-
end response time as shown in Fig. 3. Since eðkÞ and 4eðkÞ
have opposite signs in zones 1 and 3, the error is self-
correcting. If eðkÞ is small,4mðkÞneeds to be adjusted to slow
down the current trend so as to avoid any overshoot. For
example, if “eðkÞ” is PS and “4eðkÞ” isNL, then “4mðkÞ” is
PL. Whereas, if eðkÞ is large, 4mðkÞ needs to be adjusted to
speed up the current trend. For example, if “eðkÞ” is PL and
“4eðkÞ” is NS, then “4mðkÞ” is NL. In zones 2 and 4, eðkÞ
and4eðkÞ have the same sign. That is, the measured end-to-
end response time is moving away from the target value.
Therefore, 4mðkÞ should be adjusted to reverse the current
trend. For example, if “eðkÞ” is PL and “4eðkÞ” is PL, it
means that the measured response time is smaller than the
target and the trend is continuing. This scenario is depicted
by zone 2. Thus, “4mðkÞ” isNH so as to decrease the number
of servers allocated and bring the actual response time closer
to the target. Zone 5 indicates the steady state since eðkÞ and
4eðkÞ have small magnitudes. In this case,4mðkÞ should be
adjusted to maintain the current state and to correct steady-
state errors. For example, if “eðkÞ” is PS and “4eðkÞ” is NS,
then “4mðkÞ” is ZE. The control rules designed for each of
the analyzed zones are illustrated in Fig. 4.

4.3 Fuzzification, Inference, and Defuzzification

Fuzzification is the process of converting the numeric input
values into corresponding linguistic values and calculating
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Fig. 2. A self-tuning fuzzy controller.

Fig. 3. Fuzzy control effect.

Fig. 4. The fuzzy rule base.



the certainty of those linguistic values. The effective inputs to
fuzzy controller are eðkÞ multiplied by the input scaling
factor Ke and 4eðkÞ multiplied by the input scaling factor
K4e. The linguistic values are represented by membership
functions. A membership function is a graphical representa-
tion of the magnitude of participation of each input. As work
in [23], we choose triangle membership functions due to the
simplicity and wide usage. We consider both uniform and
nonuniform membership functions. Like in others work [24],
[27], the membership functions for both scaled inputs and
output are defined within the common interval [�1; 1]. The
values of the inputs eðkÞ and 4eðkÞ are mapped into [�1; 1]
by the input scaling factors Ke and K4e, respectively. The
output value 4mðkÞ multiplied by the output scaling factor
� �K4m gives the actual adjustment in the server allocation.

Fig. 5a shows nonuniform membership functions for
fuzzy control inputs eðkÞ and 4eðkÞ. The fuzzification
process assigns linguistic values to an input and determines
their certainties (degree of membership) by using input
membership functions. The certainty of linguistic value m
assigned to an input is denoted by �ðmÞ. For example, if eðkÞ
is 1/8, the linguistic variable “eðkÞ” is assigned a value PS
and �ðPSÞ is 1, since the numeric value of eðkÞ projects up to
the peak of the membership function corresponding to
linguistic value PS. If 4eðkÞ is 1/16, “4eðkÞ” is assigned
values ZE and PS with certainties �ðZEÞ and �ðPSÞ as 0.5,
since the numeric value of 4eðkÞ projects up to the middle
of the overlapping part of the membership functions
corresponding to linguistic values ZE and PS. Based on
the fuzzified inputs, the inference mechanism determines
which rules should be applied to reach fuzzy conclusions.
Let �ðm;nÞ denote the premise certainty of ruleðm;nÞwhere
m and n are the membership functions. Following the
standard max-min inference mechanism, the rules to be
activated are defined as a set of ruleðm;nÞ such that
�ðm;nÞ > 0, where �ðm;nÞ ¼ minð�ðmÞ; �ðnÞÞ. For example,
if eðkÞ ¼ 1=8 and 4eðkÞ ¼ 1=16, the certainties of rule (PS,
ZE) and rule (PS,PS) are �ðPS;ZEÞ ¼ 0:5 and �ðPS;
PSÞ ¼ 0:5, respectively.

We use nonuniform membership functions for control
inputs since it allows fine granularity control action near the
equilibrium point. We have adopted an intuitive approach for
determining the shape of membership functions. However,
advanced filtering and machine learning techniques could
potentially be applied to determine membership functions
that will result in the best performance. We also use uniform
membership functions illustrated Fig. 5b for control inputs.

The defuzzification component combines the rules
activated by the inference mechanism using the “center

average” method and calculates the fuzzy controller output.
The fuzzy rules activated by the Inference mechanism
generate multiple fuzzy conclusions. In the center average
method, the strength (certainty) of each fuzzy conclusion is
multiplied by their respective output membership function
center points and summed. The area, thus, obtained is
divided by the sum of the certainties of each fuzzy
conclusion and the result is taken as the numeric value of
the fuzzy controller output. Let bðm;nÞ denote the center of
the membership function of the result of ruleðm;nÞ. The
fuzzy control output is calculated as

4mðkÞ ¼
P

m;n bðm;nÞ � �ðm;nÞP
m;n �ðm;nÞ

:

The membership function of the fuzzy control output
determines the value of bðm;nÞ. In the above example,
rule(PS,ZE) gives the resultNSwith bðPS;ZEÞ ¼ �1=4 and
rule(PS, PS) gives the result NL with bðPS; PSÞ ¼ �3=4.
Therefore, the fuzzy controller output 4mðkÞ is �1=2. Fig. 6
shows a large number of membership functions that we use
for the control output 4mðkÞ to increase the flexibility. A
uniform input membership function shown in Fig. 5b would
give similar results only if fuzzy control inputs were much
higher. For example, if eðkÞ ¼ 1=3 and4eðkÞ ¼ 1=6, the fuzzy
control output will be the same as the case when a
nonuniform membership function is used. This shows that
a nonuniform membership function is more sensitive to
small values of control inputs, which is usually found near
the equilibrium point. Note that4UðkÞ in Fig. 6 refers to the
output of the fuzzy controller when it is integrated with
the optimization model. Please refer to the supplement for
the integration details, which can be found on the Computer
Society Digital Library at http://doi.ieeecomputersociety.
org/10.1109/TPDS.2011.88.

Note that the mapping of the values of the inputs eðkÞ
and 4eðkÞ could be outside of the range [�1; 1] due to
arbitrarily large errors. The fuzzy controller functionality
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Fig. 5. Membership functions for fuzzy control inputs eðkÞ and 4eðkÞ. (a) Nonuniform membership functions. (b) Uniform membership functions.

Fig. 6. Membership functions for control outputs.



will not be affected because any mapped error greater than
1 or less than �1 will be fuzzified into rules PL and NL,
respectively, as shown in Fig. 5. To mitigate their
performance impact, we choose the scaling factors such
that a large range of error and change in error can be
accommodated. Certainly, defining a large set of fuzzy rules
is challenging if done manually on trial and error basis. We
plan to apply machine learning techniques to build self-
constructing fuzzy controllers in our future work.

Please refer to the supplement, which can be found on
the Computer Society Digital Library at http://doi.
ieeecomputersociety.org/10.1109/TPDS.2011.88, for the
scaling factor controller design, the stability analysis of
the fuzzy control, and the integration of the fuzzy control
with the optimization model.

5 PERFORMANCE EVALUATION

We evaluate the server provisioning approach based on the
optimization model alone, the model-independent fuzzy
control system, and the integrated approach in a three-tier
server cluster simulation model. Here, FCFS scheduling
discipline is assumed for each virtual server. Please refer to
the supplement, which can be found on the Computer
Society Digital Library at http://doi.ieeecomputersociety.
org/10.1109/TPDS.2011.88, for performance evaluation
with the processor sharing discipline. As others in [2], we
assume that the database tier can be replicated on demand.
As our work in [29], we use a synthetic session-based
workload generator derived from a customer behavior
model in [13]. It allows us to perform sensitivity analysis in
a flexible way. A session generator produces head requests
that initiate sessions. The subsequent requests of a session
are generated according to the customer behavior model.
The think time was generated by an exponential distribu-
tion with a mean of 5 seconds. We also used a TPC-W
customer behavior model for the experiment and the results
are introduced in the supplement, which can be found on

the Computer Society Digital Library at http://doi.
ieeecomputersociety.org/10.1109/TPDS.2011.88.

We use bounded Pareto distributions that are represen-
tatives for modeling the service time distribution in Internet
applications [5], [24]. We adopt two such sets of character-
istics as shown in Table 1. E½Xi� and E½X2

i � are the first and
second moments of the service time distribution Xi at tier i,
respectively. During the simulation, the end-to-end re-
sponse time was measured periodically with a sampling
interval of 1 minute. Each result reported is an average of
100 runs.

5.1 Impact of the Optimization on Resource
Allocation

First, we demonstrate that the optimization-based provi-
sioning approach is able to significantly reduce the overall
server usage while the end-to-end response time guarantee
is satisfied. For comparison, we experimented the per-tier
decomposition-based approach in [20] that sets the per-tier
average response time targets to be 10, 50, and 40 percent of
the end-to-end target, respectively. We also experimented a
balanced decomposition-based approach that sets each
tier’s average response time target to be 1/3 of the end-to-
end response time target. We set the target average
response time to be 300 mseconds for the characteristics A
and B, respectively.

Fig. 7 shows the total number of servers required by
three approaches for the average end-to-end response time
guarantee at varying session arrival rate. It shows that the
optimization-based approach uses the minimum number of
servers for the response time guarantee. It also shows that
the impact of the delay decomposition on the server usage
is dependent on the workload characteristics. Fig. 7a shows
that by using the characteristic A, the balanced approach
uses fewer servers than the 10 percent-50 percent-40 percent
approach. Fig. 7b shows that by using the characteristic B,
the 10 percent-50 percent-40 percent approach uses fewer
servers than the balanced approach. Overall, the experi-
mental results show that the optimization-based approach
can reduce the total number of servers allocated by about
20 percent compared to the 10 percent-50 percent-40 percent
decomposition approach, and by about 25 percent com-
pared to the balanced decomposition approach.

Figs. 8 and 9 show the number of servers at each tier due
to three approaches for the average end-to-end response
time guarantee due to the use of characteristic A and B,
respectively. Fig. 10 shows the average end-to-end response
time with its 90th- and 10th-percentiles at varying session
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TABLE 1
The Characteristics of Workloads A and B

Fig. 7. Impact of three server provisioning approaches on the server usage. (a) By using the workload characteristic A. (b) By using the workload
characteristic B.



arrival rate due to the optimization-based approach. It
shows that there is no control on the 90th-percentile end-to-
end response time while the average end-to-end response
time is within the bound.

5.2 Impact of Optimization-Fuzzy Integration on
Performance

We study the impact of the optimization-fuzzy integration
on performance when subjected to a dynamic workload.
When no such integration is applied, the optimization
model is only applied at the initial stage and when the
measured workload changes. When such integration is
applied, the optimization model is applied at every
sampling interval of fuzzy control action. This is done by
adjusting the controllable parameter �U as discussed in the
optimization-fuzzy integration (refer to the supplement,
which can be found on the Computer Society Digital
Library at http://doi.ieeecomputersociety.org/10.1109/
TPDS.2011.88). In the experiment, the session arrival rate
is at 800 sessions per minute in the first 11 intervals and it
changes to 1,600 sessions per minute at the interval 12. The
workload characteristic A is used with the target 90th-
percentile end-to-end response time of 200 mseconds.

Figures 17(a)-(c) in the supplement, which can be found
on the Computer Society Digital Library at http://doi.
ieeecomputersociety.org/10.1109/TPDS.2011.88, show that

the optimization-fuzzy integration, has little impact on the
end-to-end response time. The approach with the integra-
tion and the approach without the integration have a
similar deviation of the end-to-end response time and a
similar convergence rate to the steady state. This is due to
the effectiveness of the fuzzy controller in end-to-end
response time guarantee. During the intervals 12 and 13,
there are spikes in the end-to-end response time by both
approaches due to the doubled session arrival rate. Results
show that the self-tuning fuzzy controller is able to
eventually adjust the server allocations and assure the
90th-percentile end-to-end response time guarantee.

Figures 17(d)-(f) in the supplement, which can be found
on the Computer Society Digital Library at http://doi.
ieeecomputersociety.org/10.1109/TPDS.2011.88, show the
efficiency impact of the optimization-fuzzy integration on
the number of servers allocated to the multitier system. At
the final steady state (intervals 20-30), the approach with the
integration and the approach without the integration use
total 180 and 290 servers, respectively. Note that they have
very little difference in the end-to-end response time. This is
due to the fact that without the integration, the allocated
servers are not distributed effectively to the individual tiers
of a multitier system according to the workload character-
istics. Though the impact on the server usage at different
tiers is different, the integrated approach can significantly
reduce the total number of servers needed for the end-to-
end response time guarantee.

We set the initial value of server allocation according to
the optimization model because it guarantees the average
end-to-end response time as the baseline. When the work-
load is at 800 sessions per minute, the fuzzy controller takes a
few intervals to converge to the steady state. At interval 12,
due to the measured workload change, the sever allocation
by both approaches is first adjusted according to the
optimization model. This explains why Figures 17(d) and
(e) show that the total number of servers decreases first (both
approaches use the same server allocation at interval 12). By

84 IEEE TRANSACTIONS ON PARALLEL AND DISTRIBUTED SYSTEMS, VOL. 23, NO. 1, JANUARY 2012

Fig. 8. The server allocation at each tier using the workload characteristic A. (a) By 10 percent-50 percent-40 percent approach. (b) By balanced
approach. (c) By optimization-based approach.

Fig. 9. The server allocation at each tier using the workload characteristic B. (a) By 10 percent-50 percent-40 percent approach. (b) By balanced
approach. (c) By optimization-based approach.

Fig. 10. End-to-end response time due to the optimization-based
allocation. (a) With workload A. (b) With workload B.



applying the optimization-fuzzy integration, the multitier
system uses about 40 percent fewer servers at the final steady
state. It demonstrates the efficiency merit due to the
integration. We also found similar observations due to
workload characteristic B.

Please refer to the supplement, which can be found on
the Computer Society Digital Library at http://doi.
ieeecomputersociety.org/10.1109/TPDS.2011.88, for more
experimental results and performance evaluation of the
fuzzy control design.

6 CONCLUSION AND FUTURE WORK

In this paper, we proposed an efficient server provisioning
approach based on an end-to-end resource allocation
optimization model. Compared to an existing representa-
tive approach, it is able to significantly reduce the number
of servers allocated for the end-to-end response time
guarantee of multitier Internet applications. We designed
a model-independent self-tuning controller that is able to
provide both average and percentile-based end-to-end
response time guarantees under dynamic workloads. The
integration of the optimization model and the model-
independent fuzzy controller provides superior perfor-
mance in resource utilization efficiency and end-to-end
response time guarantee. In the future work, we will
implement the approach in a prototype data center and we
will discuss the nontrivial heterogeneous server configura-
tion in virtualized multitier systems.
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