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Abstract

Slowdown, defined as the ratio of a request’s queue-
ing delay to its service time, is accepted as an important
quality of service metric of Internet servers. In this paper,
we investigate the problem of providing proportional slow-
down differentiation (PSD) services to various applications
and clients on cluster-based Internet servers. We extend a
closed-form expression of the expected slowdown of a popu-
lar Internet workload model with a typical heavy-tailed ser-
vice time distribution from a single server mode to a server
cluster mode. Based on the closed-form expression, we de-
sign a two-tier resource allocation approach, which inte-
grates a dispatcher-based node partitioning scheme and a
server-based dynamic process allocation scheme. We eval-
uate the two-tier resource allocation approach via extensive
simulations and compare it with an one-tier node partition-
ing approach. Simulation results show that the two-tier ap-
proach can provide fine-grained PSD services on cluster-
based Internet servers. We implement the two-tier approach
on a cluster testbed. Experimental results further demon-
strate the feasibility of the approach in practice.

1 Introduction

Due to the openness and dynamics of the Internet, the
past few years have seen an increasing demand for pro-
visioning of different levels of quality of service (QoS) to
meet changing system configuration and resource availabil-
ity and to satisfy different application and client require-
ments [3, 4, 10, 13, 16, 18, 19, 20]. A desirable property of
an Internet server is that a request’s queueing delay depends
on its service time in a linear fashion [8]. For example, a re-
quest for a job twice as long as some others will spend time
on the average twice as long in the server. Performance met-
ric slowdown, defined as the ratio of a request’s queueing
delay to its service time, reflects this need. Both queueing
delay and response time are major performance metrics on
the server side. But they are not suitable to compare re-

quests that have very different resource demands. Actually,
clients are likely to anticipate short delays for “small” re-
quests, and are willing to tolerate long delays for “large”
requests [6]. A high slowdown also indicates the system is
heavily loaded. Slowdown or its variant is being used as a
fundamental performance metric in recently designed QoS-
aware systems [2, 6]. For instance, in [6], the author pro-
posed a task assignment mechanism for dispatching tasks
with heavy-tailed size distribution to hosts of a cluster to
minimize the mean slowdown of the jobs. Although the
size-based QoS-aware resource management is able to en-
sure that small requests experience small slowdowns, none
of the systems can guarantee quantitative quality spacings
among request classes in terms of slowdown.

The proportional differentiation model [4] states that
QoS metrics of certain classes of aggregated requests
should be proportional to their differentiation parameters,
independent of their workloads. It is accepted as an impor-
tant relative Differentiated Services model [11] and is ap-
plied in the proportional delay and loss rate differentiation
in packet forwarding and dropping [4, 7]. It is also adopted
for server-side service differentiation [10, 18, 19]. We pro-
posed a proportional slowdown differentiation (PSD) model
on individual Internet servers [18]. Its objective is to main-
tain slowdown ratios between request classes according to
their pre-specified differentiation parameters. In this paper,
we investigate the problem of provisioning PSD services on
cluster-based Internet servers.

The cluster-based network services are increasingly de-
ployed on the Internet due to the inherent scalability and
cost-effectiveness of cluster architectures. A server cluster
also provides a new resource allocation granularity, server
node, for service differentiation. We design a two-tier re-
source allocation approach for PSD services provisioning.
Figure 1 depicts its infrastructure. Tier-1 scheme is to dy-
namically partition the server nodes into a number of sets
(called sub-clusters). Differentiation priorities assigned to
classes are observed by providing differentiated processing
rates with node partitioning. One sub-cluster handles one
request class in FCES discipline. To provide fine-grained
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Figure 1. Two-tier resource allocation.

PSD services, one node or multiple nodes may have to be
shared by different classes. Tier-2 scheme is to dynamically
allocate resource units on an individual server, processes,
to handle requests of different classes. Figure 1 shows a
two-class differentiation scenario, where a node is shared
between two classes by tier-2 resource allocation.

The problem of provisioning PSD services on cluster-
based Internet servers is important, because 1) the propor-
tional model is a widely accepted differentiation model; 2)
slowdown is a key QoS metric on the server side; and 3)
cluster is a popular and scalable platform. It is challeng-
ing because in order to meet the need of quantitative differ-
entiation, a closed-form expression of expected slowdown
with respect to resource allocation on a server cluster is re-
quired. The tier-1 and tier-2 resource allocation schemes
must be integrated to provide fine-grained PSD services.
We are concerned with the scenario where the interarrivals
meet Poisson distribution and the workload is heavy-tailed,
in specific, meeting a bounded Pareto distribution as it is
characteristic of many empirically measured Internet work-
loads [1, 6]. The workload is referred to as an M/Gp/1
model. We extend the expected slowdown expression in a
closed analytic form from a single server mode to a server
cluster mode. Based on the closed-form expression, we de-
sign the two-tier resource allocation approach for PSD pro-
visioning on a server cluster. We build a simulation model
to evaluate the differentiation predictability and controlla-
bility of the approach. We further implement the two-tier
resource allocation approach on a cluster testbed to verify
the feasibility of the approach in practice.

The structure of the paper is as follows. Section 2 re-
views related works. Section 3 gives the slowdown expres-
sion for an M/Gp/1 workload on a server cluster. Sec-
tion 4 presents the two-tier resource allocation approach.
Section 5 focuses on the performance evaluation. Section 6
presents the design and implementation issues. Section 7
concludes the paper with remarks on future work.

2 Related Work

The proportional differentiation model has been exten-
sively studied in packet scheduling with respect to packet
delay, packet loss, and connection bandwidth; see [4, 7, 15]
for representative approaches. The work in [10] demon-
strated that some approaches developed for proportional de-
lay differentiation (PDD) on networks can be tailored for
PDD provisioning on Internet servers. However, those ap-
proaches are not applicable to PSD provisioning because
slowdown is not only dependent on a job’s queueing de-
lay but also on its service time, which varies significantly
depending on the requested services [18]. There are efforts
on priority-based request scheduling with admission control
for response time differentiation [3, 14]. Incoming requests
were categorized into the appropriate queues and executed
according to their strict priority levels [3] or adaptive pri-
ority levels [14]. The results showed that higher priority
classes receive less response time than lower classes. How-
ever, the quality spacings between classes cannot be quanti-
tatively guaranteed. In [18], we proposed a processing rate
allocation strategy for PSD provisioning on individual In-
ternet servers. We used virtual servers in performance sim-
ulation. In this paper, we extend the slowdown modeling
from a single-server mode to a server-cluster mode. We fur-
ther design and implement a two-tier application-level ap-
proaches for providing fine-grained PSD services.

In [20], stretch factor, a variant of slowdown, was
adopted as the performance metric for differentiation pro-
visioning in a server cluster. The work adopted an M /M /1
queueing model to guide dispatcher-based node partitioning
optimization. The work implicitly applied processor shar-
ing discipline for the modeling of stretch factor. However,
in a single queue, a realistic scheduling discipline is FCFS.
More importantly, recent Internet workload measurements
indicate that for many Internet applications the exponential
distribution is a poor model for service time distribution and
that a heavy-tailed distribution is more accurate [1, 6].

In [13], the authors proposed and designed a sound
integrated resource management framework that provides
flexible service quality specification, efficient resource uti-
lization, and service differentiation for cluster-based Inter-
net services. The work introduced an interesting metric,
quality-aware service yield, to combine the overall sys-
tem efficiency and individual service response time in one
model. As the work in [20], it chose exponentially dis-
tributed arrival intervals and service times for modeling and
performance evaluation. In this paper, we investigate the
problem of PSD provisioning with a popular heavy-tailed
traffic pattern. Simulation aside, we also design and imple-
ment the two-tier resource allocation approach on a cluster
testbed to verify its feasibility in practice.
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3 Slowdown Modeling on a Server Cluster

Predictability and controllability are two basic require-
ments of service differentiation. Predictability requires that
higher priority classes receive better or no worse service
quality than lower priority classes, independent of the class
load conditions. Controllability requires that a scheduler
contain a number of controllable parameters that are ad-
justable for the control of quality spacings between classes.
For quantitatively predictable and controllable differentia-
tion, we need to have a closed form expression of slowdown
with respect to resource allocation on cluster-based servers.
We consider a popular heavy-tailed distribution, bounded
Pareto distribution, for modeling service time distribution
on Internet workload characteristics [1, 6]. The bounded
Pareto distribution with respect to job size x is character-
ized by three parameters: «, the shape parameter; k, the
shortest possible job; and p, the upper bound of jobs. As
in [6], the probability density function is defined as:

_r
1—(k/p)

Since «, k, and p are parameters of the bounded Pareto
distribution, we define a function K(«, k,p) = %.
The probability density function f(x) is rewritten as:

kax—a—l

fz) =

ak>0k<zx<p.

f(z) =27 'K(a, k, p) a,k>0k<z<p (1)

From (1), we have:
EX] = /p f(z)zdx
k
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According to Pollaczek-Khinchin formula [8], we de-
rived a closed-form expression of the expected slowdown
in an M/Gp/1 workload on a single Internet server [18].
That is, let W be a job’s queueing delay, and S be a job’s
slowdown, we have

_ MBXPIEX

SR

where the arrival process has rate A and X denotes the
bounded Pareto service time density distribution on the
server. The slowdown formula follows from the fact that W
and X are independent from a FCFS queue where requests
of a class are processed by using FCFS discipline.
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Figure 2. Round-Robin dispatching.

In the following, we further extend the closed-form ex-
pression of slowdown from the single-server mode to the
server-cluster mode. Figure (2) illustrates a typical dis-
patching scheme, Round-Robin, which is one of the task
assignment policies commonly proposed and deployed in
clusters of servers [5, 9]. Jobs are assigned to hosts in a
cyclical fashion with the kth job being assigned to Host
kmodm, where m is the number of servers in the clus-
ter. The policy equalizes the expected number of jobs at
each host. There are other popular task dispatching dis-
ciplines, including Random, Shortest-Queue, and Least-
Work-Remaining. We consider Round-Robin here because
simplicity is an important property of any load-sharing
scheme, as concluded by Eager et al. in [5] when they stud-
ied three approaches to load sharing in distributed servers.
Relatively high overheads can outweigh the advantages of
more complex schemes. Note that we do not want to
compare different schemes for load sharing in this work.
Like the Least-Work-Remaining task assignment scheme
deployed in [6], Round-Robin scheme is also not applica-
ble in the stateful e-Commerce applications while locality-
aware request routing mechanisms support the session in-
tegrity [12]. As previous work in [6, 18], our work consid-
ers stateless jobs in the differentiation. When using Round-
Robin dispatching policy, the arrival process at each server
in the cluster has rate A/m.

According to (5), we have

Lemma 1. Given an M/Gp/1 queue on a cluster of m
homogeneous FCFS servers, where A denotes the arrival
rate and X denotes the bounded Pareto service time den-
sity distribution on any of the servers. Let S; be a job’s
slowdown on an individual server j (1 < j < m). By the
use of Round-Robin task assignment on the dispatcher, the
expected slowdown E[S;] is calculated as

ABIIBIX] <j<m.  (6)

BlSi] = 2(m — \E[X)) =
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4 Two-tier Resource Allocation

Assuming incoming requests are classified into N
classes, the proportional differentiation model aims to en-
sure the quality spacing between class ¢ and class j to be
proportional to certain pre-specified differentiation parame-
ters 0; and d; [4]; that is,

G_% <N,

4% 9
where ¢; and g; are the QoS factors of class 4 and class 7,
respectively. The PSD model aims to control the ratios of
the average slowdown of classes based on their differentia-
tion parameters {0;,7 = 1,..., N}. Specifically, the PSD
model requires that the ratio of average slowdown between
class 7 and j is fixed to the ratio of the corresponding differ-
entiation parameters

=< 1<ij<N )

The differentiation predictability property requires that
higher classes receive better service, i.e., lower slowdown.
Without loss of generality, we assume class 1 is the “highest
class” and set 0 < 01 < 02 < ... < dp.

Let M be the number of servers in the cluster and m;
be the number of server nodes assigned to a sub-cluster for
processing the requests of class . Then, we have

N
Zmi:M 0<m; <M. 8)
=1

For feasible resource allocation, we must ensure the system
utilization constraint Zivzl ME[X] < M. That is, the total
processing requirement of the IV classes of traffic is less
than the processing capacity of the cluster.

According to Lemma 1, the set of (7), in combination
with the constraint (8), lead to a linear equation system. It
follows

5 N
m; = N E[X] + Ai(M E][VX];M A )
Zi:l Ai

where \; = \; /d;, the normalized arrival rate. The first
term of (9) ensures that the sub-cluster allocated for han-
dling requests of the corresponding class will not be over-
loaded. The second term means that the remaining capacity
of the cluster is proportionally allocated to different classes
according to their scaled arrival rates with respect to their
differentiation parameters.

Lemma 1 assumes a round-robin task assignment among
the homogeneous servers in a sub-cluster. According to (9),
the number of servers in a sub-cluster is often not an inte-
ger. For example, in a two-class 8-node scenario, the calcu-
lated m; and ms by (9) could be 3.4 and 4.6, respectively.

The tier-1 dispatching mechanism adopts a weighted round-
robin (WRR) scheduling discipline to assign incoming re-
quests of a class to servers of its corresponding sub-cluster.
For instance, the weight to four servers of sub-cluster 1 is
1, 1, 1, and 0.4. The weight to five servers of sub-cluster 2
is 1, 1, 1, 1, and 0.6. The tier-2 resource allocation mech-
anism aims to achieve proportional resource sharing on the
shared server. It dynamically changes the number of pro-
cesses allocated to process pools for handling different re-
quest classes according to changing workloads while ensur-
ing the ratio of resource allocations [17].

According to Lemma 1, the expected slowdown of class
i, E'[S;], is calculated as:

CSBEIXABEX TN A
oM -EBXIXN N

E[Si] (10)

5 Performance Evaluation
5.1 Simulation Model

In this section, we investigate the impact of the two-
tier resource allocation approach on proportional slowdown
differentiation in a server cluster. We built a simulator
which consisted of a number of request generators, wait-
ing queues, an arrival rate predictor, a request dispatcher,
and a number of servers. Figure 3 outlines its structure.
The arrival rate predictor estimated a class’s workload ev-
ery sampling period. A sampling period was set to the pro-
cessing time of one thousand requests of mean job size. A
moving window with window size of five sampling periods
was adopted for workload prediction. The tier-1 node parti-
tions and tier-2 process allocations were calculated accord-
ing to (9). In the cluster, some servers were dedicated to
handling requests from a specific request class, while some
others were shared by multiple request classes. The dis-
patcher used WRR scheduling discipline to assign incom-
ing requests to corresponding sub-clusters. In each of the
shared servers, a number of task servers was simulated to
handle requests of corresponding classes. As in [20], we
compare the two-tier approach with an one-tier approach
that relies on dynamic node partitioning but there is no tier-
2 process allocation module. Another node partitioning ap-
proach is to assign a fixed number of servers to each class.
The partitioning is static and obviously it cannot adapt to
fluctuating workload conditions. Such kind of static node
partitioning approaches cannot achieve proportional slow-
down differentiation when workload is changing. Thus, it
is omitted here.

The request generators produced requests with exponen-
tial interarrival distributions and bounded Pareto size distri-
butions by using GNU scientific library. Each request was
dispatched to a server (or a task server) and was processed
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Figure 3. Structure of the simulation model.

using FCFS discipline. In the simulation, different traffic
classes may have different arrival rates. But they have the
same job size distribution [18]. In the following, we first
study the effectiveness of the two-tier resource allocation
in achieving proportional slowdown differentiation in long
term. Simulation parameters were set as follows. The shape
parameter (o) of the bounded Pareto distribution was set to
1.5 as suggested in [4]. The lower bound (k) and upper
bound (p) were set to 0.1 and 100, respectively [6]. The
number of servers in the cluster was 8. We then conduct
the sensitivity study of the approaches with respect to their
short-term behaviors, differentiation variances, and the im-
pact of the number of nodes in the cluster on differentiation
performance.

5.2 Effectiveness of the Two-tier Approach

In the service differentiation context, the number of
classes is limited, which is normally two or three [11, 20].
We first examine the slowdown differentiation due to two
resource allocation approaches, i.e., two-tier and one-tier,
by the use of a two-class workload. Figure 4 depicts average
slowdown ratios with the 95% confidence intervals at dif-
ferent workload conditions. The target slowdown ratios be-
tween two classes dp, : 9, is 2 : 1. It shows that the achieved
slowdown ratios due to two resource allocation approaches
are always larger than 1, which means that the differenti-
ated services are always predictable. That is, high priority
classes receive better or “no worse” services than lower pri-
ority classes. The figure also shows that the two-tier ap-
proach achieves desirable proportionality of slowdown dif-
ferentiation at various workload conditions. On the other
hand, the one-tier approach based on node partitioning ob-
serves frequent and large slowdown ratio oscillations. This
is because the node partitions calculated by (9) are rounded
to integer numbers. The lack of tier-2 process allocation
mechanism results in coarse-grained slowdown differentia-
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Figure 5. Three-class differentiation.

tion. Figure 4 also shows that the two-tier approach signif-
icantly outperforms the one-tier approach not only in terms
of the mean slowdown ratio, but in terms of the size of the
confidence intervals. This demonstrates the robustness of
the two-tier approach.

We then investigate the differentiation problem by the
use of a three-class workload. Figure 5 depicts the achieved
slowdown ratios with the 95% confidence intervals at dif-
ferent system workload conditions. The target slowdown
ratios among three classes . : dp : d, is4: 2: 1. In
the case of three-class scenarios, a server may be shared
by more than two classes and more than one server may
be shared by multiple classes. From the figure, we can ob-
serve that the two-tier can achieve desirable proportionality
of slowdown differentiation with respect to both the mean
slowdown ratio and the size of confidence intervals.

In the simulation above, the arrival rate ratios of classes
(A to B in the two-class scenario, and A to B to C in the
three-class scenario) were set to be the same as their dif-
ferentiation weight ratios. We conducted a wide ranger of
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Figure 6. A short-term view of slowdown.

sensitivity analyses. We varied the arrival rate ratios of the
classes and the differentiation weight ratios of the classes.
As it is expected, the proportional differentiation is indepen-
dent of workload of classes. While we do not have space to
present all of the results, note that we did not reach any sig-
nificantly different conclusion regarding to the slowdown
differentiation proportionality achieved by the two-tiered
resource allocation approach.

5.3 Sensitivity Study of the Two-tier Approach

We have demonstrated that the two-tier resource alloca-
tion approach can achieve desirable proportional slowdown
differentiation in long term with respect to the mean slow-
down ratios. Now we want to investigate the sensitivity of
the approach under different workload conditions. We con-
ducted simulation using a two-class workload with target
slowdown ratio &, : §, = 3 : 1. Figure 6 shows a short-
term view of the slowdown of requests of the two classes
in the sampling periods due to the two resource allocation
approaches, when the system workload is low (40%), mod-
erate (60%), and high (80%), respectively. The simulation
was run for 100 sampling periods for warming up and then
the data was collected for 30 sampling periods at each of
three workload conditions. Obviously, we can observe that
the two-tier approach achieves more consistent differenti-
ation results during different sampling periods at various
workload conditions.

Figure 7 further quantitatively depicts the variance of the
differentiation proportionality due to the two approaches.
At each of the four workload conditions (20%, 40%, 60%,
80%), we conducted simulations using a two-class work-
load with the target slowdown ratio 0 : , = 3 : 1. The
upper line is the 95th percentile; the bar is the mean; and
the lower line is the 5th percentile. We can observe that
the two-tier approach can significantly reduce the variance
generated by the one-tier approach. For example, when the

1 tier T
2 tier =2

95% confidence interval

H H

20 40 60 80
System load (%)

Figure 7. Variance of the proportionality.

workload is 40%, difference between the 95th and the Sth
percentile is 1.98 and 5.4, and the mean is 3.04 and 2.89,
due to the two-tier approach and the one-tier approach, re-
spectively. At 80% workload condition, the difference be-
tween 5th and 95th is 1.89 and 5.74, and the mean is 3.01
and 3.14, due to the two-tier approach and the one-tier ap-
proach, respectively. The better proportionality in terms of
the mean slowdown ratio has already been depicted by Fig-
ures (4) and (5). It is the small variance degree that further
justifies the superiority of the two-tier resource allocation
approach. We can conclude that the tier-2 process alloca-
tion mechanism deployed at the shared servers significantly
contributes to the small variance degree of the proportional
slowdown differentiation.

Figure 8 depicts the achieved mean slowdown ratio with
the 95% confidence intervals due to two approaches when
the number of servers in the cluster varies from 4 up to 20.
Obviously, the performance of the two-teir approach is al-
most not affected by the number of nodes. On the other
hand, the performance of the one-tier approach improves as
the number of nodes in the cluster increases. This can be
explained by the fact that as the number of nodes increases,
the node partitioning itself can achieve finer granularity of
resource allocation. It is obvious as the number of nodes
goes up to infinity, there is no need to have the tier-2 pro-
cess allocation mechanism.

6 Design and Implementation

We implemented the two-tier resource allocation ap-
proach on a Linux 2.6 system. The cluster testbed consists
of four machines (PIII 600MHz, 256MB RAM) as request
generators, one machine (PIII 1GHz, 516MB RAM) as the
dispatcher of the cluster, and eight machines (PIII 600MHz,
256MB RAM) as cluster nodes. The machines are con-
nected with 100Mbps Ethernet.
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We used enhanced Httperf to generate Http requests for a
M /G p/1 workload. We modified the Linux Virtual Server
for the request dispatcher. In the dispatcher, a classifier
module determines a request’s class type according to its
header information (e.g., port number). A node allocation
module obtains the arrival rate of each class and calculates
the node partitions according to (9). The dispatcher then
assigns requests belonging to the same class to the cluster
nodes in the corresponding sub-cluster using the weighted
round-robin scheduling discipline. We deployed Apache
Web Server 1.3.29 on each cluster node. The cluster nodes
process the incoming Http requests, record their response
time, and calculate the achieved slowdown. In a two-class
scenario, one node may be shared by two classes. Note
that every child process in Apache Web server is considered
to be identical. We implemented an application-level dy-
namic process allocation approach on the shared node so as
to achieve the fractional node partitions by controlling the
number of child processes that a class is allocated. We also
implemented several TCP/IP socket programs on the dis-
patcher and on the cluster nodes so that they can exchange
information such as node partitions and achieved average
slowdown on each node.

The implementation requires that the workload to meet
the M/Gp/1 model, i.e., the Poison distribution of arrival
time and the bounded Pareto distribution of service time. In
the simulation, service time of a request is often assumed to
be proportional to the size of the requested job. However,
in reality, the service time of a job is often not strictly linear
to its size. Figure 9 depicts the relationship between the
service time of a job on a cluster node and its size. We
observed that when the job size is between 500 KB to 60
MB, the ratio between the job size and the service time is
nearly linear. Therefore, we used the files in that size range
to generate the M /G p /1 workload in the experiment.

Figure 10 depicts the achieved slowdown ratio due to the

ratio between job size and service time

Job size (KB) / service time (ms)
T
.

o1 ‘ ‘ ‘ R ——
0.1 1 10 100 1000 10000

Job size (KB)

Figure 9. Service time vs. job size.
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Figure 10. Experiment vs. simulation resulits.

two-tier resource allocation approach by simulation and by
experiment based on the implementation, respectively. It
shows the differentiation results of a two-class workload
with target slowdown ratio (d, : 0, = 3 : 1) when the
system workload is low (40%), moderate (60%), and high
(80%), respectively. Compared to the results due to the
simulation, the experiment based on the implementation ob-
serves larger slowdown ratio oscillations and scales. This is
explained by the fact that the generated workload in the ex-
periment does not strictly meet the M /G p/1 model. How-
ever, the experiment results overall are still around the target
ratio. This demonstrates the feasibility of the two-tier re-
source allocation approach in achieving cluster-based PSD
services in practice.

7 Conclusion

Slowdown is an important performance metric on Inter-
net servers because it takes into account both the delay and
the service time of a request simultaneously. There are few
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research work for proportional slowdown differentiation
(PSD) services on the server side, while proportional de-
lay differentiation has been studied extensively both on the
network side and on the server side. In this paper, based on
a popular Internet traffic model with a typical heavy-tailed
service time distribution, we extended a closed form expres-
sion of the expected slowdown from a single server mode to
a server cluster mode using a simple and scalable weighted
round-robin scheduling discipline on the dispatcher. we de-
signed a two-tier resource allocation approach to provide
PSD services in a server cluster. Simulation results have
shown that the approach can achieve the PSD services on
cluster-based servers. We also implemented the approach
in a cluster testbed. Experimental results showed that the
approach is effective and practical.

As in [6, 18], this work assumed that the jobs assigned
to server clusters were stateless. Our future work will be
on providing PSD services to stateful applications like e-
Commerce on server clusters, where both Round-Robin and
Least-Remaining-Work dispatching disciplines are not ap-
plicable to support session integrity.
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